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Register Transfer and Micro-operations  

Learning Objectives 

After reading this unit you should appreciate the following: 

• Register Transfer Language 

• Bus  

• Memory Transfer 

• Micro-operations 

• Shift Micro-operations 
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Describing every operation in words can specify the sequence of micro-operations in a computer. But this 
method is avoided because it is a lengthy procedure. So we use certain symbols to describe the sequence of 
transfers between registers and micro-operations associated with the transfers. Symbols are an easy way to 
represent the micro-operation sequences in registers and the control functions that initiate them, in a lucid 
& concise form. This symbolic notation is called a register transfer language. This language is used for 
listing micro-operation sequences among the registers of digital computer system. It also acts as a facilitator 
in the designing process.  

Top   
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We designate computer registers by capital letters to denote the function of the register. For example, the 
register that holds an address for the memory unit is usually called a memory address register, represented 
by MAR. Other examples are PC (for program counter), IR (for instruction register) and R1 (for processor 
register). We show the individual flip-flops in an n-bit register by giving numbers them in sequence from 0 
through n - 1, starting from 0 in the right most position and increasing the numbers toward the left. 

A 16-bit register is divided into two halves. Low byte (Bits 0 through 7) is assigned the symbol L and high 
byte (Bits 8 through 15) is assigned the symbol H. The name of a 16-bit register is PC. The symbol PC(L) 
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represents the low order byte and PC(H) designates the high order byte. The statement R2  ←  R1 refers the 
transfer of the content of register R1 into register R2. It should be noted that the content of the source 
register R1 does not change after the transfer. In real applications, the transfer occurs only under a 
predetermined control condition. This can be shown by means of an “if-then” statement:  

If P=1 then R2 ←� R1 

where P is a control signal generated in the control section of the system. For convenience we separate the 
control variables from the register transfer operation by specifying a control function. A control function is 
a Boolean variable that is equal to 1 or 0. The control function is written as follows: 

P: R2 �←� R1 

Top 
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Since a computer has many registers, paths must be provided to transfer information from one register to 
another. If separate lines are used between each register and all other registers, number of wires will be 
excessive in the system. A more efficient scheme for transferring information between registers in a 
multiple-register configuration is a common bus system. A bus structure consists of a set of common lines, 
one for each bit of a register, through which binary information is transferred one at a time. Control signals 
determine which register is selected by the bus during each particular register transfer.  

A common bus system can be constructed using multiplexers. These multiplexers select the source register 
whose binary information is then placed on the bus. A bus system will multiplex registers of a bit each to 
produce an n-line common bus. The number of multiplexers required to construct the bus is equal to n, 
where n is the number of bits in each register. The size of each multiplexer must be k × 1 since it 
multiplexes k data lines. A bus system can be constructed with ‘three-state gates’ instead of multiplexers. A 
three-state gate is a digital circuit that shows three states. Two of the states are equivalent to logic 1 and 0. 
The third state is a high impedance state. The high-impedance state behaves like an open circuit, which 
means that the output is disconnected and does not have a logic significance. The one most commonly used 
in the design of a bus system is the buffer gate. 

The graphic symbol of a three state buffer gate is shown in the figure given below. The control input 
determines the output. 
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The construction of a bus system for four registers is shown in the figure in on the next page. 
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The function table of the above bus system is  
S1 S0 Register collected 
0 0 A 
0 1 B 
1 0 C 
1 1 D 

The construction of a bus system with three state table buffers is shown in the following figure: 
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A read operation implies transfer of information to the outside environment from a memory word, whereas 
storage of information into the memory is defined as write operation. Symbolizing a memory word by the 
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letter M, it is selected by the memory address during the transfer which is a specification for transfer 
operations. The address is specified by enclosing it in square brackets following the letter M.  

For example, the read operation for the transfer of a memory unit M from an address register AR to another 
data register DR can be illustrated as: 

Read:  DR ←M[AR] 

Student Activity 1.1 

1. What is a three state buffer gate? How is it useful in designing a bus system? 

2. Represent the following conditional control statement by two register transfer statements with control 
functions. 

If (P=1) then (R1←R2)else If (Q=1) then (R1←R3) 

3. Draw the diagram of a bus system using three state buffer gates instead of using  

4×1multiplexer. 

Top 
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A micro-operation is an elementary operation which is performed on the data stored in registers. We can 
classify the micro-operations into four categories: 

1. Register transfer: transfer binary information from one register to another. 

2. Arithmetic: perform arithmetic operations on numeric data stored in registers. 

3. Logic:  perform bit manipulation operation on non-numeric data stored in registers. 

4. Shift:  perform shift operations on data stored in registers. 

These micro-operations, transfer information from one register to another. It should be noted that the 
information does not change during this micro-operation. A register transferred micro-operation may be 
designed as: 

R1 ← R2 

This implies that transfer the content of register R2 to register R1. Since we expect the register transfer to 
occur in a pre-determined control condition, the destination register should have a parallel load capability. 
A common internal data bus of the processor is used for connecting various registers. In general, the size of 
this data bus should be equal to the number of bits in a general register. There are some transfers which do 
not take place through the internal data bus, but through the system bus. These transfers are related to 
memory and input/output modules. Also the input/output operation is treated as a separate activity where 
normally a program and therefore instructions are executed. Memory transfer is considered as the most 
important transfer for instruction execution because it takes place at least once for every instruction. 
Memory transfer can be achieved via a system bus. Since, the main memory is a random access memory, 
therefore address of the location which is to be used is to be supplied. This address is supplied by the CPU 
on the address bus. There are two memory transfer operations: Read and Write. 

�
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1. Put memory address in the memory address register (MAR). 

2. Read the data of the location. Generally this is achieved by putting the data in MAR on address bus 
along with a memory read control signal on the control bus. The resultant of memory read is put into 
the data bus which in turn stores the read data in the data register (DR). This whole operation can be 
shown as: 

DR ←  M[MAR] 

��� ����� �����

1. Put the desired memory address in memory address register (MAR) and the data to be written in the 
data register (DR). 

2. Write the data into the location: MAR puts the address on address bus and DR puts the data on data 
bus to be written into the memory location addressed by MAR. 

M [MAR] ← DR 

Usually a memory read or write operation requires more clock cycles than a register transfer operation.  

������ ������ �������������
�

These micro-operations perform some basic arithmetic operations on the numeric data stored in the 
registers. These basic operations may be addition, subtraction, incrementing a number, decrementing a 
number and arithmetic shift operation. An ‘add’ micro-operation can be specified as: 

R3 ← R1 + R2 

It implies: add the contents of registers R1 and R2 and store the sum in register R3. 

The add operation mentioned above requires three registers along with the addition circuit in the ALU. 

Subtraction, is implemented through complement and addition operation as: 

  R3 ← R1 – R2  is implemented as 

  R3 ← R1 + (2’s complement of R2) 

  R3 ← R1 + (1’s complement of R2 + 1) 

  R3 ← R1 + R2 + 1 

An increment operation can be symbolized as: 

  R1 ← R1 + 1 

while a decrement operation can be symbolized as: 

  R1 ← R1 – 1 

We can implement increment and decrement operations by using a combinational circuit or binary up/down 
counters. In most of the computers multiplication and division are implemented using add/subtract and shift 
micro-operations. If a digital system has implemented division and multiplication by means of 
combinational circuits then we can call these as the micro-operations for that system. An arithmetic circuit 
is normally implemented using parallel adder circuits. Each of the multiplexers (MUX) of the given circuit 
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has two select inputs. This 4-bit circuit takes input of two 4-bit data values and a carry-in-bit and outputs 
the four resultant data bits and a carry-out-bit. With the different input values we can obtain various micro-
operations. 

 Equivalent micro-operation  Micro-operation name 

R ← R1 + R2    Add 

R ← R1 + R2 +1   Add with carry 

R ← R1 + R2    Subtract with borrow 

R ← R1 + 2’s    Subtract 

R ← R1     Transfer 

R ←R1 + 1    Increment 

R ← R1 – 1    Decrement 

��	���� �������������
�

These operations are performed on the binary data stored in the register. For a logic micro-operation each 
bit of a register is treated as a separate variable. 

For example, if R1 and R2 are 8 bits registers and 

  R1 contains   10010011 and 

  R2 contains   01010101 

  R1 AND R2   00010001 

Some of the common  logic micro-operations are AND, OR, NOT or complements. Exclusive OR, NOR, 
NAND. 

We can have four possible combinations of input of two variables. These are 00, 01, 10 and 11. Now, for all 
these 4 input combination we can have 24 = 16 output combinations of a function. This implies that for two 
variables we can have 16 logical operations.  

Top 
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This operation sets to 1, the bits in register A, where there are corresponding 1’s in register B. For example 
 
 

 1010 A before 

 1101 B (logic operand) 

1111 A after 

It is clear that the OR microperation can be used to selectively set the bits of a register. 
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This operation complement bits in A where there are corresponding 1’s in B. Obviously the bit positions 
that have 0’s in B are not affected by this operation. For example 

 1100  A before  

 1010  B (logic operand) 

 0110 A after  

Hence the exclusive OR microperation can be used to selectively complement bits of a register. 

������� �������

The selective clear operation clears to 0, the bits A only where there are corresponding 1’s is B. Following 
example clarifies this  

 1100  A before 

 1010  B (logic operand) 

 0100  A after 

Hence the logic microperation corresponding to this is  

A←B ^ B  

�
"����������

The mask operation is similar to the selective clear operation except that the bits of A are cleared only 
where there are corresponding 0’s in B. It can be seen by the following example: 

 1010  A before 

 1100  B (logic operation)  

1000 A after masking 

The two right most bits of A are cleared because the corresponding bits of B are 0’s. The two right most 
bits are left unchanged due to the corresponding bits of B (i.e. 1). The mask operation is more convenient to 
use than the selective clear because most computers provide an AND instruction, and few provide an 
introduction that executes the microoperation is an AND microoperation. 

�

�
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This operation is used to insert a new value into a group of bits. This can be done by first masking the bits 
and then ORing them with the required value. For example suppose that an A register contains 8 bits, 
01101010. To replace the four unwanted bits 

 0110 1010  A before  

 0000 1111  B (mask) 
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 0000 1010  A after masking 

and then insert the new value  

 0000 1010  A before  

 1001 0000  B (insert) 

 1001 1010  A after insertion 

insert operation is an OR microoperation  

������� ������������
�

Shift microoperation can be used for serial transfer of data. They are used generally with the arithmetic, 
logic, and other data-processing operations. The contents of a register can be shifted to the left or the right. 
During a shift-right operation the serial input transfers a bit into the leftmost position. The serial input 
transfers a bit into the rightmost position during a shift-left operation. There  are three types of shifts, 
logical, circular and arithmetic. 

��	����
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A logical shift operation transfers 0 through the serial input. We use the symbols shl and shr for logical 
shift left and shift right microoperations, e.g. 

R1 ← shl R1 

R2 ← shr R2 

are the two micro operations that specify a 1-bit shift left of the content of register R1 and a 1- bit shift right 
of the content of register R2. 

!�������
�����

The circular shift is also known as rotate operation. It circulates the bits of the register around the two ends 
and there is no loss of information. This is accomplished by connecting the serial output of the shift register 
to its serial input. We use the symbols cil and cir for the circular shift left and circular shift right. E.g. 
suppose Q1 register contains 01101101 then after cir operation, it contains 0110110 and after cil operation 
it will contain 11011010. 

�

�
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An arithmetic shift micro operation shifts a signed binary number to the left or right. The effect of an 
arithmetic shift left operation is to multiply the binary number by 2. Similarly an arithmetic shift right 
divides the number by 2. Because the sign of the number must remain the same arithmetic shift-right must 
leave the sign bit unchanged, when it is multiplied or divided by 2. The left most bit in a register holds the 
sign bit, and the remaining bits hold the number. The sign bit is 0 for positive and 1 for negative. Negative 
numbers are in 2’s complement form. Following figure shows a typical register of n bits. 
 

Rn-1 Rn-2 → R1 R0 
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Sign bit   Arithmetic shift right 

Bit Rn-1 in the left most position holds the sign bit. Rn-2 is the most significant bit of the number and R0 is 
the least significant  bit. The arithmetic shift-right leaves the sign bit unchanged and shifts the number 
(including the sign bits) to the right. Thus Rn-1 remains the same, Rn-2 receives the bit from Rn-1, and so on 
for other bits in the register. 

Student Activity 1.2 

1.  The following transfer statements specify a memory. Explain the memory operation in each case 

(i)  R2←M[AR] 

(ii)  M(AR)← R3 

(iii)  R5 ← M(R5) 

2.  Register A holds the 8 bit binary 11011001. Determine the B-operand and the logic micro operation 
to be performed in order to change the value in A to:  

(i) 01101101 (ii) 11111101 

3  An 8-bit register contains binary value 11001010. What is the register value after a circular shift 
right? 

��� � ���

�� Computer registers are designated by capital letters. 

�� Symbols are a handy tool to represent the micro-operation sequences in registers and the control 
functions that initiate them, in a lucid & concise form. Such a symbolic notation is referred to as 
register transfer language. 

�� A bus structure consists of a set of common lines, one for each bit of a register, through which binary 
information is transferred one at a time. Control signals determine which register is selected by the 
bus during each particular register transfer.  

�� A micro-operation is an elementary operation performed with the data stored in registers.  

�� These micro-operations perform some basic arithmetic operations on the numeric data stored in the 
registers. 

�����

�
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1. ___________ is shift left micro-operation. 

2. To address 35 memory words at least  ___________ number of address bits are required. 

��������

1. Shl 

2. 6 
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1. Memory read micro-operation takes 10 clock cycles. 

2. A microprogram is a set of micro-operations. 

��������

1. False 

2. True 

������������	�
��������������

1. The channel through which CPU and memory accomplish using ____________. 

2. Mirco-operation for adding content of memory location 5 to the content of register R1 is 
____________.   

���������
��������������

1. Accumulator is a decoder.   

2. Control unit is a part of ALU. 

%�������$��
����
�

1.  Starting from an initial value of R=11011101, determine the sequence of binary values in R after a 
logical shift-left, followed by a circular shift-right followed by a logical shift right and a circular shift 
left. 

2. What is wrong with the following register transfer statements? 

(i)  xT: AR← AR, AR←0 

(ii)  yT: R1←R2, R1←R3 

(iii)  zT: PC←AR, PC←PC + 1. 
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Basic Computer Organisation and Design 

Learning Objectives  

After reading this unit you should appreciate the following: 

• Instruction and Instruction Code 

• Computer Instructions 

• Timing and Control  

• Instruction Cycle 

• Memory Reference Instructions 

• Input/Output and Interrupts 

• Complete Computer Description 

• Machine Language 

• Assembly Language 

• The Assembler 

• Program Loops 

• Programming Arithmetic & Logic 

• Subroutines 

• Inputs/Outputs Programming 
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• Microprogrammed Control 

• Control Memory 

• Address Sequencing 

• Microprogram Example 

• Design Control Unit 
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The collection of bits that instruct the computer to perform a specific operation is called an instruction code. 
Operation part is the most basic part of an instruction code. The operation code of an instruction is a group 
of bits that define such operations as add, subtract, multiply, shift and complement. The total number of 
operations available in the computer determines the number of bits required for the operation code of an 
instruction. The operation code must consist of at least n bits for a given 2n (or less) distinct operations. An 
‘operation’ is a binary code, that instruct 
the computer to perform a specific operation. The control unit gets the instruction from memory and 
interprets the operation code bits. It then issues a sequence of control signals to initiate micro-operations in 
internal computer registers. For every operation code, the control issues a sequence of micro-operations 
required for the hardware implementation of the specified operation. 

This operation should be performed on some data stored in processor registers or on the data stored in the 
memory. Hence an instruction code must specify both the operation and the registers or the memory words 
where the operands are to be found, as well as the registers or the memory word where the operands be 
stored. Memory words can be specified in instruction codes by their address. Processor registers can be 
specified by assigning to the instruction another binary code of K bits that specifies one of 2K registers. 
There are many variations for arranging the binary code of instructions. Each computer has its own 
particular instruction code format called its Instruction Set. 

���	����	��	� ��	���������

Generally a computer has one processor register and an instruction code format with two parts. The first 
part describes the operation to be performed and the second refers to an address. The memory address 
describes the control where to find an operand in memory. Instructions and data are stored in two separate 
sections of memory. For a memory unit with 4096 words we need 12 bits to specify an address since 212 = 
4096. If each instruction code is stored, in one 16-bit memory word, four bits are available for the operation 
code (i.e. abbreviated opcode) to specify one out of 16 possible operations and 12 bits to specify the address 
of an operand. The control reads a 16-bit instruction from the program portion of memory. It then executes 
the operation specified by the operation code. If an operation in an instruction code does not require an 
operand from memory, we can use the rest of the bits in the instruction for other purposes. It is easier to use 
the address bits of an instruction code not as an address but as the actual operand. The instruction is said to 
have an immediate operand when the second part of an instruction code specifies an operand. When the 
second part specifies the address of an operand, the instruction is referred to as a ‘direct address’. A third 
possibility is called indirect address where the bits in the second part of the instruction refers to an address 
of a memory word in which the address of the operand is found. We use one bit of the instruction code to 
distinguish between a direct and an indirect address. The memory word that holds the address of the 
operand in an indirect address instruction is used as a pointer to an array of data. The pointer could be 
placed in a processor register instead of memory as done in commercial computers. 
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4096×16 
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Computer instructions are generally stored in consecutive memory locations. These instructions are 
executed sequentially one at a time. In one operation the control reads an instruction from a specific address 
in memory and executes it and the process is repeated. This instruction sequencing needs a counter to 
calculate the address of the next instruction after each execution. It is also necessary to provide a register in 
the control unit for storing the instruction code after it is read from memory. The computer needs processor 
register for manipulating data and a register for holding a memory address. These requirements are listed in 
Table 2.1 with a brief description of their functions and the number of bits that they contain. 
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The memory address register (AR) has 12 bits because this is the width of a memory address. The program 
counter (PC) also has 12 bits. The PC holds the address of the next instruction to be read from memory 
after the current instruction is executed. The PC goes through a counting sequence. This causes the 
computer to read sequence and causes the computer to read sequential instructions previously stored in 
memory. 

For input and output two registers are used. The Input register (INPR) receives an 8-bit  
character from an input device. The Output register (OUTR) holds an 8-bit character for an output device. 
 

 

 

 

�

 

���+������������������������+���������������

�*'�� � �"���

��� � � ������

$��

��� � � ������

���

 

��� ��

���

��� ��

���

��� � � ������

���

��� � � ������

'��

 



  COMPUTER  SYSTEM ARCHITECTURE 14

 
 

�

��������	��������� �� !�������������

��� � ����
�������� �

The basic computer consists of eight registers, a memory unit and a control unit. To transfer information 
from one register to another and between memory and registers, paths must be provided. The number of 
wires used become excessive if connections are made between the outputs of each register and the inputs of 
the other registers. A common bus is an efficient scheme for transferring information in a system with many 
registers is to use. We have shown in previous chapter how to construct a bus system using MUXs or three 
state buffer gates. 

Top 
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The basic computer uses three instruction code formats as shown in the following figure 2.3. Each format 
has 16 bits. The operation code (opcode) part has three bits and the meaning of the remaining 13 bits 
depends on the operation code. A memory reference instruction uses 12 bits to specify an address and one 
bit to specify the addressing mode I, which is equal to 0 for direct address and 1 for indirect address. The 
register reference instructions are recognized by the operation code 111 with a 0 in the left most bit (bit15) 
of the instruction. 

A register reference instruction specifies an operation or a test of the AC register.  
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An operand from memory is not needed, therefore, the other 12 bits are used to specify the operation or test 
to be executed. Similarly, an input-output instruction does not need a reference to memory and is 
recognized by the operation code 111 with a 1 in the left most bit of the instruction. The remaining 12 bits 
are used to specify the type of input-output operation or test performed. 
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The type of instruction can be found by the computer control from the four bits in positions 12 through 15 
of the instruction. If the three opcode bits in positions 12 though 14 are not equal to 111, the instruction is a 
memory reference type and the bit in position 15 is taken as the addressing mode I. If the 3 bit opcode is 
111, then bit position 15 is checked. If this bit is 0, the instruction is a register reference type. If the bit is 1, 
the instruction is an input-output type. The bit in position 15 of the instruction code is designated by the 
symbol I, and it is not used when operation code is equal to 111. 

Three bits of the instruction are used for the operation code. The computer is restricted to a maximum of 
eight distinct operations since register reference and I/O instructions use the remaining 12 bits as part of the 
total number of instruction chosen for the basic computer is equal to 25. 

The instructions for the computer are listed in Table 2.2. The symbol reference is a three-letter word and 
represents an abbreviation intended for programmers and users. 

�������	��������� �� !����'����������

� &�-�
���� �!��	
�� �

���  	!� ��. ��� ��. ��� $�������	��

�"$� �---� (---� �"$�� �� 	��/	
��	����

�$$� �---� 0---� �

�� �� 	��/	
��	����

1$�� �---� �---� 1	�
�� �� 	��/	
��	����

�'�� 2---� 3---� ��	���	������	��������� �� 	��

3*" � ,---� �---� 3���)����	�
���	��!!��

3��� �---� $---� 3���)���
���4��������

����

��5� %---� 6---� ����� ������
��7������8�	�

 �)� *+,,�  ��������

�16� +,��� �!���6�

�� �� +���� �	� �!�� �������

�� 6� +���� �	� �!�� ����6�

���� +�(�� ����!������)�������
�6�

��1� +�,�� ����!����!���������
�6�

�"�� +���� ����� �������

���� +���� �7�����-����������	���������	����4��

�"�� +��(� �7�����-����������	��������������4��

�5�� +��,� �7�����-����������	��������8�	�

�56� +���� �7�����-����������	�����6������

-��� *,,
� -������ !����

�" �� #(��� �������)�������	����

�*'� #,��� ��������)�������	� ����

�9�� #���� �7�������������!���

�9�� #���� �7���	��	�������!���

��" � #�(�� ��������	��



  COMPUTER  SYSTEM ARCHITECTURE 16

��#� #�,�� ��������	���

 

 

Student Activity 2.1 

Before you proceed to the next section, answer the following questions. 

1. What is the significance of instruction? 

2. Describe basic computer registers. 

3. How computer instructions are identified? 

If your answers are correct, then proceed to the next section. 
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A master clock generator controls the timing for all registers in the basic computer. The clock pulses are 
applied to all flip-flops and registers in the system and in the control unit. The clock transition does not 
change the state of a register unless the register is enabled by a control signal. The control unit generates the 
control signals and provide control inputs for the multiplexers in the common bus, control inputs in 
processor registers and micro-operations for the accumulator. Control organizations are classified as 
Hardwired control and microprogrammed control. Hardwired organization, uses gates, flip flops etc to 
implement the control logic. It is advantageous in that it can be optimized to produce a fast mode of 
operation. The control information is shared in a control memory, in a microprogrammed organization. The 
control memory is programmed to begin the desired sequence of micro-operation. A hardwired control, 
requires changes in the wiring among the various components if the design has to be changed. 

The rising edge of a timing signal initiates a memory read or write cycle. We assume that a memory cycle 
time is less than the clock cycle time. By this assumption a memory read or write cycle initiated by a timing 
signal will be completed by the time the next clock goes through its positive transition. 

Top 
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A program stays in the memory unit of the computer and has a sequence of instructions. The program is 
executed by going through a cycle for each instruction. Each instruction cycle is now subdivided into a 
sequence of sub cycles or phases. In the basic computer each instruction cycle has the following parts: 

1. Fetch an instruction from memory. 

2. Decode the instruction. 

3. Read the effective address from memory if the instruction has an indirect address. 

4. Execute the instruction. 

After the completion of step 4, the control goes back to step 1 to fetch, decode and execute the next 
instruction. This process continues indefinitely unless a HALT instruction is encountered.  

�������� ������
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The program counter PC is loaded first with the address of the starting instruction in the program. The 
sequence counter SC is set to zero to provide a decoded timing signal T0. Tt is required to transfer the 
address from PC to AR during the clock transition associated with timing signal, because only AR is 
connected to the address inputs of memory. The instruction read from memory is then placed in the 
instruction register IR with the clock transition associated with timing signal T1. At the same moment PC is 
incremented by one to prepare it for the address of the next instruction in the program. At time T2, the 
operation code in IR is decoded, the indirect bit is transferred to flip-flop I and the address part of the 
instruction is transferred to AR. SC is incremented after each clock pulse to produce the sequence T0, T1 
and T2. During time T3, the control unit determines the type of instruction that was just read from memory. 

Top 
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The seven memory-reference instructions are given in Table 2.3. The decoded output is from the decoder 
and it is designated by Di where i is from 0 to 6. The address register AR gives the effective address (EA) 
of the instruction. The EA is taken and it is placed there during timing signal T2 (I = 0), or during timing 
signal T3 when I = 1. The execution of the memory-reference instructions begins with timing signal T4. We 
use register transfer notation to give the symbolic description of each instruction as it is clear from the 
table. In a bus system the actual execution of the instruction requires a sequence of microoperations. This is 
because data stored in memory cannot be processed directly. We have to read data from memory and 
transfer it to a register where they can be operated on with logic circuits. Now we can describe the 
operation of each instruction. We also give the control functions and microoperations required for their 
execution.  
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This instruction performs the AND logic operation on pairs of bits in AC and the memory word specified 
by the effective address. The result of the operation is transferred to Accumulator. The microoperations that 
execute this instruction are: 

D0T4: DR←M[AR] 

D0T5: AC←AC ∧ DR, SC←0. 

#  ����#��
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The content of the memory word specified by the effective address is added to the value of AC with the 
help of this instruction. The sum is transferred into accumulator and the output carry Cout is transferred to 
the E (extended accumlator) flip-flop. The microoperations needs to execute this instruction are: 

D1T4: DR←M[AR] 

D1T5: AC←AC + DR, E ← Cout, SC←0 

% #&�%������#��

This instruction is used to transfers the memory word specified by the effective address to accumulator. 
Following microoperations are needed to execute this instruction: 

D2T4: DR←M[AR] 

D2T5: AC←DR, SC←0. 

��#&����	��#��

This Instruction is used to store the content of accumulator into the memory word specified by the effective 
address. Since the output of AC is applied to the bus and the data input of memory is connected to the bus, 
we can execute this instruction with one microoperation: 

D3T4:  M[AR] ←AC,  SC ← 0 

��$&��	�������������������

This instruction is used to transfer the program to the instruction located at the effective address. We 
already know that program counter holds the address of that instruction which is to be read from memory in 
the next instruction cycle. Program Counter is incremented at time T1 to make ready it for the address of the 
next instruction in the program sequence. This instruction allows the programmer to specify an instruction 
out of sequence i.e. the program branches (or jumps) unconditionally. The instruction requires only one 
microoperation: 

D4T4:  PC ←AC, SC ← 0 

With the help of common bus, the effective address from AR reaches to PC. The control transfers to T0 by 
resetting SC to 0. Now the next instruction is fetched. This is then executed from the memory address given 
by the new value in PC. 

��#&��	��������'�����
	��#��	����

This is a useful instruction for branching to a portion of the program called a subroutine. When BSA 
instruction is executed, it stores the address of the next instruction in sequence (which is available in PC) 
into memory location specified by the effective address. To serve as the address of the first instruction, the 
effective address plus one is transferred to PC in the subroutine. This operation was specified in with the 
following register transfer: 

M[AR] ← PC, PC ← AR + 1 

To demonstrate this, a numerical example shows how this instruction is used with a subroutine (Figure 2.4). 
Assuming that the BSA instruction is in memory at address 20. The I bit is 0 and the address part of the 
instruction has 135 in binary. PC will contain 21, after the fetch and decode phases. This is the address of 
the next instruction in the program (referred to as the return address). Address register contains the effective 
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address 135. This is shown in part (a) of the figure. The BSA instruction performs the following numerical 
operation: 

M[135] ← 21,  PC ←  135 + 1 = 136 

The result of this operation is shown in the figure part (b). The return address 21 is stored in memory 
location 135.The control then continues with the subroutine program starting from address 136. An indirect 
BUN instruction which is placed at the end of the subroutine is used to return to the original program (at 
address 21). When we execute this instruction, control goes to the indirect phase. Here it reads the effective 
address at location 135, and it gets the previously saved address 21. When we execute the BUN instruction, 
the effective address 21 goes to program counter. In the next instruction control continues to execute the 
instruction at the return address. 

The BSA instruction can be understood as a subroutine call. The indirect BUN instruction at the end of the 
subroutine performs the function referred to as a subroutine return. In most commercial computers, the 
return address associated with a subroutine is stored in either a processor register or in a portion of memory 
(i.e. a stack). 
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When we use the bus system of the basic computer, it is not possible to perform the operation of the BSA 
instruction in one clock cycle. For the proper use of the memory and the bus, the BSA instruction must be 
executed with a sequence of two microoperations: 

D5T4:  M[AR] ←PC, AR ← AR + 1 

D5T5:  PC ←AR, SC ← 0 

A memory write operation begins with timing signal T4. At this moment it places the content of PC onto the 
bus, and at the end of the operation it enables the INR input of address register. 

��(&����	�� ��������)����"�(�	��

ISZ instruction increments the word referred by the effective address, and if the incremented value of the 
word is equal to 0, PC is incremented by 1. A negative number in 2's complement form is generally stored 
in the memory word. Since this negative number is continually incremented by one, at last it becomes zero. 
At that time to skip the next instruction PC is incremented by one in order.  

Now we have to read the word into DR, increment DR, and store the word back into memory, because it is 
not possible to increment a word inside the memory,. This can be done with the following sequence of 
microoperations: 

D6T4:  DR ←MR[AR] 

D6T5:   DR ← DR + 1 

D6T6:  M[AR] ←DR,  if (DR = 0) then (PC ← PC +1),  SC ← 0 

����	������*��	��

The control flowchart is shown in the figure2.5. This flowchart shows all microoperations for the execution 
of the seven memory-reference instructions. The control functions are indicated on top of each box. The 
microoperations that are executed during time T4, T5, or T6, depend on the operation code value. This is 
showed by six different paths in the chart, one of which the control takes after the instruction is decoded. 
The last timing signal clears the sequence counter. Hence the transfer of control to timing signal T0 starts 
the next instruction cycle. 

It should be noted that we need only seven timing signals to execute the longest instruction (ISZ). The 
computer can be designed with a 3-bit sequence counter. The reason for using a 4-bit counter for SC is to 
provide additional timing signals for other instructions that are presented in the problems section. 
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Student Activity 2.2 

Before you proceed to the next section, answer the following questions. 

1. Give different phases of instruction cycle. 

2. Distinguish between Hardwired control and microprogrammed control.   

If your answers are correct, then proceed to the next section. 

Top 
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To serve usefully a computer should communicate with the external environment. Some input device 
should provide instructions and data to be stored in memory. Computational results must be showed to the 
user through some output devices. Many types of input and output devices are found in commercial 
computers.  

An alphanumeric code of eight bits is required for each quantity of information. The serial information 
from the keyboard is shifted into the input register INPR. The output register OUTR stores the serial 
information for the printer. These two registers communicate with a communication interface serially and 
with the accumulator in parallel. The I/O configuration is shown in following figure. 

FGI is a 1-bit input flag. It is a control flip-flop. We set the FGI to 1 when new information arrives in the 
input device and FGI is cleared when the information is taken by the computer. To synchronize the timing 
rate difference between the input device and the computer, we need flag. The information is transferred as 
follows. Initially, we clear the input flag FGI. An 8-bit alphanumeric code is shifted into INPR when we hit 
a keyboard, and the input flag FGI is set to 1. As long as the flag is set, the information in INPR cannot be 
changed by striking another key. The computer checks the flag bit, if it is 1 the information from INPR is 
transferred in parallel into AC and FGI is cleared to 0. Once the flag is cleared new information can be 
shifted into INPR by striking another key. 

�
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The output register OUTR works similar to above discussion but the direction of information flow is just 
the opposite. At the very beginning, the output flag FGO is set. Now if the flag bit is equal to 1, the 
information from AC is transferred in parallel to OUTR and FGO is clears to 0.  
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The process of communication described above is known as programmed control transfer. In this process 
the computer has to check the flag bit continually, and when it finds it set, it initiates an information 
transfer. Obviously if we transfer information in this way it is quiet inefficient because of the difference of 
information flow rate between the computer and that of the I/O device. We explain why it is so. Let a 
computer go through an instruction cycle of 1 micro second. Also let us assume that the I/O device can 
transfer data at the rate of 10 characters per second at most. This is equivalent to one character every 
100,000 micro seconds. If it has to execute two instructions, it will check the flag bit and decide not to 
transfer the information. Hence between each transfer, the computer will check the flag 50,000 times, at the 
maximum rate. It is clear now that the computer is wasting time while checking the flag while in this time it 
can do some other useful processing task. 

There is another way to perform this transfer. Let the external device inform the computer when it is ready 
for the transfer. In the meantime the computer can do other work. Interrupt facility is used for this type of 
transfer when the computer is running a program. There is no need to check the flags in this type of 
transfer. However when a flag is set, the computer is momentarily interrupted from executing the current 
program and is informed of the fact that the flag has been set. The computer deviates for a short time from 
the current job to take care of the input or output transfer. After that it returns to the current program to 
continue with it. Interrupt cycle is shown in the following figure 2.7. 

The interrupt enables flip-flop IEN can be set (to 1) and cleared (to 0) with two instructions. When IEN is 
cleared the flags cannot interrupt the computer. When IEN is set, it means that the computer can be 
interrupted. With the help of these two instructions a programmer can now decide whether or not to use the 
interrupt facility. An interrupt flip-flop R is included in the computer. When R = 0, the computer goes 
through an instruction cycle. While the execution phase of the instruction cycle IEN is checked by the 
control. If it is 0, it means we do not want to use the interrupt, therefore control continues with the next 
instruction cycle. If IEN is 1, control checks the flag bits. If both flags are 0, then it shows that neither the 
input nor the output registers are ready for information transfer. In this case, control continues with the next 
instruction cycle. If either flag is set to 1 while IEN = 1, flip-flop R is set to 1. 

The interrupt cycle is a hardware mechanism to branch and save return address operation. The return 
address available in a PC is stored in a specific location where it can be found later when the program 
returns to the instruction at which it was interrupted.  

A total computer system consists of both hardware and software. Hardware means the physical components 
and all other associated equipment. Software means the programs that are written for the computer. It is 
possible to be familiar with various aspects of computer software without being concerned with details of 
how the computer hardware operates. 
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Complete Computer Description is given in the flowchart. It consists of instruction cycle, including the 
interrupt cycle for the basic computer as shown in Figure 2.7. The interrupt flip-flop R may be set at any 
time during the execution phase. Control returns to timing signal T0 after SC is cleared to 0. If R = 1, the 
computer goes through an interrupt cycle. If R = 0, the computer goes through an instruction cycle. If the 
instruction is one of the memory-reference instructions, the computer first checks if there is an indirect 
address and then continues to execute the decoded instruction according to the flowchart of Figure 2.7. 
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If we do not want to use the flowchart, we can describe the operation of the computer with a list of register 
transfer statements. This is done by accumulating all the control function and microoperations in a table. 
The entries in the table are taken from Figure 2.5 and 2.8. 

The control functions and microoperations for the whole computer are given in Table 2.4. The register 
transfer statements in this table shows in a concise form the internal organization of the basic computer. 
Register transfer statements also provide the information required for the design of the logic circuits of the 
computer. Boolean functions for the gates is determined by the control functions and conditional control 
statements listed in the table. The microoperations given in the table give the type of control inputs required 
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for the registers and memory. A register transfer language is useful for specifying the logic circuits needed 
for its design. It is useful for describing the internal organization of a digital system. 
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To write a program for a computer we need to specify, directly or indirectly, a sequence of machine 
instructions. Machine instructions inside the computer form a binary pattern, which is difficult to 
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understand and manipulate. The instruction set of the basic computer, whose hardware organization was 
explored earlier used to program a computer. The 25 instructions of the basic computer are in Table 2.5 to 
provide an easy reference for the programming examples that follow. 

�������	1�� �� !����'����������

���  	!� &�-�
���� �!��	
�� $�������	��

�"$� ��	�(� �"$�� ��	����

�$$� ��	�0� �

�� ��	���=������	�6�

1$�� ��	��� 1	�
�����	� �� �

�'�� 2�	�3� ��	��������� �

3*" � ,�	��� 3���)����	�
���	��!!���	�� �

3��� ��	�$� ��4��������

�������� ���
� ���)��	�� < ��

��5� %�	�6� ����� ����� ���
��7������8�	�

�1�� +(��� �!������

�16� +,��� �!���6�

�� �� +���� �	� �!�� �������

�� 6� +���� �	� �!�� ����6�

���� +�(�� ����!������)��6���
����

��1� +�,�� ����!����!����6���
����

�"�� +���� ����� �������

���� +���� �7�������������	����4��

�"�� +��(� �7������������������4��

�5�� +��,� �7������������8�	�

�56� +���� �7������6����8�	�

&1'� +���� &�!���	� �����

�" �� #(��� ���������	� ���	����
��!����!���

�*'� #,��� ����������	� ���	����
��!����!���

�9�� #���� �7�������������!������	��

�9�� #���� �7������	�������!������	��

��" � #�(�� '�����������	��

��#� #�,�� '�����������	���

A program is a list of instructions to tell the computer to do needed processing on the data. We can write a 
program for a computer in various types of programming languages, but this program can be executed by 
the computer only when it is in binary form. If it is written in some other language it has to be translated to 
the binary form so that it can be executed by the computer. 

A symbolic instruction and its binary equivalent has a one-to-one relationship between them. An assembly 
language can be thought of a machine level language writing 16 bits for each instruction. Because there are 
several digits, it becomes tedious. By writing the equivalent hexadecimal code, we can reduce to four digits. 
We can go one step further and replace each hexadecimal address by a symbolic address and each 
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hexadecimal opened by a decimal operand. We find it convenient because, we generally do not know 
exactly the numeric memory location of operands at the time of writing a program. As we know that there 
is a set of rules for a programming language, we must conform with all format and rules of the language if 
we want our programs to be translated correctly. A line of code is the fundamental unit of an assembly 
language program.  

�������	3�������#�������� ���)����2��4�� �����

1	����	���� ��������	���	
��

�� ����� ����� ����� �����

�� ����� ����� ����� �����

��� ����� ����� ����� �����

��� ����� ����� ����� �����

���� ����� ����� ����� �����

���� ����� ����� ����� �����

���� ����� ����� ����� �����

Top 

#���� ,���%��
���

As we know that a programming language is defined by a set of rules. If users want their programs to be 
translated correctly they must conform to all formats and rules of the language. Every digital computer has 
its own separate assembly language. The rules for writing assembly language programs are available from 
the computer manufacturer in the form of documents and manuals. 

A line of code is the fundamental unit of an assembly language program. The specific language is defined 
by a group of rules. This group describes the symbols that can be used. It also tells how a line of code can 
be made from them. We will now give the rules to write assembly language programs for the basic 
computer. 

��������	�
��������������������

A line of code of an assembly language program is divided in three columns called fields. The fields 
describe the following information. 

1.  The label: may be empty or it may specify a symbolic address. 

2.  The instruction: specifies a machine instruction or a pseudo-instruction. 

3.  The comment: may be empty or it may include a comment. 

A symbolic address has one, two, or three alphanumeric characters. But it cannot have more than three 
alphanumeric characters. The first character is an alphabet; the next two may be alphabets or numeric 
digits. We can choose the symbols arbitrarily. A symbolic address in the label field is terminated by a 
comma to make it a label. The instruction field specifies one of the following items: 

1.   A memory-reference instruction (MRI) 

2.   A register-reference (i.e. input-output instruction) (non-MRI) 

3.   A pseudo-instruction with or without an operand 
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A memory-reference instruction occupies two or three symbols. These symbols are separated by spaces. 
The first must be a three-letter symbol defining an MRI operation code. The second one is a symbolic 
address. The third symbol, which is optional, is the letter I. It is a direct address instruction, if I is missing 
otherwise it is an indirect address instruction. 

A non-MRI is an instruction that does not have an address part. A non-MRI is found in the instruction field 
of a program by any one of the three-letter symbols for the register-reference and input-output instructions. 

The following is an illustration of the symbols that may be placed in the instruction field of a program. 

CLA          non-MRI 

ADD OPR  direct address MRI 

ADD PTR I indirect address MRI 

The first three-letter symbol in each line must be one of the instruction symbols of the computer.  A 
memory-reference instruction, such as MUL, must be followed by a symbolic address. The letter I may or 
may not be present. 

The memory location of an operand is determined by a symbolic address in the instruction field. This 
location is mentioned somewhere in the program by appearing again as a label in the first column. If we 
want to translate program from assembly language to a machine language, each symbolic address that is 
mentioned in the instruction field must occur again in the label field. 

A pseudo-instruction is an instruction to the assembler giving information about some phase of the 
translation (it is not a machine instruction). Four pseudo-instructions that are recognized by the assembler 
are listed in Table 2.7. The assembler is informed by the origin (ORG) pseudo-instruction that the 
instruction or operand in the following line is to be placed in a memory location specified by the number 
next to ORG.  

�������	*��5������������������$�����������

���  	!� ���	� ���	���	��)�������  !��

��> �" � &�-�
���� �!����  ��" �����)��� �� 	��!	����	���	��)����������	��	�	����
�!����
�����)���	!!	/����
!����

6"$� $��	�����)����
�	�����  	!����	��� �

$6��" � �����
�
���� �!����  ��" ��	� ���	�4���
��	� �����

&6?�" � &�-�
���� �!����  ��" ��	� ���	�4���
��	� �����

To inform the assembler that the program is terminated the END symbol is placed at the end of the 
program. The radix is given by the other two pseudo-instructions. They also describe the operand and tell 
the assembler how to convert the listed number to a binary one. 

We reserve the third field in a program for comments. A line of code may or may not have a comment. But 
if there is a comment, it must be preceded by a slash for the assembler to recognize the beginning of a 
comment field. Comments are useful for explaining the program and are helpful in understanding the step-
by-step procedure taken by the program. Comments are used for explanation and are not are neglected 
during the binary translation process. 
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The program of Table 2.8 is an example of an assembly language program. The first line has the pseudo 
instruction ORG to define the origin of the program at memory location (100)16. 
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The next six lines define machine instructions, and the last four have pseudo-instructions. Three symbolic 
addresses have been used and each is listed in column 1 as a label and in column 2 as an address of a 
memory-reference instruction. Three of the pseudo-instructions specify operands, and the last one signifies 
the END of the program. 

When the program is converted into the binary code and executed by the computer it perform a subtraction 
between two numbers. We can perform subtraction operation by adding the minuend to the 2’s complement 
of the subtrahend. We know that subtrahend is a negative number, we convert it into a binary number as 
signed 2’s complement representation because we dictate that all negatives numbers be in their 2’s 
complement form. Thus, – 23 converts to +23 and the difference is 83+ (2’s complement of –23) = 
83+23=106. 
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The conversion of the symbolic program into binary is done by a program, which is called an assembler. 
The tasks performed by the assembler can be easily understood if we perform the translation on paper first. 
The translation of the symbolic program of Table 2.9 into an equivalent binary code may be done by 
scanning the program and replacing the symbols by their machine code binary equivalent. Starting from the 
first line, we encounter an ORG pseudo-instruction. This tells us to start the binary program from 
hexadecimal-location 100. The second line has two symbols. It must be a memory-reference instruction to 
be placed in location 100. Since the letter I is missing, the first bit of the instruction must be 0. The 
symbolic name of the operation is LDA. We find that the first hexadecimal digit of the instruction should 
be 2. The value of the address part is obtained from the address symbol SUB. We scan the label column and 
find this symbol in line 9. To determine its hexadecimal value we note that line 2 contains an instruction for 
location 100 and every other line specifies a machine instruction or are operand for sequential memory 
locations. Counting lines, we find that label SUB in line 9 corresponds to memory location 107. So the 
hexadecimal address of the instruction LDA must be 107. When the two parts of the instruction are 
assembled, we obtain the hexadecimal code 2107. The other lines representing machine instructions are 
translated in a similar fashion and their hexadecimal code is listed in Table 2.9. 

The pseudo-instruction DEC is specified by two lines in the symbolic program. A third line gives a zero 
with the help of a HEX pseudo-instruction. We can use DEC as well. Now we convert (83)10 to binary and 
place in location 106 in hexadecimal equivalent. Decimal -23 is a negative number and so convert it into 
binary in signed-2's complement form. 
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The hexadecimal equivalent of the binary number is stored in location 107. The END symbol specifies the 
end of the symbolic program.    

We can simplify the translation process if we scan the entire symbolic program two times. In the first scan 
no translation. We assign a memory location to each machine instruction and operand. The address value of 
labels is obtained by the location assignment. It also facilitates the translation process in the second scan. 
Hence in Table 2.9 assign location 100 to the first instruction after ORG. Now assign sequential locations 
are assigned for each line of code that has a machine instruction (or operand up to the end of the program). 
After the first scan, we attach with each label its location number and form a table that defines the 
hexadecimal value of each symbolic address. The address symbol table for the above program is: 

�

 
 
 
 
 

Student Activity 2.3 

Before you proceed to the next section, answer the following questions. 

1. Discuss the advantages and disadvantages of machine language and assembly language. 

2. Write an assembly language program to subtract two numbers. 

3. Draw flow chart of computer description. 

If your answers are correct, then proceed to the next section. 

Top 
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An assembler is a program that takes as input a symbolic language program and produces as output its 
binary machine language equivalent. The input is called the source program and the resulting binary 
program is called the object program. The assembler is a program that operates on character strings and 
produces an equivalent binary interpretation. 
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The symbolic program must be stored in memory, before starting the assembly process. The user writes the 
symbolic program on a computer. This symbolic program is taken into memory with the help of a loader 
program. Since the program consists of symbols, its representation in memory must use an alphanumeric 
character code. Usually each character is represented by an 8-bit code, in the basic computer. The high-
order bit is always 0 and the other seven bits are as described by ASCII code. Table 2.10 gives the 
hexadecimal equivalent of the character set. Each character is given two hexadecimal digits. So each 
character can be easily converted to their equivalent 8-bit code. The last entry in the table does not print a 
character, it looks after the physical movement of the cursor in the terminal. When the return key is 
depressed, the code for CR is produced. Therefore "carriage" is goes to its initial position and we can start 
typing a new line.  

We store a line of code in consecutive memory locations. Two characters in each location. Since a memory 
word has a capacity of 16 bits we can store two characters stored in each word. A comma delimits a label 
symbol. Now we see how the operation code and addresses are terminated. They are terminated with a 
space and the end of the line is recognized by the CR code. For example, the following line or code: PL3, 
LDA SUB I is stored in seven consecutive memory locations, as shown in Table 2.11. The label PL3 
occupies two words and is terminated by the code for comma (2C). The instruction field in the line of code 
may have one or more symbols. Each symbol is terminated by the code for space (20) except for the last 
symbol, which is terminated by the code of carriage return (0D). If the line of code has a comment, the 
assembler recognizes it by the code for a slash (2F). The assembler neglects all characters in the comment 
field and keeps checking for a CR code. When this code is encountered, it replaces the space code after the 
last symbol in the line of code. 
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The user’s symbolic language program in ASCII is input for the assembler program. The assembler scans 
this input twice to produce the equivalent binary program. The binary program constitutes the output 
generated by the assembler. We will now describe briefly the major tasks that must be performed by the 
assembler during the translation process. 
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Entire symbolic program is scanned by a two-pass assembler twice. After the first pass, it generates a table 
that correlates all user-defined symbols with their equivalent value in binary. The binary translation is done 
during the second pass. To keep track of the location of instructions, the assembler uses a memory word 
called a location counter (abbreviated LC). The content of LC stores the value of the memory location 
assigned to the instruction or operand presently being processed. The ORG pseudo-instruction initializes 
the location counter to the value of the first location. Since instructions are stored in sequential locations, 
the content of LC is incremented by 1 after processing each line of code. To avoid ambiguity in case ORG 
is missing, the assembler sets the location counter to 0 initially. 
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The flowchart of Fig. 2.9 describes the tasks performed by the assembler during the first pass. LC is 
initially set to 0. A line of symbolic code is analyzed to determine if it has a label (by the presence of a 
comma). If the line of code has no label, the assembler checks the symbol in the instruction field. If it 
contains an ORG pseudo-instruction, the assembler sets LC to the number that follows ORG and goes back 
to process the next line. If the line has an END pseudo-instruction, the assembler terminates the first pass 
and goes to the second pass. (Note that a line with ORG or END should not have a label.) If the line of code 
contains a label, it is stored in the address symbol table together with its binary equivalent number specified 
by the content of LC. Nothing stored in the table if no label is encountered. LC is then incremented by 1 
and a new line of code is processed. 

The assembler generates the address symbol table listed in Table 2.12, for the program to Table 2.8. We 
store each label symbol in two memory locations and terminate it by a comma. If the label contains less 
than three characters, the memory locations are filled with the code for space. The value found in LC while 
the line was processed is stored in the next sequential memory location. The program has three symbolic 
addresses: MIN, SUB, and DIF. These symbols represent 12-bit addresses equivalent to hexadecimal 106 
107 and 108, respectively. The address symbol table occupies three words for each label symbol 
encountered and constitutes the output data that the assembler generates during the first pass. 
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With the help of table-lookup procedures, machine instructions are translated during the second pass. A 
take-lookup procedure is a search of table entries to find whether a specific item matches one of the items 
stored in the table. The assembler uses four tables. Any symbol that is encountered in the program must be 
available as an entry in one of these tables; otherwise, the symbol cannot be interpreted. We assign the 
following names to the four tables: 

1.   Pseudo-instruction table. 

2.   MRI table. 

3.  Non-MRI table. 

4.  Address symbol table. 

The pseudo-instruction table has the four symbols ORG, END, DEC, and HEX. Each symbol refers the 
assembler to a subroutine that processes the pseudo-instruction when encountered in the program. The MRI 
table has the seven symbols of the memory-reference instructions and their 3-bit operation code equivalent. 
The non-MRI table has the symbols for the 18 register-reference and input-output instructions and their 16-
bit binary code equivalent. In the first pass the address symbol table is created. In order to determine its 
binary value, the assembler searches these tables to find the symbol that it is currently processing. The tasks 
performed by the assembler during the second pass are described in the flowchart of Fig. 2.10. LC is 
initially set to 0. Lines of code are then analyzed one at a time. Labels are neglected during the second pass, 
so the assembler goes immediately to the instruction field and proceeds to check the first symbol 
encountered. It first checks the pseudo-instruction table. A match with ORG sends the assembler to a 
subroutine that sets LC to an initial value. A match with END terminates the translation process. An 
operand is placed in the memory location specified by the content of LC. The location counter is then 
incremented by 1 and the assembler continues to analyze the next line of code. 
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If the symbol obtained is not a pseudo-instruction, the assembler goes to the MRI table. The assembler 
refers to the non-MRI table if the symbol is not found in MEI table. A symbol found in the non-MRI table 
corresponds to a register reference or input-output instruction. The assembler stores the 16-bit instruction 
code into the memory word designated by LC. The location counter is incremented and a new line 
analyzed. 

When we get a symbol in the MRI table, the assembler extracts its equivalent 3-bit code and inserts it in 
bits 2 through 4 of a word. A memory reference instruction is designated by two or three symbols. The 
second symbol is a symbolic address and the third, which may or may not be present, is the letter I. By 
searching the address symbol table the symbolic address is converted to binary. The first bit of the 
instruction is set to 0 or 1, depending on whether the letter I is absent or present. The three parts of the 
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binary instruction code are assembled and then stored in the memory location specified by the content of 
LC. The location counter is incremented and the assembler continues to process the next line. 

An important job of the assembler is to check for possible errors. We can call it “error diagnostics”. One 
example of such an error may be an invalid machine code symbol which is detected by its being absent in 
the MRI and non-MRI tables. The assembler is unable to translate such a symbol because it does not know 
its binary equivalent value. In such a case, the assembler prints an error message to inform the programmer 
that his symbolic program has an error at a specific line of code. Another possible error may occur if the 
program has a symbolic address that did not appear also as a label. The assembler cannot translate the line 
of code properly because the binary equivalent of the symbol will not be found in the address symbol table 
generated during the first pass. Other errors may occur and a practical assembler should detect all such 
errors and print an error message for each. 

Student Activity 2.4 

Before you proceed to the next section, answer the following questions. 

1. Why assembler is a two-pass software? 

2. Describe first pass of an assembler by flow-chart. 

If your answers are correct, then proceed to the next section. 
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A sequence of instructions that are executed many times, each time with a different set of data is called a 
program loop. In Fortran, program loops are designated by a DO statement. For example, the following 
Fortran program forms the sum of 100 integer numbers. 

 

Statement number 3 is executed 100 times, each time with a different operand 

A(J) for J = 1,2,..., 100. 

A compiler is a system program that translates a program written in a high-level programming language 
such as the above to a machine language program. A compiler is more complicated than an assembler 
because it requires knowledge of systems programming to fully understand its operation. Nevertheless, we 
can demonstrate the basic functions of a compiler by going through the process of translating the program 
above to an assembly language program. A compiler may use an assembly language as an intermediate step 
in the translation or may translate the program directly to binary.  

The first line in the Fortran program is a DIMENSION statement. This statement tells the compiler to 
reserve 100 words of memory for 100 operands. The value of the operands is obtained from an input 
statement (not listed in the program). The second statement tells the compiler that the numbers are integers. 
If they were of the real type, the compiler has to reserve locations for floating-point numbers and generate 
instructions that perform the subsequent arithmetic with floating-point data. These two statements are 
nonexecutable and are same as pseudo-instructions in an assembly language. Suppose that the compiler 
reserves locations (150)16 to (1B3)16 for the 100 operands. These reserved memory words are listed in lines 
19 to 118 in the translated program of Table 2.13. This is done by the ORG pseudo-instruction in line 18, 
which specifies the origin of the operands. The first and last operands are listed with a specific decimal 
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number, although these values are not known during compilation. The compiler just reserves the data space 
in memory and the values are inverted later when an input data statement is executed. The line numbers in 
the symbolic program are for reference only and are not part of the translated symbolic program. 
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The DO statement indexing is converted into the instructions in lines 2 through 5 and the constants in lines 
13 through 16. We save the address of the first operand (150) is saved in location ADS in line 13. The 
Fortran statement number 3 must be executed is 100 times. So 100 is stored in location NBR. The compiler 
now generates the instructions in lines 2 through 5 to initialize the program loop. The address of the first 
operand is transferred to location PTR. This is done by setting A(J) to A(l). The number 100 is now 
transferred to location CTR. This location works as a counter with its content incremented when the 
program loop is executed. When the value of the counter reaches zero, the 100 operations will be completed 
and the program will exit from the loop. 

There are some compilers which will translate the statement SUM = 0 into a machine instruction that 
initializes location SUM to zero. Now every time a reference to this location is made, statement number 3 is 
executed. If the compiler is intelligent, it will realize that the sum can be formed in the accumulator and 
only the final result stored in location SUM. This compiler will produce an instruction in line 6 to clear the 
AC. It will also reserve a memory location symbolized by SUM (in line 17) for storing the value of this 
variable at the termination of the loop. 

The program loop designated by the DO statement is converted to the sequence of instructions listed in 
lines 7 through 10. Line 7 shows an indirect ADD instruction because it has the symbol I. The address of 
the current operand is stored in PTR. When PTR is addressed indirectly the computer takes the content of 
PTR to be the address of the operand. As a result, the operand in location 150 is added to the accumulator. 
Location PTR is then incremented with the ISZ instruction in line 8, so its value changes to the value of the 
address of the next sequential operand. Location CTR is incremented in line 9, and if it is not zero, the 
computer does not skip the next instruction. The next instruction is a branch instruction to the beginning of 
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the loop, so the computer returns to repeat the loop once again. When location CTR reaches zero (after the 
loop is executed 100 times), the next instruction is skipped and the computer executes the instructions in 
lines 11 and 12. The sum obtained in the accumulator is stored in SUM and the computer halts. The halt 
instruction is inserted here for clarity; actually, the program will branch to a location where it will continue 
to execute the rest of the program or it can branch to the beginning of another program. Note that ISZ in 
line 8 is used merely to add 1 to the address pointer PTR. Since the address is a positive number, a skip will 
never occur. 

Top 
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In a large system the number of instructions available in a computer may be a few hundred or a few dozen 
in a small one. Some computers execute a given operation with one machine instruction; some may require 
many machine instructions to perform the same operation. For example, consider the four basic arithmetic 
operations. Some computers have machine instructions to add, subtract, multiply, and divide. Others, such 
as the basic computer, have only one arithmetic instruction, such as ADD. A program must implement 
operations not included in the set of machine instructions. 

We have shown in Table 2.8 a program for subtracting two numbers. Programs for the other arithmetic 
operations can be developed in a similar fashion. 

If operations are implemented in a computer with one machine instruction, then it is said to be implemented 
by hardware. Operations implemented by a set of instructions that form a program are said to be 
implemented by software. Some computers provide an extensive set of hardware instructions designed so 
that common tasks can be performed efficiently. Others contain a smaller set of hardware instructions and 
depend more heavily on the software implementation of many operations. Hardware implementation is 
more costly because of the additional circuits needed to implement the operation. Software implementation 
results in long programs both in number of instructions and in execution time. 
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We use the conventional method of multiplying two numbers to write the program for multiplying two 
numbers. As shown in the example of Fig. 2.11, the multiplication process consists of checking the bits of 
the multiplier Y and adding the multiplicand X as many times as there are 1's in Y, provided that the value 
of X is shifted left from one line to the next. Since the computer can add only two numbers at a time, we 
reserve a memory location, denoted by P, to store intermediate sums. The intermediate sums are called 
partial products since they hold a partial product until all numbers are added. As shown in the numerical 
example under P, the partial product starts with zero. The multiplicand X is added to the content of P for 
each bit of the multiplier Y that is 1. The value of X is shifted left after checking each bit of the multiplier. 
The final value in P forms the product. The example has numbers with four significant bits. When 
multiplied, the product contains eight significant bits. The computer can use numbers with eight significant 
bits to produce a product of up to 16 bits. The flowchart of Fig. 2.11 shows the step-by-step procedure for 
programming the multiplication operation. The program has a loop that is traversed eight times, once for 
each significant bit of the multiplier. Initially, location X holds the multiplicand and location Y holds the 
multiplier. A counter CTR is set to -8 and location P is cleared to zero. 
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We can check multiplier bit if it is transferred to the E register.  We do this by clearing E, loading the value 
of Y into the AC, circulating right E and AC and storing the shifted number back into location Y. This bit 
stored in E is the low-order bit of the multiplier. We now check the value of E. If it is 1, the multiplicand X 
is added to the partial product P. If it is 0, the partial product does not change. We then shift the value of X 
once to the left by loading it into the AC and circulating left E and AC. The loop is executed eight times by 
incrementing location CTR and checking when it reaches zero. When the counter reaches zero, the program 
exits from the loop with the product stored in location P. 

The program in Table 2.14 gives the instructions for multiplication of two unsigned numbers. The 
initialization is not listed but should be included when the program is loaded into the computer. The 
initialization consists of bringing the multiplicand and multiplier into locations X and Y, respectively; 
initializing the counter to -8; and initializing location P to zero.  
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When we multiply two 16-bit unsigned numbers, the result is a 32-bit product and it must be stored in two 
memory words. A number is said to have double precision if it is stored in two memory words. When a 
partial product is computed, it is necessary that a double-precision number be added to the shifted 
multiplicand, which is also a double-precision number. For greater accuracy, the programmer may wish to 
employ double-precision numbers and perform arithmetic with operands that occupy two memory words. 
We now develop a program that adds two double-precision numbers. 

We place one of the double-precision numbers in two consecutive memory locations, AL and AH, with AL 
holding the 16 low-order bits. The second number is placed in BL and BH. The program is listed in Table 
2.15. The two low-order portions are added and the carry transferred into E. The AC is cleared and the bit 
in E is circulated into the least significant position of the AC. 

The two high-order portions are then added to the carry and the double-precision sum is stored in CL and 
CH. 
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To perform logic operations: AND, CMA, and CLA, a basic computer has three machine instructions. The 
LDA instruction is considered as a logic operation that transfers a logic operand into the AC. We listed 16 
different logic operations earlier, similarly all 16 logic operations can be implemented by software means 
because any logic function can be implemented using the AND and complement operations. For example, 
the OR operation is not available as a machine instruction in the basic computer. From DeMorgan's 
theorem we recognize the relation x + y = (x'y')'. The second expression contains only AND and 
complement operations. A program that forms the OR operation of two logic operands A and B is as 
follows: 

 

The other logic operations can be implemented by software in a similar fashion. 
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In a basic computer, the circular-shift operations are machine instructions. The other interesting shifts are 
the logical shifts and arithmetic shifts. We can program these two shifts with a small number of 
instructions. 

To perform the logical shift requires zeros are added to the extreme positions. This can be easily 
accomplished by clearing E and circulating the AC and E. Thus for a logical shift-right operation we need 
the two instructions 

CLE 

CIR 

 

For a logical shift-left operation we need the two instructions 

CLE 
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The arithmetic shifts depend on the type of representation of negative numbers. We adopt the signed-2's 
complement representation for the basic computer. For an arithmetic right-shift it is necessary that the sign 
bit in the leftmost position remain unchanged. But the sign bit itself is shifted into the high-order bit 
position of the number. The program for the arithmetic right-shift requires that we set E to the same value 
as the sign bit and circulate right, thus: 

 

it is necessary for arithmetic shift-left that the added bit in the least significant position be 0. This can be 
done easily by clearing E prior to the circulate-left operation. The sign bit remains same during this shift. 
With a circulate instruction, the sign bit moves into E. It is then necessary to compare the sign bit with the 
value of E after the operation. If the two values are equal, the arithmetic shift has been correctly performed. 
If they are not equal, an overflow occurs. An overflow shows that the unshifted number was too large. 
When multiplied by 2 (by means of the shift), the number so obtained exceeds the capacity of the AC. 

Student Activity 2.5 

Before you proceed to the next section, answer the following questions. 

1. What is a program loop? 

2. Draw flow chart of multiplication program. 

3. Describe CLE and CIR operation.  

If your answers are correct, then proceed to the next section. 
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When we write programs in which same code of the program is repeated more than once then it becomes 
tedious to write it again. There is an obvious advantage if the common instructions are written only once. A 
set of common instructions that can be used in a program many times is called a subroutine. Each time that 
a subroutine is called in the main part of the program, a branch is executed to the beginning of the 
subroutine. Once the execution of the subroutine is completed, a branch is made back to the main program.  

A subroutine consists of a self-contained sequence of instructions that performs a given task. A branch can 
be made to the subroutine from any part of the main program. Now there is a problem as to how the 
subroutine knows which location to return to, since many different locations in the main program may 
make branches to the same subroutine. It is therefore necessary to store the return address somewhere in the 
computer for the subroutine to know where to return. Since branching to a subroutine and returning to the 
main program is such a common operation, all computers provide special instructions to facilitate 
subroutine entry and return. 

The link between the main program and a sub-routine is the BSA instruction, in a basic computer. To 
explain it, let us write a subroutine that shifts the content of the accumulator four times to the left. Shifting a 
word four times is a useful operation for processing binary-coded decimal numbers or alphanumeric 
characters. Such an operation could have been included as a machine instruction in the computer. Since it is 
not included, a subroutine is formed to accomplish this task. The program of Table 2.16 starts by loading 
the value of X into the AC. The next instruction encountered is BSA SH4. The BSA instruction is in 
location 101. Subroutine SH4 must return to location 102 after it finishes its task. When the BSA 
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instruction is executed, the control unit stores the return address 102 into the location defined by the 
symbolic address SH4 (which is 109). It also transfers the value of SH4 + 1 into the program counter. After 
this instruction is executed, memory location 109 contains the binary equivalent of hexadecimal 102 and 
the program counter contains the binary equivalent of hexadecimal 10A. This action has saved the return 
address and the subroutine is now executed starting from location 10A (since this is the content of PC in the 
next fetch cycle). 
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This subroutine circulates the content of AC four times to the left. In order to perform logical shift 
operation, the four low-order bits must be set to zero. This is done by masking FFFO with the content of 
AC. As we have already described mask operation earlier, a mask operation is a logic AND operation that 
clears the bits of the AC where the mask operand is zero and leaves the bits of the AC unchanged where the 
mask operand bits are l's. 

The computer returns to the main program after the last instruction. This is obtained by the indirect branch 
instruction with an address symbol identical to the symbol used for the subroutine name. The address to 
which the computer branches is not SH4 but the value found in location SH4 because this is an indirect 
address instruction. What is found in location SH4 is the return address 102, which was previously stored 
there by the BSA instruction. The computer returns to execute the instruction in location 102. The main 
program continues by storing the shifted number in location X. A new number is then loaded into the AC 
from location Y, and another branch is made to the subroutine. This time location SH4 will contain the 
return address 105 since this is now the location of the next instruction after BSA. The new operand is 
shifted and the subroutine returns to the main program at location 105. 
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The main program must transfer the data it wishes the subroutine to work, when a subroutine is called,. In 
the previous example, we see that the data were transferred through the accumulator. The operand was 
loaded into the AC prior to the branch. The subroutine shifted the number and left it there to be accepted by 
the main program. In general, it is necessary for the subroutine to have access to data from the calling 
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program and to return results to that program. The accumulator is generally used for a single input 
parameter and a single output parameter. More parameters can be transferred this way, in computers with 
multiple processor registers. Another method to transfer data to a subroutine is through the memory. Data 
are often placed in memory locations following the call. They can also be placed in a block of storage. The 
first address of the block is then placed in the memory location following the call. In any case, the return 
address always gives the link information for transferring data between the main program and the 
subroutine. 

For example, consider a subroutine that performs the logic OR operation. Two operands are required to 
transfer to the subroutine and the sub-routine must return the result of the operation. We can use the 
accumulator to transfer one operand and to receive the result. The other operand is inserted in the location 
following the BSA instruction. This is demonstrated in the program of Table 2.17. The first operand in 
location X is loaded into the AC. Following the BSA instruction, the second operand is stored in location 
202. 
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After executing the branch instruction, the first location in the subroutine contains the number 202. In this 
case, 202 is not the return address but the address of the second operand. The subroutine begins executing 
the OR operation by complementing the first operand in the AC and storing it in a temporary location TMP. 
The second operand is taken into the AC by an indirect instruction a location OR. Remember that location 
OR holds the number 202. When the instruction refers to it indirectly, the operand at location 202 is loaded 
into the AC. This operand is complemented and then ANDed with the operand stored in TMP. 
Complementing the result forms the OR operation. 

In order that the main program continues for location 203 where the next instruction is located, the return 
from the subroutine must be manipulated. This is accomplished by incrementing location OR with the ISZ 
instruction. Now location OR holds the number 203 and an indirect BUN instruction causes a return to the 
proper place. 

We can have more than one operand following the BSA instruction. The subroutine must increment the 
return address stored in its first location for each operand that it gets from the calling program. Also, the 
calling program can reserve one or more locations for the subroutine to return results that are calculated. 
The first location in the subroutine must be incremented for these locations as well, before the return. If 
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there is a large amount of data to be transferred, the data can be placed in a block of storage and the address 
of the first item in the block is then used as the linking parameter. 

A subroutine that moves a block of data beginning at address 100 into a block starting with address 200 is 
shown in Table 2.18. The length of the block is 16 words. The first instruction is a branch to subroutine 
MVE. The first part of the subroutine transfers the three parameters 100, 200 and 16 from the main program 
and places them in its own storage location. The items are obtained from their blocks by the use of two 
pointers. The counter ensures that only 16 items are moved. When the subroutine completes its operation, 
the data required is in the block starting from the location 200. The return is to the main program is to the 
HLT instruction. 
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When we write programs we use the symbols that are defined by programming language. The symbols in a 
language are strings of characters and each character is assigned an 8-bit code in order to store it in 
computer memory. A binary-coded character enters the computer when an INP (input) instruction is 
executed. A binary-coded character is transferred to the output device when an OUT (output) instruction is 
executed. The output device detects the binary code and types the corresponding character.  

The instructions required to input a character and store it in memory are listed in Table 2.19. The SKI 
instruction sees the input flag to check if a character is there for transfer. if the input flag bit is 1, the next 
instruction is skipped. The INP instruction transfers the binary-coded character into AC(0-7). The character 
is then printed by means of the OUT instruction. A terminal unit that communicates directly with a 
computer does not print the character when a key is depressed. To type it, it is necessary to send an OUT 
instruction for the printer. In this way, the user is ensured that the correct transfer has occurred. If the SKI 
instruction finds the flag bit at 0, the next instruction in sequence is executed. This instruction is a branch to 
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return and check the flag bit again. Since the input device is much slower than the computer, the two 
instructions in the loop will be executed many times before a character is transferred into the accumulator. 

The instructions required to print a character initially stored in memory are listed in Table 2.19(b). The 
character is first loaded into the AC. The output flag is then checked. If it is 0, the computer remains in a 
two-instruction loop checking the flag bit. When the flag changes to 1, the character is transferred from the 
accumulator to the printer. 
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A computer can also work as a symbol manipulator. To perform various data-processing tasks, the binary-
coded characters that represent symbols can be manipulated by computer instructions. Example of one such 
task is to pack two characters in one word. This is convenient because each character occupies 8 bits and a 
memory word contains 16 bits. The program in Table 2.20 lists a subroutine named IN2 that inputs two 
characters and packs them into one 16-bit word. The packed word remains in the accumulator. Note that 
subroutine SH4 (Table 2.16) is called twice to shift the accumulator left eight times. 

For an assembler it was assumed that the symbolic program is stored in a section of memory. This memory 
is sometimes called a buffer. The symbolic program enters by means of an input device and is stored in 
consecutive memory locations in the buffer. The program listed in Table 2.21 can be used to input a 
symbolic program from the keyboard, pack two characters in one word, and store them in the buffer. The 
first address of the buffer is 500. The first double character is stored in location 500 and all characters are 
stored in sequential locations. The program uses a pointer to save the current empty location in the buffer. 
No counter is used in the program, so characters will be read as long as they are available or until the buffer 
reaches location 0 (after location FFFF). In a practical situation it may be necessary to limit the size of the 
buffer and a counter may be used for this purpose. Note that subroutine IN2 of Table 2.20 called to input 
and pack the two characters.  
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It was mentioned earlier that one of the most common operations of an assembler is table lookup. This 
operation searches a table to find out if it contains a given symbol. The search is done by comparing the 
given symbol with each of the symbols stored in the table. The search terminates when a match occurs or if 
none of the symbols match. When a match occurs, the assembler retrieves the equivalent binary value. A 
program for comparing two words is listed in Table 2.22. The comparison is accomplished by forming the 
2's complement of a word (as if it were a number) and arithmetically adding it to the second word. If the 
result is 0, the two words are equal and a match occurs. If the result is not 0, the words are not the same. 
This program can serve as a subroutine in a table-lookup program. 
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Student Activity 2.6 
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Before you proceed to the next section, answer the following questions. 

1. Write a program to input one character. 

2. Discuss the advantage of subroutines. 

If your answers are correct, then proceed to the next section. 
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An advance development known as dynamic microprogramming permits a microprogram to be loaded 
initially from an auxiliary memory such as a magnetic disk. Control units that use dynamic 
microprogramming use a writable control memory. This type of memory can be used for writing (to change 
the microprogram) but is used mostly for reading. A memory that is part of a control unit is called a control 
memory. 

A computer that uses a microprogrammed control unit usually has two separate memories - a main memory 
and a control memory. The main memory is available to the user for storing their programs. The contents of 
main memory may change when the data are manipulated and every time the program is changed. The 
user's program in main memory consists of machine instructions and data, whereas, the control memory 
holds a fixed microprogram that cannot be altered by the occasional user. The microprogram consists of 
micro-instructions that specify various internal control signals for execution of register microoperations. 
Each machine instruction initiates a series of microinstructions in control memory. These microinstructions 
generate the microoperations to fetch the instruction from main memory; to evaluate the effective address, 
to execute the operation specified by the instruction, and to return control to the fetch phase in order to 
repeat the cycle for the next instruction. 

A microprogrammed control unit is shown in the block diagram of Fig. 2.12. The control memory is 
usually a ROM, which stores all control information permanently. The control MAR specifies the address 
of the microinstruction, and the control data register holds the microinstruction read from memory. The 
microinstruction contains a control word that specifies one or more micro-operations for the data processor. 
Once these operations are executed, the control must determine the next address. The location of the next 
microinstruction is generally the one next in sequence, otherwise, it may be located somewhere else in the 
control memory. For this reason it is necessary to use some bits of the present microinstruction to control 
the generation of the address of the next microinstruction. The next address may also be a function of 
external input conditions. While the microoperations are being executed, the next address is computed in 
the next address generator circuit and then transferred into the control address register to read the next 
microintstruction. Hence a microinstruction contains bits for initiating microoperations in the data 
processor part and bits that determine the address sequence for the control memory. 
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A microprogram sequencer is the next address generator, as it determines the address sequence that is read 
from control memory. The address of the next microinstruction can be specified in several ways depending 
on the sequencer inputs. The functions of a microprogram sequencer are incrementing the control address 
register by one, loading into the control address register an address from control memory, transferring an 
external address, or loading an initial address to start the control operations. 

The control DR(data register) stores the present microinstruction while the next address is computed and 
read from memory. The data register is also called a pipeline register. It allows the execution of the 
microoperations specified by the control word simultaneously with the generation of the next 
microinstruction. This configuration requires a two-phase clock, with one clock applied to the address 
register and the other to the data register. 

The main advantage of the microprogrammed control is that once the hardware configuration is built, there 
should be no need for further hardware or wiring changes. If we want to make a different control sequence 
for the system, all we need to do is to specify a different set of microinstructions for control memory. The 
hardware configuration should not be changed for different operations. We have to change only the 
microprogram residing in control memory. 
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Control memory stores the microinstructions in groups, with each group specifying a routine. Different 
computer instructions have different microprogram routine in control memory to generate the 
microoperations that execute the instruction. The hardware must be capable of sequencing the 
microinstructions within a routine and be able to branch from one routine to another. To appreciate the 
address sequencing in a microprogram control unit, let us enumerate the steps that the control must undergo 
during the execution of a single computer instruction.  

When power is turned on in the computer, an initial address is loaded into the control address register. This 
address is the address of the first microinstruction that activates the instruction fetch routine. The fetch 
routine may be sequenced by incrementing the control address register through the rest of its 
microinstructions. At the end of the fetch routine, the instruction is in the instruction register of the 
computer. 

The control memory next must go through the subroutine that decides the effective address of the operand. 
A machine instruction may have bits that specify various addressing modes, for example, indirect address 
and index registers. The effective address calculation routine in control memory can be reached through a 
branch microinstruction, which is conditioned on the status of the mode bits of the instruction. When the 
effective address computation routine is completed, the address of the operand is available in the memory 
address register. 

Now microoperations are generated that execute the instruction fetched from memory. The operation code 
part of the instruction determines the microoperation steps to be generated in processor registers. Each 
instruction has its own microprogram routine stored in a given location of control memory. The 
transformation from the instruction code bits to an address in control memory where the routine is located 
is referred to as a mapping process. A mapping procedure is a rule that transforms the instruction code into 
a control memory address. Once we reach at the required routine, the microinstructions that execute the 
instruction maybe sequenced by incrementing the control address register, but sometimes the sequence of 
micro-operations will depend on values of certain status bits in processor registers. Microprograms that 
employ subroutines will require an external register for storing the return address. Return addresses cannot 
be stored in ROM because the unit has no writing capability. 

After completion of instruction execution, control must return to the fetch routine. This is done by 
executing an unconditional branch microinstruction to the first address of the fetch routine. In summary, the 
address sequencing capabilities required in a control memory are: 
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1.  Incrementing of the control address register. 

2.  Unconditional branch or conditional branch, depending on status bit conditions. 

3.  A mapping process from the bits of the instruction to an address for control memory. 

4.  A facility for subroutine call and return. 

Figure 2.13 shows a block diagram of a control memory and the associated hardware needed for selecting 
the next microinstruction address.  
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The branch logic of Figure 2.13 gives decision-making qualities in the control unit. The status conditions 
are special bits that give parameter information, for example, the carry out of an adder, the sign bit of a 
number, the mode bits of an instruction, and input or output status conditions. Information in these bits can 
be tested and actions initiated based on their condition whether their value is 1 or 0. The status bits, together 
with the field in the microinstruction  
that specifies a branch address, control the conditional branch decisions generated in the branch logic. 
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We can implement the branch logic hardware in a variety of ways. The easiest way is to test the specified 
condition and branch to the indicated address if the condition is met. Otherwise, the address register is 
incremented. 

A multiplexer can be used to implement it. Assume that there are eight status bit conditions in the system. 
Three bits in the microinstruction are used to specify any one of eight status bit conditions. These three bits 
give the selection variables for the multiplexer. If the selected status bit is in the 1 state, the output of the 
multiplexer is 1; otherwise, it is 0. A 1 output in the multiplexer generates a control signal to transfer the 
branch address from the microinstruction into the control address register. A 0 output of the multiplexer 
causes the address register to be incremented. 

We can implement an unconditional branch microinstruction by loading the branch address from control 
memory into the control address register. This can be done by fixing the value of one status bit at the input 
of the multiplexer, so that it is always equal to 1. A reference to this bit by the status bit select lines from 
control memory causes the branch address to be loaded into the control address register unconditionally. 
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A special type of branch exists when a microinstruction specifies a branch to the first word in control 
memory where a microprogram routine for an instruction is located. The status bits for this type of branch 
are the bits in the operation code part of the instruction. For example, a computer with a simple instruction 
format as shown in Figure 2.14 an operation code of four bits which can specify up to 16 distinct 
instructions. Assume further that the control memory has 128 words, requiring address of seven bits. For 
each operation code there exists a microprogram routine in control memory that executes the instruction. 
One simple mapping process that converts the 4-bit operation code to a 7-bit supple mapping process that 
converts the 4-bit operation code to a 7-bit address for control memory is shown in Fig. 2.14. This mapping 
consists of placing a 0 in the most significant bit of the address, transferring the four operation code bits, 
and clearing the two least significant bits of the control address register. This provides for each computer 
instruction a microprogram routine with a capacity of four microinstructions. If the routine needs more than 
four microinstructions, it can use addresses 1000000 through 1111111. If it uses fewer than four 
microinstructions, the unused memory locations would be available for other routines. 
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Once the configuration of a computer and its microprogrammed control unit is established, the designer's 
task is to generate the microcode for the control memory. This code generation is called microprogramming 
and is a process similar to conventional machine language programming. To appreciate this process, we 
present here a simple digital computer and show how it is microprogrammed.  
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The block diagram of the computer is shown in Figure 2.15. The processor registers are program counter 
PC, address register AR, data register DR and accumulator register AC. The function of these registers is 
similar to the basic computer introduced earlier. The control unit has a control address register CAR and a 
subroutine register SBR. The control memory is organized as a microprogrammed control unit, as shown in 
Figure 2.13 

The transfer of information among the registers in the processor is done through multiplexers rather than a 
common bus. DR can receive information from AC, PC, or memory. AR can receive information from PC 
or DR. PC can receive information only from AR. The arithmetic, logic, and shift unit perform 
microoperations with data from AC and DR and places the result in AC. Note that memory receives its 
address from AR. Input data written to memory or read from memory only through DR. 

The computer instruction format is depicted in Figure 2.16(a). It consists of three fields - a 1-bit field for 
indirect address field. Figure 2.16(b) lists four of the 16 possible memory-reference instructions. The ADD 
instruction adds the content of the operand found in the effective address to the content of AC. The 
BRANCH instruction causes a branch to the effective address if the operand in AC is negative. The 
program proceeds with the next consecutive instruction if AC is not negative. The AC is negative if its sign 
bit (the bit in the leftmost position of the register) is a 1. The STORE instruction transfers the content of AC 
into the memory word specified by the effective address. The EXCHANGE instruction swaps the data 
between AC and the memory word specified by the effective address. 
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The microinstruction format for the control memory is shown in Fig. 2.17. The 20 bits of the 
microinstruction are divided into four functional parts. The three fields F1, F2, and F3 specify 
microoperations for the computer. The CD field 
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selects status bit conditions. The BR field specifies the type of branch to be used. The AD field contains a 
branch address. The address field is seven bits wide, since the control memory has 128 = 27 words. 

The microoperations are subdivided into three fields of three bits each. The three bits in each field are 
encoded to specify seven distinct microoperations as listed in Table 2.23. This gives a total of 21 
microoperations. No more than three microoperations can be chosen for a microinstruction, one from each 
field. If fewer than three microoperations are used, one or more of the fields will use the binary code 000 
for no operation. As an illustration, a microinstruction can specify two simultaneous microoperations from 
F2 and F3 and none 

DR ← M[AR] with F2 = 100 

and  PC ← PC+ 1 with F3= 101 

The nine bits of the microoperation fields will then be 000 100 101. It is important to realize that two or 
more conflicting microoperations cannot be specified simultaneously. For example, a microoperation field 
010 001 000 has no meaning because it specifies the operations to clear AC to 0 and subtract DR from AC 
at the same time. 

Each microoperation in Table 2.23 is defined with a register transfer statement and is assigned a symbol to 
use in a symbolic microprogram. All transfer-type microoperation symbols use five letters. The first two 
letters designate the source register, the third letter is always a T, and the last two letters designate the 
destination register. For example, the microoperation that specifies the transfer AC←DR (F1 = 100) has the 
symbol DRTAC, which stands for a transfer from DR to AC. 

The CD (condition) field consists of two bits which are encoded to specify four status bit conditions 
assisted in Table 2.23. The first condition is always a 1, so that a reference to CD = 00 (or the symbol U) 
will always find the condition to be true. When this condition is used in conjunction with the BR (branch) 
field, it provides an unconditional branch operation. The indirect bit I is available from bit 15 of DR after 
an instruction is read from memory. The sign bit of AC provides the next status bit. The zero value, 
symbolized by Z, is a binary variable whose value is equal to 1 if all the bits in AC are equal to zero. We 
will use the symbols U, I, S and Z for the four status bits when we write microprograms in symbolic form. 

The BR (branch) field consists of two bits. It is used, in conjunction with the address field AD, to choose 
the address of the next microinstruction. As shown in Table 2.23, when BR = 00, the control performs a 
jump (JMP) operation (which is similar to a branch), and when BR = 01, it performs a call to subroutine 
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(CALL) operation. The two operations are identical except that a call microinstruction stores the return 
address in the subroutine register SBR. The jump and call operations depend on the value of the CD field. If 
the status bit condition specified in the CD field is equal to 1, the next address in the AD field is transferred 
to the control address register CAR. Otherwise, CAR is incremented by 1. 
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The symbols defined in Table 2.23 can be used to specify microinstructions in symbolic form. A symbolic 
microprogram can be translated into its binary equivalent by means of an assembler. A microprogram 
assembler is similar in concept to a conventional computer assembler as defined earlier. The simplest and 
most straightforward way to formulate an assembly language for a microprogram is to define symbols for 
each field of the microinstruction and to give users the capability for defining their own symbolic 
addresses. 

Each line of the assembly language microprogram defines a symbolic microinstruction. Each symbolic 
microinstruction is divided into five fields - label, microoperations, CD, BR, and AD. The fields specify the 
following information. 

1.  The label field may be empty or it may specify a symbolic address. A label is terminated with a colon 
(:), 

2.  The microoperations field consists of one, two, or three symbols, separated by commas, from those 
defined in Table 2.23. There may be no more than one symbol from each F field. The NOP symbol is 
used when the microinstruction has no microoperations. This will be° translated by the assembler to 
nine zeros. 

3. The CD field has one of the letters U, I, S or Z. 

4.  The BR field contains one of the four symbols defined in Table 2.23. 

5.  The AD field specifies a value for the address field of the microinstruction in one of three possible 
ways: 

a.  With a symbolic address, which must also appear as a label. 

b.  With the symbol NEXT to designate the next address in sequence. 

c.  When the BR field contains a RET or MAP symbol, the AD field is left empty and is converted 
to seven zeros by the assembler. 
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The control memory has 128 words, and each word contains 20 bits. To microprogram the control memory, 
it is necessary to determine the bit values of each of the 128 words. The first 64 words (addresses 0 to 63) 
are to be occupied by the routines for the 16 instructions. The last 64 words may be used for any other 
purpose. A convenient starting location for the fetch routine is address 64. The microinstructions needed for 
the fetch routine are 

AR ← PC 

DR ← M[AR],  PC ← PC+1 

AR ← DR(0-10), CAR(2-5) ← DR(11-14),  CAR(0,1.6) ← 0 

The fetch routine needs three microinstructions, which are placed in control memory at addresses 64, 65, 
and 66. Using the assembly language conventions defined previously, we can write the symbolic 
microprogram for the fetch routine as follows: 

 
The translation of the symbolic microprogram to binary produces the following binary microprogram. The 
bit values are obtained from Table 2.23. 
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The three microinstructions that constitute the fetch routine have been listed in three different 
representations. The register transfer representation shows the internal register transfer operations that each 
microinstruction implements. The symbolic representation is useful for writing microprograms in an 
assembly language format. The binary representation is the actual internal content that must be stored in 
control memory. It is customary to write microprograms in symbolic form and then use an assembler 
program to obtain a translation to binary. 
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The execution of the third (MAP) microinstruction in the fetch routine results in a branch to address 
0xxxx00, where xxxx are the four bits of the operation code. For example, if the instruction is an ADD 
instruction whose operation code is 0000, the MAP microinstruction will transfer to CAR the address 
0000000, which is the start address for the ADD routine in control memory. The first address for the 
BRANCH and STORE routines are 0 0001 00 (decimal 4) and 0 0010 00 (decimal 8), respectively. The 
first address for the other 13 routines are at address values 12, 16, 20,..., 60. This gives four words in 
control memory for each routine. 

In each routine we must provide microinstructions for evaluating the effective address and for executing the 
instruction. The indirect address mode is associated with all memory-reference instructions. A saving in the 
number of control memory words may be achieved if the microinstructions for the indirect address are 
stored as a subroutine. This subroutine, symbolized by INDRCT, is located right after the fetch routine. The 
table also shows the symbolic microprogram for the fetch routine and the microinstruction routines that 
execute four computer instructions. 
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The bits of the microinstruction are usually divided into fields, with each field defining a distinct, separate 
function. The various fields encountered in instruction formats provide control bits to initiate 
microoperations in the system, special bits to specify the way that the next address is to be evaluated, and 
an address field for branching. 

The encoding of control bits was demonstrated in the programming example of the preceding section. The 
nine bits of the microoperation field are divided into three subfields of three bits each. The control memory 
output of each subfield must be decoded to provide the distinct microoperations. The outputs of the 
decoders are connected to the appropriate inputs in the processor unit. 

Figure 2.18 shows the three decoders and some of the connections that must be made from their outputs. 
Each of the three fields of the microinstruction presently available in the output of control memory are 
decoded with a  3 x 8 decoder to provide eight outputs. Each of these outputs must be connected to the 
proper circuit to initiate the corresponding microoperation as specified in Table 2.23.� For example, when 
F1 = 101 (binary 5), the next clock pulse transition transfers the content of DR (0-10) to AR (symbolized 
by DRTAR in Table 2.23. Similarly, when F1 = 110 (binary 6) is a transfer from PC to AR (symbolized by 
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PCTAR). The outputs of the decoders that initiate transfers between registers must be connected in a 
similar fashion.  

The inputs for designing arithmetic logic shift unit can be designed from the outputs of the decoders 
associated with the symbols AND, ADD, and DRTAC, respectively, as shown 2.18. The other outputs of 
the decoders that are associated with an AC operation must also be connected to the arithmetic logic shift 
unit in a similar fashion. 
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The basic components of a microprogrammed control unit are the control memory and the circuits that 
select the next address. The address selection part is called a microprogram sequencer. A microprogram 
sequencer can be constructed with digital functions to suit a particular application. 

�
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The purpose of a microprogram sequencer is to present an address to the control memory so that a 
microinstruction may be read and executed. The next-address logic of the sequencer determines the specific 

F1 
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address source to be loaded into the control address register. The choice of the address source is guided by 
the next-address information bits that the sequencer receives from the present microinstruction. 

To illustrate the internal structure of a typical microprogram sequencer we will show a particular unit that is 
suitable for use in the microprogram computer example developed in the preceding section. The block 
diagram of the microprogram sequencer is shown in Fig. 2.18. The control memory is included in the 
diagram to show the interaction between the sequencer and the memory attached to it. There are two 
multiplexers in the circuit. The first multiplexer selects an address from one of four sources and routes it 
into a control address register CAR. The second multiplexer tests the value of a selected status bit and the 
result of the test is applied to an input logic circuit. The output from CAR provides the address for the 
control memory. The content of CAR is incremented and applied to one of the multiplexer inputs and to the 
subroutine register SBR. The other three inputs to multiplexer number 1 come from the address field of the 
present microinstruction, from the output of SBR, and from an external source that maps the instruction. 
Although the diagram shows a single subroutine register, a typical sequencer will have a register stack 
about four to eight levels deep. In this way, a number of subroutines can be active at the same time. A push 
and pop operation, in conjunction with a stack pointer, stores and retrieves the return address during the call 
and return microinstructions. 

The CD (condition) field of the microinstruction selects one of the status bits in the second multiplexer. If 
the bit selected is equal to 1, the T (test) variable is equal to 1; otherwise, it is equal to 0. The T value 
together with the two bits from the BR (branch) field, go to an input logic circuit. The input logic in a 
particular sequencer will determine the type of operations that are available in the unit. Typical sequencer 
operations are - increment, branch or jump, call and return from subroutine, load an external address, push 
or pop the stack, and other address sequencing operations. With three inputs, the sequencer can provide up 
to eight address sequencing operations. Some commercial sequencers have three or four inputs in addition 
to the T input and thus provide a wider range of operations. 

The input logic circuit in Fig. 2.19 has three inputs, I0, I1, and T, and three outputs S0, S1, and L. Variables 
S0 and S1 select one of the source addresses for CAR. Variable L enables the load input in SBR. The binary 
values of the two selection variables determine the path in the multiplexer. For example, with S1S0 =  10, 
multiplexer  input number 2 is selected and establishes a transfer path from SBR to CAR. Note that each of 
the four inputs as well as the output of MUX 1 contains a 7-bit address. 
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The truth table for the input logic circuit is shown in Table 2.24. Inputs I1 and I0 are identical to the bit 
values in the BR field. The function listed in each entry was defined in Table 2.23. The bit values for S1 and 
S0 are determined from the stated function and the path in the multiplexer that establishes the required 
transfer. The subroutine register is loaded with the incremented value of CAR during a call microinstruction 
(BR = 01) provided that the status bit condition is satisfied  
(T = 1). The truth table can be used to obtain the simplified Boolean functions for the input logic circuit: 

S1=I1 
S0 = I1I0+I’1T 
L = I’1I0T 

�
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The circuit can be constructed with three AND gates, an OR gate and an inverter. 

Student Activity 2.7 

Answer the following questions. 

1. Describe various fields of microoperations. 

2. Describe the function Fetch. 

3. Describe the microprogram sequence for a control memory. 

�
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� An instruction code is a group of bits that instruct the computer to perform a specific operation. 

� The timing for all registers in the basic computer is controlled by a master clock generator. 

� A program residing in the memory unit of the computer consists of a sequence of instructions. 

� An assembler is a program that accepts a symbolic language program and produces its binary 
machine, in binary code language equivalent. 

� Microprogrammed control unit will have two separate memories – a main memory and a control 
memory. 

� A source program needs to be converted in a target program so that the machine can read it. This 
process is called translation. When the source program is an assembly language program then the 
translator is called as an assembler.  

� Programmers use assembly language because the use of symbolic names and addresses are easier to 
comprehend than binary or octal ones. 

� The assembly language programmer has access to all the features and the instructions available on the 
target machine. This feature makes assembly language programming more suitable to system level 
programming. 

� We can write much smaller and faster codes in assembly language than a high level language. 

� When an assembly language program gives command to assembler - the instructions are called 
pseudo-instructions or assembler directives. Some of the pseudo instructions are - ALIGN, EQU, 
PROC, ENDP etc. 

� Macros in an assembly language are used to repeat a sequence of instructions several times in a 
program. The instructions are stored in a macro body and whenever a macro name is encountered by 
the assembler, it is replaced by the instructions. The macro name is discarded thereafter. It is 
important to remember that macro expansion occurs during the assembly process and not during the 
execution of the program. 
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1. Computer ______________ are normally stored in consecutive memory locations and are executed 
sequentially one at a time. 

2. The timing for all registers in the basic computer is controlled by a _____________. 

���(�	��

1. instructions 

2. clock 
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1. A two phase consists of one, two, or three, but not more than three alphanumeric characters. 

2. An interrupt cycle is a hardware implementation of branch and save return address operation.  

���(�	��

1. False 

2. True 
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1. An ____________ is a group of bits that instruct the computer to program a specific operation. 

2. A _____________ consists of one, two, or three, but not more than three alphanumeric characters. 
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1. A memory that is part of a control unit is referred to as a accumulator. 

2. The data register is sometimes called a buffer. 
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1. What is the difference between a direct and an indirect address instruction? How many references to 
memory are needed for such type of instruction to bring an operand into a processor resister? 

2. Explain why each of the following microoperations cannot be executed during a single clock pulse. 

a. IR ← M[PC] 

b. AC ← AC + TR 

c. DR ← DR + AC (AC does not change) 

3. Describe the control gates associated with the program counter PC in the basic computer. 

4.  Can the letter I be used as a symbolic address in the assembly language program defined for the basic 
computers? Justify the answer. 
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5.  Write a program loop, using a pointer and a counter that clears to 0 the contents of hexadecimal 
location 500 through 5FF. 

6.  Is it possible to have a hardwired command associated with a control memory? 

7.  Define the following: 

(a) Micro operation 

(b) Micro instruction 

(c) Micro program 

(d) Micro code 

8. What is the difference between a microprocessor and a microprogram? Is it possible to design a 
microprocessor without a microprogram? Are all microprogrammed computers also microprocessors? 
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• Pipeline and Vector Processing 

• Parallel Processing 

• Pipelining 

• Arithmetic Pipeline 

• RISC Pipeline 

• Vector Processing 

• Arrays Processors 

Top 



  COMPUTER  SYSTEM ARCHITECTURE 66

����	
���	��������������

The Central Processing Unit (CPU) is called the brain of the computer that performs data-processing 
operations. Figure 3.1 shows the three major parts of CPU. 

�

��������	
��� ������� ���������������

Intermediate data is stored in the register set during the execution of the instructions. The microoperations 
required for executing the instructions are performed by the arithmetic logic unit whereas the control unit 
takes care of transfer of information among the registers and guides the ALU. The control unit services the 
transfer of information among the registers and instructs the ALU about which operation is to be 
performed. The computer instruction set is meant for providing the specifications for the design of the CPU. 
The design of the CPU largely, involves choosing the hardware for implementing the machine instructions. 

Top 

����	
���������	��	�
���
����

The need for memory locations arises for storing pointers, counters, return address, temporary results and 
partial products. Memory access consumes the most of the time off an operation in a computer. It is more 
convenient and more efficient to store these intermediate values in processor registers. A common bus 
system is employed to contact registers that are included in the CPU in a large number. Communications 
between registers is not only for direct data transfer but also for performing various micro-operations. A 
bus organization for such CPU register shown in Figure 3.2, is connected to two multiplexers (MUX) to 
form two buses A and B. The selected lines in each multiplexers select one register of the input data for the 
particular bus. 
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The A and B buses form the inputs to a common arithmetic logic unit (ALU). The arithmetic logic micro-
operations to be performed are determined by the operation selected in the ALU. The result of micro-
operation is utilized to output data and also goes into the inputs of all registers. The register that receives 
the information from the output bus is selected by a decoder. There are 14 binary selection inputs in the 
units and its their combined value that specifies a control word. The 14-bit control word comprises of four 
fields. Each field contains three bits except one field that has five bits. The three bits of SELA select a 
source register for the A input of the ALU. The three bits of SELB select a register for the B input of the 
ALU. The three bits of SELD select a destination register wing, the decoder and its seven load outputs. The 
five bits of OPR select one of the operations in the ALU.  A particular micro-operation is specified when 
the 14 bit control word is applied to the selection inputs. The arithmetic and logic operations are provided 
by the ALU while shift operations are provided by the CPU. The shifter may be placed in the input of 
registers with post shifting capability. In some cases, the shift operations are included with the ALU. 
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A control word of 14 bits is needed to specify a micro-operation. The CPU requires a control world of 14 
bits, which can be derived for the selection variables. For example, the subtract micro-operation given by 
the statement 

R1←R2 – R3 

specifies R2 for the A input of the ALU, R3 for the B input of the ALU, R1 for the destination register and 
an ALU operation to subtract (A – B). Thus the control word is specified by the four fields and the 
corresponding binary value for each field is obtained from the encoding listed in Tables 3.1 and 3.2. The 
binary control word for the subtract micro-operation is 010 011 001 00101 and is obtained as follows: 

 

The control word for this micro-operation and a few others are listed in Table 3.3 

The B input of the ALU is not used by the increment and transfer micro-operations. For these cases, the B 
field is marked with a dash. We assign 000 to any unused field when formulating the binary control word, 
although any other binary number may be used. The content of a register is placed into the A input of ALU 
for placing the content of the register into the output terminals, but none of the registers are selected to 
accept the data. The ALU operation TSFA places the data from the register, through the ALU, into the 
output terminals. The direct transfer from input to output is accomplished with a control word of 0’s 
(making the B field 000). A register can be cleared to 0 with an exclusive-OR operation. This is because x 
⊕ x = 0. 
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The CPU of most computers comprises of a stack or last-in-first-out (LIFO) list wherein information is 
stored in such a manner that the item stored last is the first to be retrieved. The operation of a stack can be 
compared to a stack of trays. The last tray placed on top of the stack is the first to be taken off. 

The stack in digital computers is essentially a memory unit with an address register that can count only 
(after an initial value is loaded into it). A Stack Pointer (SP) is the register where the address for the stack is 
held because its value always points at the top item in the stack. The physical registers of a stack are always 
available for reading or writing unlike a stack of trays where the tray itself may be taken out or inserted 
because it is the content of the word that is inserted or deleted. 

A stack has only two operations i.e. the insertion and deletion of items. The operation insertion is called 
push (or push-down) because it can be thought of as the result of pushing a new item on top. The deletion 
operation is called pop (or pop-up) because it can be thought of as the result of removing one item so that 
the stack pops up. In actual, nothing is exactly pushed or popped in a computer stack. These operations are 
simulated by incrementing or decrementing the stack pointer register. 
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There are two ways to place a stack. Either it can be placed in a portion of a large memory or it can be 
organized as a collection of a finite number of memory words or registers. The organization of a 64-word 
register stack is exhibited in figure 3.3. A binary number whose value is equal to the address of the word 
that is currently on top of the stack is contained by the stack pointer register. Three items are placed in the 
stack - A, B and C in that order. Item C is on top of the stack so that the content of SP is now 3. To remove 
the top item, the stack is popped by reading the memory word at address 3 and decrementing the content of 
SP. Item B is now on top of the stack since SP holds address 2. To insert a new item, the stack is pushed by 
incrementing SP and writing a word in the next-higher location in the stack. Note that item C has been read 
out but not physically removed. This does not matter because when the stack is pushed, a new item is 
written in its place. 

In a 64-word stack, the stack pointer contains 6 bits because 26 = 64. Since SP has only six bits, it cannot 
exceed a number greater than 63 (111111 in binary). When 63 is incremented by l, the result is 0 since 
111111 + 1 = 1000000 in binary, but SP can accommodate only the six least significant bits. Similarly, 
when 000000 is decremented by 1, the result is 111111. The 1-bit register FULL is set to 1 when the stack 
is full, and the one-bit register EMTY is set to 1 when the stack is empty of items. DR is the data register 
that holds the binary data to be written into or read out of the stack. 

Initially, SP is cleared to 0, EMTY is set to 1, and FULL is cleared to 0, so that SP points to the word at 
address 0 and the stack is marked empty and not full. If the stack is not full (if FULL = 0), a new item is 
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inserted with a push operation. The push operation is implemented with the following sequence of micro-
operations: 

SP ← SP + 1 Increment stack pointer 

M[SP] ← DR Write item on top of the stack 

If (SP= 0) then (FULL ← l) Check if stack is full 

The stack pointer is incremented so that it points to the address of the next-higher word. The word from DR 
is inserted into the top of the stack by the memory write operation. The M[SP] denotes the memory word 
specified by the address presently available in SP whereas the SP holds the address the top of the stack. The 
storage of the first item is done at address 1 whereas as the last item is store at address 0. If SP reaches 0, 
the stack is full of items, so FULL is set to 1. This condition is reached if the top item prior to the last push 
was in location 63 and after incrementing SP, the last item is stored in location 0. Once an item is stored in 
location 0, there are no more empty registers in the stack. If an item is written in the stack, obviously the 
stack cannot be empty, so EMTY is cleared to 0. 

A new item is deleted from the stack if the stack is not empty (if EMTY <> 0). The pop operation consists 
of the following sequence of micro-operations: 

DR ← M[SP] Read item from the top of stack 

SP ← SP – 1 Decrement stack pointer 

If (SP == 0) then (FULL ← 1) Check if stack is empty 

EMTY ← 0  Mark the stack not full 

DR. reads the top item from the stack. Then the stack pointer is decremented. If its value attains zero, the 
stack is empty, so EMTY is set to 1. This condition is reached if the item read was in location 1. Once this 
item is read out, SP is decremented and it attain reaches the value 0, which is the initial value of SP. Note 
that if a pop operation reads the item from location 0 and then SP is decremented, SP changes to 111111, 
which is equivalent to decimal 63. In this configuration, the word in address 0 receives the last item in the 
stack. Note also that an erroneous operation will result if the stack is pushed when FULL = 1 or popped 
when EMPTY = 1. 
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As shown in Fig. 3.3, stack can exist as a stand-alone unit or can be executed in a random-access memory 
attached to a CPU. The implementation of a stack in the CPU is done by assigning a portion of memory. A 
portion of memory is assigned to a stack operation and a processor register is used as a stack pointer to 
execute stack in the CPU. Figure 3.4 shows a portion of computer memory partitioned into three segments - 
program, data, and stack. The address of the next instruction in the program is located by the program 
counter PC while an array of data is pointed by address register AR. The top of the stack is located by the 
stack pointer SP. The three registers are connected to a common address bus, which connects the three 
registers and either one can provide an address for memory. PC is used during the fetch phase to read an 
instruction. AR is used during the execute phase to read an operand. SP is used to push or pop items into or 
from the stack. 
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Fig 3.4 displays the initial value of SP at 4001 and the growing of stack with decreasing addresses. Thus the 
first item stored in the stack is at address 4000, the second item is stored at address 3999, and the last 
address that can be used for the stack is 3000. No checks are provided for checking stack limits. 

We assume that the items in the stack communicate with a data register DR. A new item is inserted with the 
push operation as follows: 

SP ← SP – 1  

M[SP] ← DR 

The stack pointer is decremented so that it points at the address of the next word. A memory write operation 
inserts the word form DR into the top of the stack. A new item is deleted with a pop operation as follows: 
 

DR ← M[SP] 

SP ← SP + 1 

The top item is read from the stack into DR. The stack pointer is then incremented to point at the next item 
in the stack. 

Most computers are not equipped with hardware to check for stack overflow (full stack) or underflow 
(empty stack). The stack limits can be checked by using two processor registers: one to hold the upper limit 
(3000 in this case), and the other to hold the lower limit (40001 in this case). After a push operation, SP is 
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compared with the upper-limit register and after a pop operation, SP is compared with the lower-limit 
register.  

Student Activity 3.1 

Before you proceed with the next section, answer the following questions. 

1. What are the major components of a control processing unit? 

2. What do you mean by a control word? Describe the meaning of each field in a control word. 

3. Describe the push and pop examples of a stack with suitable examples. 

If your answers are correct, then proceed with the next section. 

Top 
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The reference manuals provided with a computer system contain a description of its physical and logical 
structure. These manuals explain the internal construction of the CPU, including the processor registers 
available and their logical capabilities. All hardware-implemented instructions, their binary code format, 
and a precise definition of each instruction is very well described by these manuals. Given the fact that a 
computer has a variety of instruction code formats, it is the control unit within the CPU that  interprets each 
instruction code and provides the necessary control functions needed to process the instruction. 

The format of an instruction is usually depicted in a rectangular box symbolizing the bits of the instruction 
as they appear in memory words or in a control register. The bits of the instruction are divided into groups 
called fields. The most common fields found in instruction formats are:  

1. An operation code field that specifies the operation to be performed. 

2. An address field that designates a memory address or a processor register. 

3. A mode field that specifies the way the operand or the effective address is determined. 

At times other special fields are also employed sometimes employed as for example a field that gives the 
number of shifts in a shift-type instruction. 

The operation code field of an instruction is referred to a group of bits that define various processor 
operations, such as add, subtract, complement, and shift. A variety of alternatives for choosing the operands 
from the given address is specified by the bits  that define the mode field of the instruction code. Further 
ahead is the description about the address field on the instruction format and affect at including of multiple 
address field in instruction in the digital circuits   In this section we are concerned with the address field of 
an instruction format and consider the effect of including multiple address fields in an instruction. 

Execution of operations done by some data stored in memory or processor registers through specification 
received by computer instructions. A memory address specifies  operands  residing in memory whereas 
those residing in processor registers are specified by a register address. A register address is a binary 
number of k bits that defines one of 2k registers in the CPU. Thus a CPU with 16 processor registers R0 
through R15 will have a register address field of four bits. The binary number 0101, for example, will 
designate register R5. 

Instructions in computers can be of different lengths containing varying number of addresses. The internal 
organization of the registers of a computer determines the number of address fields in the instruction 
formats.. Most computers fall into one of three types of CPU organizations: 
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1.  Single accumulator organization. 

2.  General register organization.  

3.  Stack organization. 

An example of an accumulator-type organization is the basic computer. All operations are performed with 
an implied accumulator register. The instruction format in this type of computer uses one address field. For 
example, the instruction that specifies an arithmetic addition is defined by an assembly language instruction 
as: 

ADD  X 

where X is the address of the operand. The ADD instruction in this case results in the operation AC ←AC + 
M[X]. AC is the accumulator register and M[X] symbolizes the memory word located at address X. 

An example of a general register type of organization was presented in Figure 3.2. The instruction format in 
this type of computer needs three register address fields. Thus, the instruction for an arithmetic addition 
may be written in an assembly language as: 

ADD  Rl, R2, R3 

to denote the operation Rl ←R2 + R3. The number of address fields in the instruction can be reduced from 
three to two if the destination register is the same and one of the source registers. Thus, the instruction: 

ADD Rl, R2 

would denote the operational R1 ← R1 + R2. Only register addresses for R1 and R2 need to be specified in 
this instruction.  

Computers with multiple processor registers use the move instruction with a mnemonic MOV to symbolize 
a transfer instruction. Thus the instruction: 

MOV R1, R2 

denotes the transfer R1 ←R2 (or R2←R1, depending on the particular computer). Thus, transfer-type 
instructions need two address fields to specify the source and the destination. 

Usually only two or three address fields are employed general register-type computers in their instruction 
format. Each address field may specify a processor register or a memory word. An instruction symbolized 
by: 

ADD R1, X 

would specify the operation R1 ←R1+M[X]. It has two address fields, one for register R1 and the other for 
the memory address X. 

Computers with stack organization would have PUSH and POP instructions which require an address field. 
Thus the instruction: 

PUSH X 

will push the word at address X to the top of the stack. The stack pointer is updated automatically. 
Operation-type instructions do not need an address field in stack-organized computers. This is because the 
operation is performed on the two items that are on top of the stack. The instruction: 

ADD 



  COMPUTER  SYSTEM ARCHITECTURE 74

in a stack computer consists of an operation code only with no address field. This operation has the effect of 
popping the two top numbers from the stack, adding the numbers, and pushing the sum into the stack. Since 
all operands are implied to be in the stack , the need for specifying operands with the address field does not 
arise . 

Most of the computers comprise one of the three types of organizations that have just been described. Some 
computers combine features from more than one organizational structure. For instance, the Intel 8080 
microprocessor has seven CPU registers, one of which is an accumulator register. Consequently, the 
processor exhibits some of the characteristics of a general register type and some of the characteristics of an 
accumulator type. All arithmetic and logic instructions, as well as the load and store instructions, use the 
accumulator register, so these instructions have only one address field. On the other hand, instructions that 
transfer data among the seven processor registers have a format that contains two register address fields. 
Moreover, the Intel 8080 processor has a stack pointer and instructions to push and pop from a memory 
stack. The processor, however, does not have the zero-address-type instructions which are characteristic of 
a stack-organized CPU. 

To illustrate the influence of the number of addresses on computer programs, we will evaluate the 
arithmetic statement  

X = (A + B)*(C + D) 

using zero, one, two, or three address instructions. We will use the symbols ADD, SUB, MUL and DIV for 
the four arithmetic operations; MOV for the transfer-type operation; and LOAD and STORE for transfers to 
and from memory and AC register. We will assume that the operands are in memory addresses A, B, C, and 
D, and the result must be stored in memory at address X. 
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Computers with three-address instruction formats can use each address field to specify either a processor 
register or a memory operand. The program in assembly language that evaluates X = (A + B) * (C + D) is 
shown below, together with comments that explain the register transfer operation of each instruction. 

ADD R1,A,B   R1←M[A]+M[B] 

ADD R2,C,D   R2←M[C]+M[D] 

MUL X,R1,R2   M[X] ←R1*R2 

It is assumed that the computer has two processor registers, Rl and R2. The symbol M[A] denotes the 
operand at memory address symbolized by A. 

The advantage of the three-address format is that it results in short programs when evaluating arithmetic 
expressions. The disadvantage is that the binary-coded instructions require too many bits to specify three 
addresses. An example of a commercial computer that uses three-address instructions is the Cyber 170. The 
instruction formats in the Cyber computer are restricted to either three register address fields or two register 
address fields and one memory address field. 
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Two-address instructions are the most common in commercial computers. Here again each address field 
can specify either a processor register or memory word. The program to evaluate X = (A + B)* (C + D) is 
as follows: 

MOV R1, A  R1←M[A] 

ADD R1, B  R1←RI+M[B] 
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MOV R2, C  R2←M[C] 

ADD R2,D  R2←R2+M[D] 

MUL R1,R2  R1←R1*RP 

MOV X, R1 M[X] ← R1 

The MOV instruction moves or transfers the operands to and from memory and processor registers. The 
first symbol listed in an instruction is assumed to be both a source and the destination where the result of 
the operation transferred. 
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One-address instructions use an implied accumulator (AC) register for all data manipulation. For 
multiplication and division there is a need for a second register. However, here we will neglect the second 
register and assume that the AC contains the result of all operations. The program to evaluate 
X=(A+B)*(C+D)is: 

LOAD A  AC←M[A] 

ADD B  AC←AC+M[B] 

STORE T  M[T] ← AC 

LOAD C  AC ← M[C] 

ADD D,A AC←AC+M[D] 

MUL T AC←AC * M[T] 

STORE X M[X] ←AC 

All operations are done between the AC register and a memory operand. T is the address of a temporary 
memory location required for storing the intermediate result.  

!�	����	��������	�������

A stack-organized computer does not use an address field for the instructions ADD and MUL. The PUSH 
and POP instructions, however, need an address field to specify the operand that communicates with the 
stack. The following program shows how X = (A + B) * (C + D) will be written for a stack organized 
computer. (TOS stands for top of stack.) 

PUSH  A TOS←A 

PUSH  B  TOS←B 

ADD  T TOS← (A+B) 

PUSH C  TOS←C 

PUSH  D  TOS←D 

ADD  T TOS← (C+D) 

MDL T TOS← (C+D)*(A+B) 
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POP X  M[X] ←TOS 

To evaluate arithmetic expressions in a stack computer, it is necessary to convert the expression into 
reverse Polish notation. The name “zero-address” is given to this type of computer because of the absence 
of an address field in the computational instructions. 
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The instruction set of a typical RISC processor is restricted/to the use of load and store instructions when 
communicating between memory and CPU. All other instructions are executed within the registers of the 
CPU without referring to memory. A program for a RISC-type CPU consists of LOAD and STORE 
instructions that have one memory and one. Register address, and computational-type instructions that have 
three addresses with all three specifying processor registers. The following is a program to evaluate X = (A 
+ B)*(C + D). 

LOAD    R1, A   R1← M[A] 

LOAD    R2, B   R2 ← M[B] 

LOAD   R3, C   R3 ← M[C] 

LOAD   R4, C   R4 ← M[D] 

ADD   R1, R1, R2  R1 ← R1 + R2 

ADD   R3, R3, R2  R3 ← R3 + R4 

MUL   R1, R1, R3  R1  ←  R1*R3 

STORE   X, R1   M[X] ← R1 

The load instructions transfer the operands from memory to CPU registers. The add and multiply operations 
are executed with data in the registers without accessing memory. The result of the computations is then 
stored in memory with a store instruction.  

Student Activity 3.2 

Before you proceed with the next section, answer the following questions. 

1. Write a program to evaluate the arithmetic statement?  

 
( )

KHG
EFDCBA

x
×+

−××−+=  

a. Using a general register computer with three address instructions.  

b. Using a general register computer with for address instructions. 

c. Using a accumulator type computer with on address instructions. 

d. Using a stack organized computer with zero-address operation instructions. 

If your answers are correct, then proceed with the next section. 

Top 
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As described the earlier, the operation to be performed is specified by the operation field of the instruction. 
The execution of the operation is performed on some data stored in computer registers or memory words. 
The way the operands are chosen during program. Selection of operands during program execution depends 
on the addressing mode of the instruction. The addressing mode specifies a rule for interpreting or 
modifying the address field of the instruction before the operand is actually referred. The purpose of using 
address mode techniques by the computer is to accommodate one or both of the following provisions: 
 
 

1.  To give programming versatility to the user by providing such facilities as pointers to memory, 
counters for loop control, indexing of data, and program relocation. 

2.  To reduce the number of bits in the addressing field of the instruction. 

Usage of addressing modes lends programming versatility to the user and helps to write program data mode 
affection in terms of instruction and implementation.  The basic operation cycle of the computer must be 
understood to have a thorough knowledge of addressing modes. The instruction cycle is executive in the 
control unit of the computer and is divided into three  principal phases: 

1.  Fetch the instruction from memory. 

2.  Decode the instruction. 

3.  Execute the instruction. 

The program counter or PC register in the computer hold the instruction in the  program stored memory. 
Each time when instruction is fetched from memory the PC is incremented, for it holds the address of the 
instruction to be executed next.  Decoding involves determination of the operation to be performed, the 
addressing mode of the instruction, and the returns of the operands. The computer then executes the 
instruction and returns to step 1 to fetch the next instruction in sequence. 

Figure 3.5 show the distinct addressing mode field of in instruction format. The operation code (opcode) 
specifies the operation to be performed. The mode field issue to locate the operands needed for the 
operation. An address field in an instruction may or may not be present. If its there it may designate a 
memory address and if not, then a processor register.  It is noticeable that each address field may be 
associated with its on specific addressing mode.  
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Implied Mode: This mode specify the operands implicitly in the definition of the instruction. For example, 
the instruction ‘‘complement accumulator’’ is an implied mode instruction because the operand in the 
accumulator register is implied in the definition of the instruction. In fact, all register references instructions 
that use an accumulator are implied mode instructions. Zero-address introductions are implied mode 
instructions.  

Immediate Mode: The operand is specified in the instruction itself in this mode i.e. the immediate mode 
instruction has an operand field rather than an address field. The actual operand to be used in conjunction 
with the operation specified in the instruction is contained in the operand field.  

Register Mode: In this mode the operands are in registers that reside within the CPU. The register required 
is chosen from a register field in the instruction. 
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Register Indirect Mode: In this mode the instruction specifies a register in the CPU that contains the address 
of the operand and not the operand itself. Usage of register indirect mode instruction necessitates the 
placing of memory address of the operand in the processor register with a previous instruction. 

Autoincrement or Autodecrement Mode: After execution of every instruction from the data in memory it is 
necessary to increment or decrement the register.  This is done by using the increment or decrement 
instruction. Given upon its sheer necessity some computers use special mode that increments or decrements  
the content of the registers automatically.   

Direct Address Mode: In this mode the operand resides in memory and its address is given directly by the 
address field of the instruction such that the affective address is equal to the address part of the instruction.  

Indirect Address Mode: Unlike direct address mode, in this mode give the address field give the address 
where the effective address is stored in memory. The instruction from memory is fetched through control to 
read is address part to access memory again to read the effective address. A few addressing modes require 
that the address field of the instruction be added to the content of a specific register in the CPU. The 
effective address in these modes is obtained from the following equation: 

effective address = address part of instruction + context of CPU register 

The CPU Register used in the computation may be the program counter, Index Register or a base Register. 

Relative Address Mode: This mode is applied often with branch type instruction where the branch address 
position is relative to the address of the instruction word itself. As such in the mode the content of the 
program counter is added to the address part of the instruction in order to obtain the effective address whose 
position in memory is relative to the address of the next instruction. Since the relative address can be 
specified with the smaller number of bits then those required the design the entire memory address, it 
results in a shorter address field in the instruction format.  

Indexed Addressing Mode: In this mode the effective address is obtained by adding the content of an index 
register to the address part of the instruction. The index register is a special CPU register that contains an 
index value and can be incremented after its value is used to access the memory.  

Base Register Addressing Mode: In this mode the affective address is obtained by adding the content of a 
base register to the part of the instruction like that of the indexed addressing mode though the register here 
is a base register and not a index register. The difference between the two modes is based on their usage 
rather than their computation. An index register is assumed to hold an index number that is relative to the 
address part of the instruction. A base register is assumed to hold a base address and the address field of the 
instruction, and gives a displacement relative to this base address. The base register addressing mode is 
handy for relocation of programs in memory to another as required in multi programming systems. The 
address values of instruction must reflect this change of position with a base register, the displacement 
values of instructions do not have to change. Only the value of the base register requires updating to reflect 
the beginning of a new memory segment. 
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Figure 3.6 explicitly shows the effect of addressing mode on the instruction through a numerical example. 
The two-word instruction at address 200 and 201 is a “load to AC” instruction when an address field equal 
to 500. The first word of the instruction specifies the operation code and mode, and the second word 
specifies the address part. PC has the value 200 for fetching this instruction. The content of processor 
register R1 is 400, and t content of an index register XR is 100. AC receives the operand after the 
instruction is executed. The figure lists a few pertinent addresses and shows the memory content at each of 
these addresses. 
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Any one of the number of modes can be specific by the mode field of the instruction. For each possible 
mode we calculate the effective address and the operand that must be loaded into AC. In the direct address 
mode the effective address is the address part of the instruction 500 and the operand to be loaded into AC is 
800. In the immediate mode the second word of the instruction is taken as the operand rather than an 
address, so 500 is loaded into AC. (The effective address in this case is 201.) In the indirect mode the 
effective address is stored in memory at address 500. Therefore, the effective address is 800 and the 
operand is 300. In the relative mode the effective address is 500 + 202 = 702 and the operand is 325. (Note 
that the value in PC after the fetch phase and during the execute phase is 202.) In the index mode the 
effective address is XR + 500 = 100 + 500 = 600 and the operand is 900. In the register mode the operand is 
in Rl and 400 is loaded into AC. (There is no effective address in this case.) In the register indirect mode 
the effective address is 400, equal to the content of R1 and the operand loaded into AC is 700. The 
autoincrement mode is the same as the register indirect mode except that R1 is incremented to 401 after the 
execution of the instruction. The autodecrement mode decrements R1 to 399 prior to the execution of the 
instruction. The operand loaded into AC is now 450. Table 3.4 the values of the effective address and the 
operand loaded into AC for the nine addressing modes. 
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Student Activity 3.3 

Before you proceed with the next section, answer the following questions. 
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1.  What must be the address field of an indexed addressing mode instruction be to make it the same as a 
register indirect mode instruction? 

2. An instruction is stored at location 300 with its address field at location 301. The address field has the 
value 400. A processor register as contains the number 200. Evaluate the effective address if the 
addressing mode of the instruction is 

(a) Direct (b) Immediate 

(c) Relative (d) Register indirect 

(e) Index with R1 as the index register 

If your answers are correct, then proceed with the next section. 

Top 
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Computers are a boon to mankind when its come to carrying out various computational tasks, for they 
provide an extensive set of instructions to give the user the flexibility to perform these tasks. The basic 
difference between the instruction set of various computers is the way the operands are determined from the 
address and mode fields. But there are certain basic operations that are included in the instructions set every 
computer. Such a basic set of operation available in a typical computer can be classified in the three 
categories: 

1. Data transfer instructions. 

2. Data manipulation instructions. 

3. Program control instructions. 
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As the name suggests data transfer instructions are meant for transfer for data from one location to another, 
keeping the binary information intact. The useful transfer are between memory and processing registers, 
between processor registers and input or output, and between the processor registers themselves. Each 
instruction is accompanied with the mnemonic symbol which are different in different computers for the 
same instruction name.  Table 3.5 gives a list of eight data transfer instructions used in many computers.  

The “load” instruction represent a transfer from memory to a processor register, usually an “accumulator” 
where as the store instruction designates a transfer from a processor register into memory. The move 
instruction is employed in computers with multiple CPU registers to designate a transfer from one register 
to another. It has also been used for data transfers between CPU registers and memory or between two 
memory words. Swapping of information between to registers of a register and memory word its 
accomplished by using the exchange instruction. The input and output instructions cause transfer of data 
among processor registers and input or output terminals. The push and pop instructions take care of transfer 
of data between processor registers and a memory stack. 

To distinguish with between the various address modes, the mnemonic symbol are modified by assembly 
language conventions. For instance, the mnemonic for load immediate becomes LDI. Other assembly 
language conventions use a special character to designate the addressing mode. For example, the immediate 
mode is recognized from a pound sign # placed before the operand. What ever may be the case, the 
important thing is to realize that each instruction can occur with a variety of addressing modes.  
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It is imperative to be familiar with the addressing mode used, as well as the type of instructions available in 
the computer so as to writer assembly language programs for the computer.  
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Data manipulation instructions are those that perform operations on data and are a help in computation done 
on computers provide the computational capabilities for the computer.  

1. Arithmetic instructions. 

2. Logical and bit manipulation instructions. 

3. Shift instructions. 
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The four basic arithmetic operations are addition, subtraction, multiplication, and division. Most of the 
computers carry instructions for all four operations. For computers which have only addition and possibly 
subtraction instructions, the other two operations i.e. multiplication and division must be generated by 
means of software subroutines. These four basic arithmetic operations are adequate  for providing solutions 
to scientific problems when expressed in terms of numerical analysis methods. 

Table 3.6. shows a list of typical arithmetic instructions.  The increment instruction adds 1 to the value 
stored in a register or memory word. A unique feature of increment operation when executed in processor 
register is that a binary number all 1’s on incrementing produces a result of all 0’s.  Similarly in case of 
decrement instruction a number of all 0’s, when decremented produces a number with all 1’s.  

The four kind of instruction may be available for different types of data. The data type assumed to be in 
processor registers during the execution of these arithmetic operations is included in The definition of the 
operation code include the data type that is in processor registers during the execution these arithmetic 
operations. An arithmetic instruction may specify fixed-point or floating-point data, binary or decimal data, 
single-precision or double-precision data.  
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The instruction “add with carry” performs the addition on two operands plus the value of the carry from the 
previous computation. Similarly, the “subtract with borrow” instruction subtracts two words and a borrow 
which may have resulted from a previous subtract operation. The negate instruction forms the 2’s 
complement of a number, effectively reversing the sign of an integer when represented in the signed-2’s 
complement form. 
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Logical instructions are useful for performing binary operations on strings of bits stored in registers. These 
instructions consider each bit of the operand individually and treat it as a Boolean variable. Their proper 
application facilitates changing in bit values, clearing or inserting new bit values into operands stored in 
registers or memory words. 

Some typical logical and bit manipulation instructions are listed in Table 3.7. The clear instruction causes 
the specified operand to be replaced by 0’s. The complement instruction produces the l’s complement by 
inverting all the bits of the operand. The AND, OR, and XOR instructions produce the corresponding 
logical operations on each bit of the operands separately. Although they perform Boolean operations, when 
used in computer instructions, the logical instructions should be considered as performing bit manipulation 
operations. There are three bit manipulation operations possible: a selected bit can be cleared to 0, or can be 
set to 1, or can be complemented. The three logical instructions are usually applied to do just that. 
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Individual bits such as a carry can be cleared, set, or complemented with appropriate instructions. Another 
example that can be cited is of a flip-flop that controls the interrupt facility and is either enabled or disabled 
by means of bit manipulation instructions. 
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Shift instructions are used to shift the content of an operand from left to right our vice-a-versa. The bit 
shifted in at the end of the word determines the type of shift used. Any of the logical shifts, arithmetic 
shifts, or rotate-type operations can be specified by shift instruction.  In any case the shift may be to the 
right or to the left. 

Four types of shift instructions are listed below in Table 3.8. The logical shift inserts 0 to the end bit 
position. The end position is the leftmost bit for shift right and the rightmost bit position for the shift left. 
Arithmetic shifts are used in conformity with the rules for signed-2’s complement numbers. As a rule the 
arithmetic shift-right instruction must preserve the sign bit in the leftmost position. The sign bit is shifted to 
the right together with the rest of the number, but the sign bit itself remains unaltered. This is a shift-right 
operation wherein the end bit remains unchanged the same. The arithmetic shift-left instruction inserts 0 to 
the end position and is identical to the logical shift-left instruction. For this reason many computers do not 
provide a distinct arithmetic shift-left instruction when the logical shift-left instruction is already available. 

A circular shift is produced by the rotate instructions.  Unlike as a logical shift where bit shifted out at one 
end of the word are lost, here bits are circulated back into the other end. The rotate through carry instruction 
treats a carry bit as an extension of the register whose word is being rotated. Thus a rotate-left through carry 
instruction transfers the carry bit into the rightmost bit position of the register, transfers the leftmost bit 
position into the carry, and at the same time, shifts the entire register to the left. 

�

�

� !���	3���)��#!�%�����-�����#������

�� 
�� � �
 ��!��

���!��%���!/��	!����� ��-�

���!��%���!/��%
/��� ����

"	!�� 
�!����!/��	!����� ��-"�

"	!�� 
�!����!/��%
/��� ���"�

-����
�	!����� -� -�

-����
�%
/��� -� ��



  COMPUTER  SYSTEM ARCHITECTURE 84

-����
�	!������	�������		&�� -� -��

-����
�%
/����	�������		&�� -� ���

Student Activity 3.4 

Before you proceed with the next section, answer the following questions. 

1.  Given the 16-bit value 10011011001101. What operation must be performed in order to clear to 0 the 
first eight bits?  

2. Distinguish between, Arithmetic shift, logical shift and circular shift operations.  

If your answers are correct, then proceed with the next section. 

Top 
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Memory locations are storage house for instructions. When processed in the CPU, the instructions are 
fetched from consecutive memory locations and implemented. Each time an instruction is fetched from 
memory, the program counter is simultaneously incremented with the address of the next instruction in 
sequence. Once a data transfer or data manipulation instruction is executed, control returns to the fetch 
cycle with the program counter containing the address of the instruction next in sequence. In case of a 
program control type of instruction execution of instruction may change the address value in the program 
counter and cause the flow of control to be altered. 

The conditions for altering the content of the program counter, are specified by program control instruction, 
and the conditions for data-processing operations are specify by data transfer and manipulation instructions. 
As a result of execution of a program control instruction, a change in value of program counter occurs 
which causes a break in the sequence of instruction execution. This is an important feature in digital 
computers, as it provides control over the flow of program execution and a capability for branching to 
different program segments. Some typical program control instructions are listed in Table 3.9. The branch 
and jump instructions are identical in their use but sometimes they are used to denote different addressing 
modes. The branch is usually a one-address instruction.   

Branch and jump instructions may be conditional or unconditional. An unconditional branch instruction, as 
a name denotes, causes a branch to the specified address without any conditions. On the contrary the 
conditional branch instruction specifies a condition such as branch if positive or branch if zero. If the 
condition is met, the program counter is loaded with the branch address and the next instruction is taken 
from this address. If the condition is not met, the program counter  remains unaltered  and the next 
instruction is taken from the next location in sequence.  
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The skip instruction does not require an address field and is, therefore, a zero-address instruction. A 
conditional skip instruction will skip the next instruction if the condition is met. This is achieved by 
incrementing the program counter during the execute phase in addition to its being incremented during the 
fetch phase. If the condition is not met, control proceeds with the next instruction in sequence where the 
programmer inserts an unconditional branch instruction. Thus, a skip-branch pair of instructions causes a 
branch if the condition is not met, while a single conditional branch instruction causes a branch if the 
condition is met.  

The call and return instructions are used in conjunction with subroutines. The compare instruction performs 
a subtraction between two operands, but the result of the operation is not retained. However, certain status 
bit conditions are set as a result of the operation. In a similar fashion the test instruction performs the 
logical AND of two operands and updates certain status bits without retaining the result or changing the 
operands. The status bits of interest are the carry bit, the sign bit, a zero indication, and an overflow 
condition.  

The four status bits are symbolized by C, S, Z, and V. The bits are set or cleared as a result of an operation 
performed in the ALU. 

1. Bit C (carry) is set to 1 if the end carry C8 is 1 .It is cleared to 0 if the carry is 0. 

2. Bit S (sign) is set to 1 if the highest-order bit F7 is 1. It is set to 0 if the bit is 0. 

3. Bit Z (zero) is set to 1 if the output of the ALU contains all 0’s. It is cleared to 0 otherwise. In other 
words, Z = 1 if the output is zero and Z = 0 if the output is not zero. 

4. Bit V (overflow) is set to 1 if the exclusive-OR of the last two carries is equal to 1, and cleared to 0 
otherwise. This is the condition for an overflow when negative numbers are in 2’s complement. For 
the 8-bit ALU, V = 1 if the output is greater than +127 or less than -128. 
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The status bits can be checked after an ALU operation to determine certain relationships that exist between 
the values of A and B. If bit V is set after the addition of two signed numbers, it indicates an overflow 
condition. If Z is set after an exclusive-OR operation, it indicates that A = B. This is so because x � x = 0, 
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and the exclusive-OR of two equal operands gives an all-0’s result which sets the Z bit. A single bit in A 
can be checked to determine if it is 0 or 1 by masking all bits except the bit in question and then checking 
the Z status bit. For example, let A = 101x1100, where x is the bit to be checked. The AND operation of A 
with B = 00010000 produces a result 000x0000. If x = 0, the Z status bit is set, but if x = I, the Z bit is 
cleared since the result is not zero.  
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The commonly used branch instructions are listed below in Table 3.10. Each mnemonic is constructed with 
the letter B (for branch) and an abbreviation of the condition name. When the opposite condition state is 
used, the letter N (for no) is inserted to define the 0 state. Thus BC is Branch on Carry, and BNC is Branch 
on No Carry. If the stated condition is met, the address specified by the instruction receives program 
control. If not, control continues with the instruction that follows. The conditional instructions can be 
associated also with the jump, skip, call, or return type of program control instructions. The zero status bit 
is employed for testing if the result of an ALU operation is equal to zero or not. The carry bit is employed 
to check if there is a carry out of the most significant bit position of the ALU. It is also used in conjunction 
with the rotate instructions to check the bit shifted from the end position of a register into the carry position. 
The sign bit reflects the state of the most significant bit of the output from the ALU. S = 0 denotes a 
positive sign and S = 1, a negative sign. Therefore, a branch on plus checks for a sign bit of 0 and a branch 
on minus checks for a sign bit of 1. It is worth noticeable that these two conditional branch instructions can 
be used to check the value of the most significant bit whether it represents a sign or not. The overflow bit is 
used in conjunction with arithmetic operations done on signed numbers in 2's complement representation. 
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It has been discussed earlier that the compare instruction performs a subtraction of two operands, say A - B. 
The result of the operation is not transferred into a destination register, but the status bits are affected. The 
status register provides Information about the relative magnitude of A and B. Some computers provide 



CENTRAL PROCESSING UNIT  87

conditional branch instructions that can be applied right after the execution of a compare instruction. The 
specific conditions to be tested depend on whether the two numbers A and B are considered to be unsigned 
or signed numbers.  

Consider an 8-bit ALU as shown in Fig. 3.7. The largest unsigned number that can be accommodated in 8 
bits is 255. The range of signed numbers is between +127 and -128. The subtraction of two numbers is the 
same whether they are unsigned or in signed-2's complement representation. Let A = 11110000 and B = 
00010100. To perform A -B, the ALU takes the 2's complement of B and adds it to A. 

0Z����������0���������V1S����������1���C����������11011100�:BA
11101100:1B

11110000��:�����A

====−
++  

The compare instruction updates the status bits as shown. C = 1 because there is a carry out of the last 
stage. S = I because the leftmost bit is 1. V = 0 because  the last two carries are both equal to 1, and Z = 0 
because the result is not equal to 0. 

If we assume unsigned numbers, the decimal equivalent of A is 240 and that of B is 20. The subtraction in 
decimal is 240-20 = 220. The binary result 11011100 is indeed the equivalent of decimal 220. Since 240 > 
20, we have that A > B and A f B. These two relations can also be derived from the fact that status bit C is 
equal to I and bit Z is equal to 0. The instructions that will cause a branch after this comparison are BHI 
(branch if higher), BHE (branch if higher or equal), and BNE (branch if not equal). 

If we assume signed numbers, the decimal equivalent of A is-16. This is because the sign of A is negative 
and 11110000 is the 2's complement of 00010000, which is the decimal equivalent of +16. The decimal 
equivalent of B is +20. The subtraction in decimal is (-16) - (+20) = -36. The binary result 11011100 (the 
2's complement of 00100100) is indeed the equivalent of decimal -36. Since  
(-16)< (+20) we have that A< B and A ≠ B. These two relations can also be derived from the fact that status 
bits S = 1 (negative), V = 0 (no overflow), and Z = 0 (not zero). The instructions that will cause a branch 
after this comparison are BLT (branch if less than), BLE (branch if less or equal), and BNE (branch if not 
equal). 

It should be noted that the instruction BNE and BNZ (branch if not zero) are identical. Similarly, the two 
instructions BE (branch if equal) and BZ (branch if zero) are also identical.  
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A subroutine is a self-contained sequence of instructions that does away the computational tasks. A 
subroutine is employed a number of times during the execution of a program. Wherever a subroutine is 
called to perform its function, a branch is executed to the beginning of the subroutine to start executing its 
set of instructions. After the subroutine has been executed, a branch is reverted to the main program. 

Various names are assigned to the instruction that transfers program control to a subroutine. For example, 
call subroutine, jump to subroutine, branch to subroutine do. A call subroutine instruction comprises of an 
operation code with an address that specifies the beginning of the subroutine.  As such two operations are 
included for execution of instruction (1) storage of the address of next instruction available in the program 
counter (the return address) in a temporary location so that the subroutine knows where to return, and (2) 
transfer of control to the beginning of the subroutine. The last instruction of every subroutine, referred as 
return from subroutine, causes transfer of returns address from the temporary location into the program 
counter. Consequently, program control is transferred to the instruction whose address was originally stored 
in the temporary location.  

The temporary location for storing the return address differs from one computer to another. Some store it in 
a fixed location in memory, some store it in the first memory location of the subroutine, some store it in a 
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processor rights and some store it in a memory stack. However, the best way is to store the return address in 
a memory stack. This is advantageous when successive subroutines are called because the sequential return 
addresses can be pushed into the stack. The return from subroutine instruction causes the stack to pop and 
the contents of the top of the stack are transferred to the program counter. 

When a subroutine stack is employed, all return addresses are automatically stored by the hardware in one 
unit. This does away the problem of recalling where the return address was stored. 

�	�	
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Program interrupt can be described as a transfer of program control from a currently running program to 
another service program on a request generated externally or internally. After the service program is 
executed, the control returns to the original program. 

 

 

The interrupt procedure is identical to a subroutine call except for three variations: (1) The interrupt is 
usually generated by an internal or external signal rather than from the execution of an instruction (except 
for software interrupt); (2) the address of the interrupt service program is determined by the hardware rather 
than from the address field of an instruction; and (3) an interrupt procedure usually stores all the 
information necessary to define the state of the CPU rather than storing only the program counter. 

It is imperative for the CPU to return to the same state that it was when interrupt occurred after the program 
interrupted and the service routine has been executed. The state of the CPU at the end of the execute cycle 
(when the interrupt is recognized) is determined from: 

1. The content of the program counter. 

2. The content of all processor registers. 

3. The content of certain status conditions. 

The collection of all status bit conditions in the CPU is referred as a program status word or PSW. The 
PSW is stored in a separate hardware register and contains the status information that characterizes the state 
of the CPU. It is  inclusive of the status bits from the last ALU operation and specifies the interrupts that are 
allowed to occur and whether the CPU is operating in a supervisor or user mode. Most of the computers 
have a resident operating system that controls and supervises all other programs in the computer. When the 
CPU is executives a program that is part of the operating system, it is referred to be in the supervisor or 
system mode. Certain instructions are executed in this mode only. The CPU is normally in the user mode 
when user programs are executed. Special status bits in the PSW determine the mode advantage the CPU is 
operating at any given time. 

In certain computers only the program counter is stored when responding to an interrupt. The service 
program must then include instructions to store status and register content before these resources are used. 
Very few computers store both program counter and all status and register content in response to an 
interrupt. Most computers store the program counter and the PSW only. Some computers may have two 
sets of processor registers within the computer, one for each CPU mode. In this way, when the program 
switches from the user to the supervisor mode (or vice versa) in response to an interrupt, storing the 
contents of processor registers is not required as each mode uses its own set of registers. 

The hardware procedure for processing an interrupt is very similar to the execution of a subroutine call 
instruction.  

�,&���(�����		�&���



CENTRAL PROCESSING UNIT  89

Interrupts can be classified into the major types as given below:   

1. External interrupts 

2. Internal interrupts 

3. Software interrupts 

External interrupts come from input-output (I/O) devices, from a timing device, from a circuit monitoring 
the power supply, or from any other external source. Various examples that cause external interrupts are I/O 
device requesting transfer of data, I/O device finished transfer of data, elapsed time of an event, or power 
failure. Time-out interrupt may result from a program that is in an endless loop and thus consumes more 
time its time allocation. Power failure interrupt may have as its service routine a program that transfers the 
complete state of the CPU into a nondestructive memory in the few milliseconds before power ceases. 

Internal interrupts arise when an instruction or data is used illegally or erroneously. These  interrupts are 
also known as traps. Examples of interrupts caused by internal error conditions are register overflow, 
attempt to divide by zero, an invalid operation code, stack overflow, and protection violation. Occurrence 
of internal errors is usually a resultant of a premature termination of the instruction execution. Remedial 
majors to be taken are again determine by service program that processors the internal interrupts.  

To distinguish between internal and external interrupts, the internal interrupt is generated by some 
exceptional condition caused by the program itself rather than by an external event. Internal interrupts are 
synchronous with the program while external interrupts are asynchronous. On rerunning of the program, the 
internal interrupts will occur in exactly same place each time. On the contrary external interrupts being 
dependent on external conditions, are independent of the program being executed at the time. 

External and internal interrupts are generated from signals that occur in the hardware of the CPU. On the 
contrary, a software interrupt is initiated during execution of an instruction. In precise terms, software 
interrupt is a special call instruction that behaves like an interrupt rather than a subroutine call. It can be 
called to function by the programmer to initiate an interrupt procedure at any desired point in the program. 
Usages of software interrupt is mostly associated with a supervisor call instruction. This instruction is 
meant for switching from a CPU user mode to the supervisor mode. Certain operations in the computer are 
privileged to be assigned to the supervisor mode only, as for example, a complex input or output transfer 
procedure. A program written by a user must run in the user mode. When an input or output transfer is 
required, the request for the supervisor mode is sent by means of a supervisor call instruction. This 
instruction causes a software interrupt that stores the old CPU state and brings in a new PSW that belongs 
to the supervisor mode. This information must be passed to the operating system from the calling program 
so as to specify the particular task requested.  

Student Activity 3.5 

Before you proceed with the next section, answer the following questions. 

1. What are the differences between a branch instructions, a call subroutine instruction, and program 
interrupt? 

2. Give five examples of external interrupts and five examples of internal interrupts. 

3. What is the difference between a software interrupt and a subroutine call? 

If your answers are correct, then proceed with the next section. 

Top 
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The design of the instruction set for the processor is very important in terms of computer architecture. It’s 
the instruction set of a particular computer that determines the way that machine language programs are 
constructed. Computer hardware is improvised by various factors, such as upgrading existing models to 
provide more customer applications adding instructions that facilitate the translation from high-level 
language into machine language programs and striving to develop machines that move functions from 
software implementation into hardware implementation. A computer with a large number of instructions is 
classified as a complex instruction set computer, abbreviated as CISC. 

In the developing years, computers designer felt the needs of computers that use fewer instructions with 
simple constructs so they can be executed much faster within the CPU without having to use memory 
as often. This type of computer is classified as a reduced instruction set computer or RISC. The design 
of an instruction set for a computer depends on not only machine language constructs, but also on the 
requirements imposed on the use of high-level programming languages. A compiler program translate 
high level languages to machine language programs. The basic reason to a design a complex 
instruction set is the need to simplify the compilation and enhance the overall computer efficiency. 
The essential goal of a CISC architecture is to attempt to provide a single machine instruction for each 
statement that is written in a high-level language.  

�������
	
���	�������

The essential goal of RISC architecture involves an attempt to reduce execution time by simplifying the 
instruction set of the computer. The major characteristics of a RISC processor are: 

� Relatively few instructions. 

� Relatively few addressing modes. 

� Memory access limited to load and store instructions. 

� All operations done within the registers of the CPU. 

� Fixed length easily decoded instruction format. 

� Single-cycle instruction execution. 

� Hardwired rather than microprogrammed control. 

A typical RISC processor architecture includes register-to-register operations, with only simple load and 
store operations for memory access. Thus the operand is code into a processor register with a load 
instruction. All computational tasks are performed among the data stored in processor registers and with the 
help of store instructions results are transferred to the memory. This architectural feature simplifies the 
instruction set and encourages the optimization of register manipulation. Almost all instructions have 
simple register addressing so only a few addressing modes are utilised. Other addressing modes may be 
included, such as immediate operands and relative mode. An advantage of RISC instruction format is that it 
is easy to decode. 

An important feature of RISC processor is its ability to execute one instruction per clock cycle. This is done 
by a procedure referred to as pipelining. A load or store instruction may need two clock cycles because 
access to memory consumes more time than register operations. Other characteristics attributed to RISC 
architecture are: 

� A relatively large number of register in the processor unit. 

� Use of overlapped register windows to speed-up procedure call and return. 

� Efficient instruction pipeline. 
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� Compiler support for efficient translation of high-level language programs into machine language 
programs. 

Student Activity 3.6 

Before you proceed with the next section, answer the following questions. 

1.  What does RISC stand for? 

2. What does CISC stand for? 

3. What are the characteristics of RISC? 

4. What are the characteristics of CISC? 

If your answers are correct, then proceed with the next section. 

Top 

�
	
������	��������

Parallel processing denotes a large class of techniques that are used to deliver simultaneous data-processing 
tasks to enhance the computational speed of a computer system. A parallel processing system  performs 
concurrent data processing to achieve faster execution time unlike the conventional computer where in each 
instruction is processed sequentially. For example, while an instruction is being executed in the ALU, the 
next instruction can execute two or more instructions at the same time. Furthermore, the system may have 
two or more processors operating concurrently. The goal of parallel processing is anciently to speed up the 
computer processing capability and increase it throughout, that is, the amount of processing that can be 
achieved during a given interval of time. Parallel processing, demands for an increase in hardware and that 
raises the cost of the system. However, technological developments have cut down hardware costs to the 
level where parallel processing techniques have become economical.  

Complexity of parallel processing can be separated at various levels. At the lowest level, we distinguish 
between parallel and serial operations by the type of registers used. Shift registers operate serially one bit at 
a time, while registers with parallel load operate with all the bits of the word simultaneously. Parallel 
processing at a higher level of complexity can be achieved by having multiple functional units that perform 
identical or different operations at the same time. Parallel processing is established by distributing the data 
among the multiple functional units. For example, the arithmetic logic, and shift operations can be 
separated into three units and the operands diverted to each unit under the supervision of a control unit. 

 One possible way of separating the execution unit into eight functional units operating in parallel it shown 
in figure 3.8. Depending upon the operations specified by the instruction associated with the operands, the 
operands, those in registers are applied to the one of the units. The operation performed in each functional 
unit is indicated in each block of the diagram. The adder and integer multiplier perform the arithmetic 
operations with integer numbers. The floating-point operations are separated into three circuits operating in 
parallel. The logic, shift, and increment operations can be performed concurrently on different data. All 
units are independent of each other; so one number can be shifted while another number is being 
incremented. A multifunctional organization is usually associated with a complex control unit to coordinate 
all the activities among the various components. 
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The variety of ways in which parallel processing can be classified are, from the internal organization of the 
processors, from the interconnection structure between processors, or from the flow of information through 
the system. M.J. Flynn classifies the organization of a computer system by the number of instructions and 
data items that are manipulated at the same time. The normal operation of a computer is to fetch 
instructions from memory and execute them in the processor. The sequence of instruction read from 
memory constitutes an instruction stream. The operations performed on the data in the processor constitutes 
a data stream, or in both. Flynn's classification divides computers into four major groups as follows: 

� Single instruction stream, single data stream (SISD) 

� Single instruction stream, multiple data stream (SIMD) 

� Multiple instruction stream, single data stream (MISD) 

� Multiple instruction stream, multiple data stream (MIMD) 

SISD represents the organization of a single computer that contains a control unit, a processor unit, and a 
memory unit. Instruction of Instructions are executed sequentially and the system may or may not have 
internal parallel processing capabilities. Parallel processing can be accomplished by means of multiple 
functional units or by pipelining. 

SIMD represents an organization that is inclusive of any processing units under the supervision of a 
common control unit. All processors receive the same instruction from the control unit but operate on 
different items of data. The shared memory unit must contain multiple modules so that it can communicate 
with all the processors simultaneously. MISD structure is only of theoretical interest since no practical 
system has been constructed using this organization. MIMD organization refers to a computer system 
capable of processing several programs at the same time. Most multiprocessor and multi-computer systems 
can be classified in this category. 

Flynn's classification is dependent on the difference between the performance of the control unit and the 
data-processing unit. It stresses on the behavioural characteristics of the computer system rather than its 
operational and structural interconnections. One type of parallel processing that does not fit Flynn's 
classification is pipelining. The only two categories used from this classification are SIMD array processors 
and MIMD multiprocessors. 
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A parallel processing system performs concurrent data processing to reduce execution time. For instance, 
while an instruction is being executed in the ALU, the next instruction can be read from memory. The 
system can execute two or more instructions simultaneous by dent of two or more ALUs in the system. 
Furthermore, the system may have two or more processors operating concurrently.  

There are a numerous ways that parallel processing can be performed. We consider parallel processing 
under the following main topics: 

1. Pipeline processing 

2. Vector processing 

3. Array processing 

Top 

��&��������

Pipelining is a technique wherein a sequential process is disintegrated into sub operations, with each sub 
process being executed in a special dedicated segment that operates concurrently with all other segments. A 
pipeline can be visualized as a collection of processing segments acting as a channel for binary information 
flow. Each segment performs partial processing dictated by the way the task is segregated. The result 
obtained from the computation in each segment is transferred to the next segment in the pipeline. The first 
result is obtained after the data have passed through all segments. It is characteristic of pipelines that 
several computations can be in progress in distinct segments at the same time. The overlapping of 
computation is made possible by associating a register with each segment in the pipeline. The registers 
provide isolation between each segment so that each can operate on distinct clock at the same time 
simultaneously. For example, suppose that we want to perform the combined multiply and add operations 
with a stream of numbers – 

Ai+Bi+Ci for i = 1, 2, 3......7 

Each segment has one or two registers and a combinational circuit as shown in Figure 3.7. 

The sub operations performed in each segment of the pipeline are as follows: 

R1 ←         Ai      R2 ←  Bi   Input Ai and Bi 

R3 ←         R1  *R2  R4  ←     Ci Multiply and input Ci 

R5 ←         R3 + R4     Add Ci to product 
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The five registers are loaded with new data every clock pulse. The effect of each clock is shown in Table 
3.11. 
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It takes three clock pulses to fill up the pipe and retrieve the first output from R5. From there on, each clock 
produces a new output and moves the data one step down the pipeline. Any operation that can be 
decomposed into a sequence of sub operations of about the same complexity can be implemented by a 
pipeline processor. The technique is efficient for those applications that need to repeat the same task many 
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times with different sets of data. The behavior of a pipeline can be illustrated with a space time diagram. 
This is a diagram that shows the segment utilization as a function of time. The space time diagram of a four 
segment pipeline is demonstrated in  
Figure 3.10. The horizontal axis displays the time in clock cycles and the vertical axis gives the segment 
number. The diagram shows six tasks T1 through T6 executed in four segments. Initially task T1 is handled 
by segment 1. After the first clock, segment 2 is busy with T1, while segment 1 is busy with task T2. 
Continuing in this manner, the first task T1 is completed after the fourth clock cycle. From then on, the pipe 
completes a task every clock cycle. No matter how many segments there are in the system, once the 
pipeline is full, it takes only one clock period to obtain an output.  
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The speed up of a pipeline processing over an equivalent non-pipeline processing is defined by the ratio 
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As the number of tasks increases, n becomes much larger than k - 1, and k + n- 1  approaches  the  value  of 
n.  Under this condition, the  speedup becomes 
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If we assume that the time it takes to process a task is the same in the pipeline and non-pipeline circuits, we 
will have fn = ktp. Including this assumption, the speedup reduces to 
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To clarify the meaning of the speed up ratio, consider the following numerical example. Let the time it 
takes to process a sub operation in each segment be equal to tp =20ns. Assume that the pipeline has K=4 
segments and executes n=100 tasks in sequence. The pipeline system will take (k+n-1) tp = (4+99)x20 = 
2060 ns to complete. Assuming that tn = ktp = 4x20 = 80ns, a non pipelining system requires nktp = 
100x80=8000 ns to complete 100 tasks. The speed up ratio is equal to 8000/2060=388. As the number of 
tasks increases, the speed up will approach 4. There are two areas of computer design where the pipeline 
divides an arithmetic operation into sub operations for execution in the pipeline segments.  

An instruction pipeline operates on a stream of instruction by overlapping the fetch decode and execute 
phases of the instruction cycle. Pipeline arithmetic units are a essential part of in very high speed 
computers. They are employed to implement floating point operations, multiplication of fixed point 
numbers and similar computations encountered in scientific problems. A pipeline multiplier is essentially 
an array multiplier with special address designed to minimize the carry propagation time through the partial 
products. Floating point operations are easily decomposed into sub operations. An instruction pipeline reads 
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consecutive instruction from the memory while previous instructions are being executed in other segments. 
This causes the instruction and execute phases to overlap and perform simultaneous operations. One 
possible digression associated with such a scheme is that an instruction may cause a branch out of 
sequence. In that case the pipeline must be emptied and all the instructions that have been read from 
memory after the branch instruction must be discarded. The instruction fetch segment can be implemented 
by means of a first-in first-out (FIFO) buffer. This is a type of unit that forms a queue rather than a stack. 
The design of an instruction pipeline will be most efficient if the instruction cycle is divided into segments 
of equal duration. The time that each step takes to fulfil its function depends on the instruction and the way 
it is executed. 

Top 
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As describe in the previous passage arithmetic pipelines are employed to implement floating-point 
operations, multiplication of fixed-point numbers, and similar computations encountered in scientific 
problems. A pipeline multiplier is essentially an array multiplier with special adders designed to minimize 
the carry propagation time through the partial products. Floating-point operations are easily decomposed 
into suboperations. We will now show an example of a pipeline unit for floating-point addition and 
subtraction. 

The inputs to the floating-point adder pipeline are two normalized floating-point binary numbers. 

X = A × 2a 

Y = B × 2b 

A and B are two fractions that represent the mantissas and a and b are the exponents. The floating-point 
addition and subtraction can be performed in four segments, as shown in Fig. 3.11. The registers labeled R 
are placed between the segments to store intermediate results. The suboperations that are performed in the 
four segments are: 

1.  Compare the exponents. 

2.  Align the mantissas. 

3.  Add or subtract the mantissas. 

4.  Normalize the result. 

The following numerical example may clarify the suboperations performed in each segment. For simplicity, 
we use decimal numbers, although Fig. 3.11 refers to binary numbers. Consider the two normalized 
floating-point numbers: 

X = 0.9504 × 103 

Y = 0.8200 × 103 

The two exponents are subtracted in the first segment to obtain 3 -2 = 1. The larger exponent 3 is chosen as 
the exponent of the result. The next segment shifts the mantissa of Y to the right to obtain 

X = 0.9504 × 103 

y = 0.0820 × 103 

This aligns the two mantissas under the same exponent. The addition of the two mantissas in segment 3 
produces the sum 
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Z = 1.0324 × 103 

The sum is adjusted by normalizing the result so that it has a fraction with a nonzero first digit. This is done 
by shifting the mantissa once to the right and incrementing the exponent by one to obtain the normalized 
sum. 

Z = 0.10324 × 104 

The comparator, shifter, adder-subtractor, incrementer, and decrementer in the floating-point pipeline are 
implemented with combinational circuits. Suppose that the time delays of the four segments are t1= 60ns, t2 
= 70ns, t3 = 100 ns, t4= 80ns, and the interface registers have a delay of tp = 10 ns. The clock cycle is chosen 
to be tp = t3 + tr = 110 ns. An equivalent nonpipeline floating- point adder-subtractor will have a delay time 
tn = t1 + t2 + t3 + t4 + tr = 320 ns. In this case the pipelined adder has a speedup of 320/110 = 2.9 over the 
nonpipelined adder. 
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Pipeline processing appear both in the data stream and in the instruction stream. An instruction pipeline 
reads consecutive instructions from memory. While previous instructions are processed in other segments, 
an instruction pipeline read consecutive instruction from memory. This causes overlapping of fetch and 
execute face and performance of simultaneous operations. One possible digression associated with such a 
scheme is that an instruction may cause a branch out of sequence. When this happens the pipeline must be 

Compare exponents by 
subtraction 

Choose exponent 
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cleared and all the instructions that have been read from memory after the branch instruction must be 
discarded. 

Take a example of a computer with an instruction fetch unit and an instruction execution unit designed to 
provide a two-segment pipeline. The instruction fetch segment can be implemented by means of a first-in, 
first-out (FIFO) buffer. This unit forms a queue rather than a stack. Whenever the memory is not used by 
execution unit, the control increments the program counter and uses its address value to read consecutive 
instructions from memory. The instructions are inserted into the FIFO buffer so that they can be executed 
on a first-in, first-out basis. Thus an instruction stream can be placed in a queue, waiting for decoding and 
processing by the execution segment. The instruction stream queuing mechanism is efficient for reducing 
the average access time to memory for reading instructions. Whenever there is space in the FIFO buffer, the 
control unit initiates the next instruction fetch phase. The buffer acts as a queue from which control then 
extracts the instructions for the execution unit. 

In addition to the fetch an executive instruction, computers with complex instruction need other faces as 
well for complete processing of an instruction. A typical computer requires the following sequence of steps 
for instruction processing:  

1.  Fetch the instruction from memory 

2.  Decode the instruction. 

3.  Calculate the effective address. 

4.  Fetch the operands from memory. 

5.  Execute the instruction. 

6.  Store the result in the proper place 
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Assume that the decoding of the instruction can be combined with the calculation of the effective address 
into one segment. Assume further that most of the instructions place the result into a processor register so 
that the instruction execution and storing of the result can be combined into one segment. This reduces the 
instruction pipeline into four segments. Figure 3.12 shows how the instruction cycle in the CPU can be 
processed with a four-segment pipeline. While an instruction is being executed in segment 4, the next 
instruction in sequence is busy fetching an operand from memory in segment 3. The effective address may 
be calculated in a separate arithmetic circuit for the third instruction, and whenever the memory is 
available, the fourth and all subsequent instructions can be fetched and placed in an instruction FIFO. Thus 
up to four suboperations in the instruction cycle can overlap and up to four different instructions can be in 
progress of being processed at the same time. 
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Sometimes an instruction in the sequence may be a program control type that causes a branch out of normal 
sequence. In that case the pending operations in the last two segments are completed and all information 
stored in the instruction buffer is discards. The pipeline then initiates from the new address stored in the 
program counter. Similarly, an interrupt request, when acknowledged, will cause the pipeline to empty and 
start again from a new address value. 
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The reduced instruction set computer (RISC) was introduced earlier in this unit. One of the unique features 
of risk   RISC is its ability to implement an instruction pipeline using a small number of suboperations, with 
each being executed in one clock cycle. Because of the fixed-length instruction format, the decoding of the 
operation can occur with the register selection simultaneously. All data manipulation instructions have 
register-to-register operations. Since all operands are in registers, the need for calculating an effective 
address or fetching of operands from memory does not arise. The instruction pipeline can be implemented 
with two or three segments. One segment fetches the instruction from program memory, and the other 
segment executes the instruction in the ALU. A third segment may be used to store the result of the ALU 
operation in a destination register. 

The data transfer instructions in RISC are limited to load and store instructions. These instructions use 
register indirect addressing and required three or four stages in the pipeline. To prevent conflicts between a 
memory access to fetch an instruction and to load or store an operand, Most RISC machines use two 
separate buses with two memories: one for storing the instructions and the other for storing the data to 
avoid conflict between memory access to fetch instruction and to load or store an operand. The two 
memories can have operational speed as that of a CPU clock and are referred to as cache memories. 
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RISC system is of great benefits in terms of its ability to execute instructions at the rate of one per clock 
cycle. Practically it does not happen that every instruction can be fetched from memory and executed in one 
clock cycle. What is done, in effect, is to start each instruction with each clock cycle and to pipeline the 
processor to achieve the goal of single-cycle instruction execution. The advantage of RISC over CISC 
(complex instruction set computer) is that RISC can achieve pipeline segments, requiring just one clock 
cycle, while CISC uses many segments in its pipeline, with the longest segment requiring two or more 
clock cycles. 

RISC system also has a advantage of the support given by the compiler that interprets the high-level 
language program into machine language program. RISC processors rely heavily on the efficiency of the 
compiler to detect and minimize the delays encountered with problems associated with data complex and 
branch penalties . 

The following examples show how a compiler can optimize the machine language program to compensate 
for pipeline conflicts. 
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The data manipulation instructions operate on data in processor registers. The data transfer instructions are 
load and store instructions that use an effective address obtained from the addition of the contents of two 
registers or a register and a displacement constant provided in the instruction. The program control 
instructions use register values and a constant to evaluate the branch address, which is transferred to a 
register or the program counter PC. 

Now consider the hardware operation for such a computer. The control section fetches the instruction from 
program memory into an instruction register. The instruction is decoded with the simultaneous selection of 
registers required for the executive of the instruction. The processor unit consists of a number of registers 
and an arithmetic logic unit (ALU) that performs the necessary arithmetic, logic, and shift operations. A 
data memory is used to load or store the data from a selected register in the register file. The instruction 
cycle can be divided into three suboperations and implemented in three segments: 

I:    Instruction fetch 

A:  ALU operation 

E:   Execute instruction 

The I segment fetches the instruction from program memory. The instruction is decoded and an ALU 
operation is performed in the A segment. The ALU is used for three different functions, depending on the 
decoded instruction. 

It performs an operation for a data manipulation instruction, it evaluates the effective address for a load or 
store instruction, or it calculates the branch address for a program control instruction. The E segment directs 
the output of the ALU to one of three destinations, depending on the decoded instruction. It transfers the 
result of the ALU operation into a destination register in the register file, it transfers the effective address to 
a data memory for loading or storing, or it transfers the branch address to the program counter. 
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Consider now the operation of the following four instructions: 

1.  LOAD:    R1 ← M[address1] 
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2.  LOAD:    R2 ← M[address2] 

3.  ADD:     R3 ← R1+R2 

4.  STORE:   M[address3] ← R3 

�
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If the three-segment pipeline proceeds without interruptions, there will be a data conflict in instruction 3 
because the operand in R2 is not yet available in the A segment. This can be seen from the timing of the 
pipeline shown in Fig. 3.13(a). The E segment in clock cycle 4 is in a process of placing the memory data 
into R2. The A segment in clock cycle 4 is using the data from R2, but the value in R2 will not be the correct 
value since it has not yet been transferred from memory. It is up to the compiler to make sure that the 
instruction following the load instruction uses the data fetched from memory. If the compiler cannot find a 
useful instruction to put after the load, it inserts a no-op (no-operation) instruction. This is a type of 
instruction that is fetched from memory but has no operation, thus wastes a clock cycle. This concept of 
delaying thereof the data loaded from memory is referred to as delayed load. 

Figure 3.13(b) shows the same program with a no-op instruction inserted after the load to R2 instruction. 
The data is loaded into R2 in clock cycle 4. The add instruction uses the value of R2 in step 5. Thus the no-
op instruction is used to advance one clock cycle in order to compensate for the data conflict in the pipeline. 
(Note that no operation is performed in segment A during clock cycle 4 or segment E during clock cycle 5.) 
The advantage of the delayed load approach is that the data dependency is taken care of by the compiler 
rather than the hardware. This results in a simpler hardware segment since the segment does not have to 
check if the content of the register being accessed is currently valid or not. 

"������	$�����		

Fig. 3.12 explicitly shows that a branch instruction delays the pipeline operation until the instruction at the 
branch address is fetched. Several techniques for reducing branch penalties were discussed in the preceding 
section. The method used in most RISC processors is to rely on the compiler to redefine the branches so 
that they take effect at the proper time in the pipeline. This method is  known as delayed branch. 

Top 
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There are certain computational problems that can not be resolved by a are beyond the capabilities of a 
conventional computer on the basis of the fact that they require a vast number of computations that will 
take a conventional computer days or even weeks to complete. In many science and engineering 
applications, the problems can be formulated in terms of vectors and matrices that tend themselves to vector 
processing. Computers with vector processing capabilities are very much required in specialized 
applications. The following are representative application areas where vector processing is of the utmost 
importance: 

� Long-range weather forecasting 

� Petroleum explorations 

� Seismic data analysis 

� Medical diagnosis 

� Aerodynamics and space flight simulations 

� Artificial intelligence and expert systems 

� Mapping the human genome 

� Image processing 

Vector and parallel processing techniques should be applied to achieve result of high performance in case 
of unavailability of complex computers to speed up the execution time of instructions.    

Many scientific problems require arithmetic operations on large arrays of numbers. These numbers are 
usually formulated as vectors and matrices of relating point numbers. To examine the difference between a 
conventional scalar processor and a vector processor, consider the following Fortan Do loop: 

 DO  20  I = 1, 100 

 20: C (I) = B(I) + A (I) 

This is a program for adding two vectors A and B of length 100 produces a vector C. 

This is implemented in machine language by the following sequence of  operations: 

  Initialize I = 0 

 20  Read A (I) 

  Read B (I) 

  Store C (I) = A(I) +B (I) 

  Increment I = I +1 

  If I < 100 go to 20 continue 

This constitutes a program loop that reaches a pair of operations from arrays A and B and perform a 
floating point addition. The loop control variable is then updated and the steps repeat 100 times. 

A computer capable of vector processing eliminates the overheads associated with the time it takes to fetch 
and execute the instruction in the program loop. It allows operations to be specified with a single vector 
instructions of the form 
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C (1:100) = A (1: 100) +B (1: 100) 

The vector instructions include the initial address of the operands, the length of the vectors and the 
operation to be performed, all in one composite instruction. The addition is done with a pipelined floating 
point adder. A possible instruction format for a vector instructions is shown Figure 3.14. 
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This is essentially a three address instruction with three fields specifying the base address of the operands 
and an additional field that gives the length of the data items in the vectors. 

�������	

Matrix Multiplication 

Matrix multiplication is one of the most computational intensive operations performed in computers with 
vector processors. The multiplication of two n x n matrices consists of n2 inner products or n3 multiply-add 
operations. An n x m matrix of numbers has n rows and m columns and may be considered as constituting a 
set of n row vectors or a set of m column vectors. Consider, for example, the multiplication of two 3 x 3 
matrices A and B. 

 

The product matrix C is a 3 x 3 matrix whose elements are related to the elements of A and B by the inner 
product: 

kj

3

1k
ikij baC �

=
×=  

 

 

For example, the number in the first row and first column of matrix C is calculated by letting i = 1, j = 1, to 
obtain 

C11 = a11 b11 + a12 b21 + a13 b31 

This requires three multiplications and (after initializing c11 to 0) three additions. The total number of 
multiplications or additions required to compute the matrix product is 9 x 3= 27. If we consider the linked 
multiply-add operation c = a x b as a cumulative operation, the product of two n x n matrices requires n2 
multiply-add operations. The computation consists of n2 inner products, with each inner product requiring n 
multiply-add operations, assuming that c is initialized to zero before computing each element in the product 
matrix.  

In general, the inner product consists of the sum of k product terms of the form 

C = A1B1 + A2 B2 + A3 + B3 + A4 + B4 + … + Ak Bk 
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In a typical application k may be equal to 100 or even 1000. The inner product calculation on a pipeline 
vector processor is shown in Fig. 3.15. The values of A and B are either in memory or in processor 
registers. The floating-point multiplier pipeline and the floating-point adder pipeline are assumed to have 
four segments each. All segment registers in the multiplier and adder are initialized to 0. Therefore, the 
output of the adder is 0 for the first eight cycles until both pipes are full. Ai and Bi pairs are brought in and-
multiplied at a rate of one pair per cycle. After the first four cycles, the products begin to be added to the 
output of the adder. During the next four cycles 0 is added to the products entering the adder pipeline. At 
the end of the eighth cycle, the first four products A1 B1 through A4 B4 are in the four adder segments, and 
the next four products, A5B5 through A8 E8 are in the multiplier segments. At the beginning of the ninth 
cycle, the output of the adder is A1B1 and the output of the multiplier is A5 B5. Thus the ninth cycle starts 
the addition A1 B1 + A5 B5 in the adder pipeline. The tenth cycle starts the addition A2 B2 + A6 B6, and so 
on. This pattern breaks down the summation into four sections as follows: 
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An array processor is a processor that is employed to compute on large arrays of data. The term is used to 
refer to two different types of processors. An attached array processor is an auxiliary processor attached to a 
general purpose computer with the sole purpose of an hence performance of the host computer in specific 
numerical computation tasks. 

Majority of the Processor arrays are based on same principles though their complexity and flexibility may 
differ. Process arras support a particular kind of parallelism often referred to as data-level parallelism, in 
which instructions are executed in sequence, but each instruction is applied to large number of data objects 
in parallel. The type of hardware arrangement which can be used to implement such parallelism has already 
been sketched out. In introducing SIMD systems, it is made cleared that processors based on this principle 
are not viable in a stand-alone mode and are usually attached to a conventional scalar computer acting as a 
host, rather like a sophisticated attached processor.  

The efficiency of such an arrangement depends crucially upon two aspects of communication: 
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� between the host and the processor array 

� within the processor array 

The way in which the host and processor array interact depends on implementation but it is possible to 
provide a general outline of the pattern often used. 

The host makes data available to the processor array by writing to that part of the memory space, which is 
shared between the two. Many instructions that the host processor executes in a ‘parallel’ program are of 
the type, which can be executed by the SISD processor itself; there is no need to delegate these to the 
processor array. Those instructions that implement data parallelism are written to the part of the memory 
which the host shares with the array controller – the instruction buffer. The host processor signals the array 
controller to begin execution of the delegated task after the array processor has been setup with both data 
and instructions., Once completed the array controller replies on a control line to the host, which can read 
the results from the shared data memory area. 

�������	

In the ICL Distributed Array Processor (DAP), the host machine 2900, running under VME/B operating 
system. The array processor has an array of 64 x 64 PEs, each connected to 0.5X local memory, which is 
dual ported to allow access by the host and the PEs.  
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The host processor of the Boroughs Scientific Processor (BSP) is the Boroughs B7821. The array processor 
consists of 16 PEs with a shared-memory of up to 64KB. The interconnection network is a full 16 x 17 
crossbar switch. The scalar processor is within the BSP rather that the host, as in the DAP. 

Within the processor array, the control strategy again depends on the detailed implementation, particularly: 

� sophistication and number of the PEs 

� flexibility of the interconnection network 

The operation of all processor arrays are based on some common principles: a central controller fetches 
each instruction from the instruction buffer and broadcasts control signals to all PEs simultaneously. The 
PEs interpret these signals to operate on local data synchronously. Each PE has access to local memory 
from which it obtains the data to operate on and to which it returns the result when it has completed the 
operation. This provision of memory for each PE is a significant difference between the systolic array and 
this type of processor array. However, there is a fundamental similarity in terms of the method used to 
synchronize PE operation and the relationship between the PEs and the array controller. 

The controller and the PEs share the processing control, each making a contribution within a framework of 
two control mechanisms: 

� Global control: This is a two-way process, with the array controller not only sending out control 
information (broadcasting instructions), but also receiving status information from each PE. Such 
information is the equivalent of the flag register in a simple processor system and is necessary for the 
implementation of conditional branches within the ‘main’ program. There are a number of ways in 
which the controller can acquire this information but both require the PE to maintain what is 
effectively a status flag. These are either read selectively by the controller, or they are all attached via 
a hardwired AND/OR to a control line connected directly to the controller. 

� Local control: Each PE receives the broadcasted instruction and decides whether to execute it or not. 
Again, each PE must make use of a status flag to make this decision. In more complex systems, each 
PE may be given more than this simple binary control over its own operations, by providing it with a 
microprogrammable controller. Then, although the same instruction is received by every PE, it is 
interpreted differently, depending upon the micro-code resident in the local control unit. To 
implement this flexibility, the array controller must download the appropriate micro code to each PE 
at the beginning of a run. There are also synchronization problems. Since each micro-operation 
sequence may be of a different length, the system must have a more sophisticated method of telling 
when each PE has completed the execution. 

Student Activity 3.7 

Answer the following questions. 

1. Draw a space-time diagram for a six-segment pipeline showing the time it takes to process eight tasks. 

2. Determine the number of clock cycles that it takes to process 20 tasks in a six-segment pipeline. 

��� � 
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� Data manipulation instructions perform operations on data and provide the computational capabilities 
for the computer. 

�� A stack is storage device that stores information in such a manner that the item stored last is the first 
item retrieved LIFO. 

�� Program interrupt is used to handle a variety of problems that arise out of normal program sequence. 
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�� A parallel processing system is able to perform concurrent data processing to achieve faster execution 
time. 

�� A pipeline can be visualized as a collection of processing segments through which binary information 
flows. 

�� In engineering applications the problems can be formulated in terms of vectors and matrices that tend 
themselves to vector processing. 
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1. SIMD stands for ___________ instruction stream, multiple data stream.  

2. ____________ control is faster than microprogrammed control. 
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1. single 

2. Hardwired 
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1. Indexing is one of the addressing mode. 

2. MOV X is used to upload instruction in the processor. 
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1. True 

2. False  
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1. In stack the values are stored in ________ form. 

2. __________ is a visualisation of processing segments collection.   
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1. Stack organized processor does not use address field for instructor ADD or MUL. 

2. PSW stands for program stack word. 
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1.  A relative mode branch type of instruction is stored in memory at an address equivalent to decimal 
750. The branch is made to an address equivalent to decimal 500. 
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 (a) What should be the value of the relative address field of the instruction in decimal?  

 (b) Determine the relative address value in binary using 12 bits. 

2.  Write a program to evaluate the arithmetic statement 

 (a) Using a general purpose register with three address instructions. 

 (b) Using an accumulator type computer with one address instruction. 

3.  Perform the logic AND, OR , and XOR with the two binary strings 11011101 and 11001111. 
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Learning Objectives 

After reading this unit you should appreciate the following: 

• Computer Arithmetic 

• Addition and Subtraction 

• Multiplication Algorithms 

• Division Algorithms 

• Floating Point Arithmetic Operations 

• Decimal Arithmetic Unit 

• Decimal Arithmetic operations 

• Peripheral Devices 

• Input Output Interface 

• Asynchronous Data Transfer 

• Modes of Transfer 

• Priority Interrupt 
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• Direct Memory Access 

• Input Output Processors (IOP) 

• Serial Communication 

• Multiprocessors and their characteristics 

• Interconnection Structures 

• Interprocess Arbitration 

• Interprocessor communication and Sychronisation 

• Cache Coherence 
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Data is manipulated by using the arithmetic instructions in digital computers. Data is manipulated to 
produce results necessary to give solution for the computation problems. The Addition, subtraction, 
multiplication and division are the four basic arithmetic operations. If we want then we can derive other 
operations by using these four operations. 

To execute arithmetic operations there is a separate section called arithmetic processing unit in central 
processing unit. The arithmetic instructions are performed generally on binary or decimal data. Fixed-point 
numbers are used to represent integers or fractions. We can have signed or unsigned negative numbers. 
Fixed-point addition is the simplest arithmetic operation.  

If we want to solve a problem then we use a sequence of well-defined steps. These steps are collectively 
called algorithm. To solve various problems we give algorithms. 

 In order to solve the computational problems, arithmetic instructions are used in digital computers that 
manipulate data. These instructions perform arithmetic calculations. And these instructions perform a great 
activity in processing data in a digital computer. As we already stated that with the four basic arithmetic 
operations addition, subtraction, multiplication and division, it is possible to derive other arithmetic 
operations and solve scientific problems by means of numerical analysis methods. 

A processor has an arithmetic processor(as a sub part of it) that executes arithmetic operations. The data 
type, assumed to reside in processor, registers during the execution of an arithmetic instruction. Negative 
numbers may be in a signed magnitude or signed complement representation. There are three ways of 
representing negative fixed point - binary numbers signed magnitude, signed 1’s complement or signed 2’s 
complement. Most computers use the signed magnitude representation for the mantissa.  

Top 
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We showed that the adopted representation for negative numbers refers to the representation of number of 
the registers before and after the execution of the arithmetic operation. It does not imply that we cannot use 
complement arithmetic in an intermediate step. For example, it is easier to use complement arithmetic when 
we are doing a subtraction operation with number in signed magnitude representation. As long as the initial 
minuend and subtrahend, as well as the final difference, are in signed magnitude from the fact that 
complements have been used in an intermediate step does not alter the fact that the representation is in 
signed magnitude. 
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We designate the magnitude of the two numbers by A and B. Where the signed numbers are added or 
subtracted, we find that there are eight different conditions to consider, depending on the sign of the 
numbers and the operation performed. These conditions are listed in the first column of Table 4.1. The 
other columns in the table show the actual operation to be performed with the magnitude of the numbers. 
The last column is needed to present a negative zero. In other words, when two equal numbers are 
subtracted, the result should be +0 not  -0. 

The algorithms for addition and subtraction are derived from the table and can be stated as follows (the 
words parentheses should be used for the subtraction algorithm). 
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When the signs of A and B are same, add the two magnitudes and attach the sign of result is that of A. 
When the signs of A and B are not same, compare the magnitudes and subtract the smaller number from the 
larger. Choose the sign of the result to be the same as A, if A > B or the complement of the sign of A if A < 
B. If the two magnitudes are equal, subtract B from A and make the sign of the result will be positive.  
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To implement the two arithmetic operations with hardware, it is first necessary that the two numbers be 
stored in registers. Let A and B be two registers that keeps the magnitudes of the numbers, and As and Bs 
be two flip-flops that hold the corresponding signs. The result of the operation may be transferred into A 
and As. Thus an accumulator register is formed by A and As. 

Consider now the hardware implementation of the algorithm above. First, we need a parallel-adder to 
perform the microoperation A + B. Second, a comparator circuit is needed to establish whether A > B, A = 
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B, or A > B. Third, we need two parallel-subtractor circuits to perform the microoperations A – B and B – 
A. The sign relationship can be obtained from an exclusive OR gate with As and Bs as inputs. 

Hence we require a magnitude comparator, an adder, and two subtractors. But there is a different procedure 
that requires less equipment. First, we know that subtraction can be accomplished by means of complement 
and add. Second, the result of a comparison can be determined from the end carry after subtraction. Careful 
investigation of the alternatives suggests that the use of 2’s complement for subtraction and comparison is 
an efficient procedure and we require only an adder and a complementer. 

Figure 4.1 shows a block diagram of the hardware for implementing the addition and subtraction 
operations. It has registers A and B and flip-flop A5 and B5 are used for sign. We perform subtraction by 
adding A to the 2’s complement of B. The output carry is loaded into flip-flop E, where it can be checked to 
discover the relative magnitudes of the two numbers. The add-overflow flip-flop AVF contains the 
overflow bit for addition of A and B. The A register provides other micro-operations that may be needed 
when we specify the sequence of steps in the algorithm. 

The operation A+ B is done through the parallel adder. The S (sum) output of the adder becomes to the 
input of the A register. The complementer gives an output of B or the complement of B depending or the 
state of the mode control M. The complement consists of XOR gates and the parallel adder consists of full-
adder circuits. The M signal is also applied to the input carry of the adder. When M = 0, the output of B is 
transferred to the adder, the input carry is 0, and the output of the adder is equal to the sum A + B. When M 
= 1, the 1’s complement of B is applied to the adder, the input carry is 1, and output S = A + B + 1. This is 
equal to A plus the 2’s complement of B, which is equivalent to the subtraction A – B. 

�

��������	
���������������������������������������������������

��������������	 �

We compare the signs of As and Bs by an exclusive-OR gate. If we get 0 output, the signs are identical and 
if it is 1, the signs are different. For an add operation, identical signs dictate that the magnitudes be added. 
For a subtract operation, different signs tells that the magnitudes be added. The magnitudes are added with 
a microoperation EA �A + B, where EA is register that consists of  E and A. The carry in E after the 
addition constitutes an overflow if it is equal to 1. The value of E is transferred into the add-overflow flip-
flop AVF.  

We subtract the two magnitudes if the signs are different for an add operation or identical for a subtract 
operation. The magnitudes are subtracted by adding A to the 2's complement of B. No overflow can occur 
if the numbers are subtracted so AVF is cleared to 0. A 1 in E tells that A > B. and the number in A 
contains the correct result. If A contains a zero, the sign As, must be made positive to avoid a negative zero. 

A register 

Parallel adder 

Complementer 

B register B5 

AVF 

E 

A5 
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A 0 in E indicates that A < B. For this case it is necessary to take the 2's complement of the value in A. This 
operation can be done with one microoperation A + 1. However, we assume that the A register has circuits 
for microoperations complement and increment, so the 2's complement is obtained from these two 
microoperations. In other paths of the flowchart, the sign of the result is the same as the sign of A, so no 
change in As is required. However, when A < B, the sign of the result is the complement of the original 
sign of A. It is then necessary to complement As, to obtain the correct sign. The final is found in register A 
and its sign in As. The value in AVF provides an overflow indication. The final value of E is immaterial. 
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The signed-2's complement representation of numbers together with arithmetic algorithms for addition and 
subtraction. They are summarized here. The leftmost bit of a binary number represents the sign : 0 to denote 
to denote positive and 1 to denote negative. If the sign bit is 1, then we represent number in 2's complement 
form. Thus + 33 is represented as 00100000 and -33 as 11011110. Note that 11011110 is the 2's 
complement of 00100000, and vice versa. 

The addition of two numbers in signed 2's complement form by adding the numbers with the sign bits 
treated the same as the other bits of the number. We discard the carry of the sign-bit position. The 
subtraction consists of first taking the 2's complement of the subtrahend and then adding it to the minuend. 

When we add two numbers of n digits then the sum occupies n + 1 digits, in this case an overflow occurs. 
The effect of an overflow on the sum of two signed 2's complement numbers has been discussed already. 

Subtract Operation Add Operation 

 
Minuend in A  

Subtrahend in B   
Augend in A  
Addend in B  

=1 =0 

 

A ← A + 1 
A5 ← A5 

END 
(result is in A and As) 

A5 ← 0 
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We can detect an overflow by inspecting the last two carries of the addition. When the two carries are 
applied to an exclusive-OR gate, the overflow is detected when the output of the gate is equal to 1. 

The register configuration for the hardware implementation is given in Fig. 4.3. This is the same 
configuration as in Fig. 4.1 except that the sign bits are not separated from the rest of the registers. We call 
the A register AC (accumulator) and the B register BR. The two sign bits are added or subtracted together 
with the other bits in the complementer and parallel adder. The overflow flip-flop V is set to 1 if there is an 
overflow. The output carry in this case is discarded. 

The algorithm for adding and subtracting two binary numbers in signed 2's complement representation is 
shown in the flowchart of Figure 4.4. We obtain the sum by adding the contents of AC and BR (including 
their sign bits). The overflow bit V is set to 1 if the exclusive OR of the last two carries is 1, otherwise it is 
cleared. The subtraction operation is performed by adding the content of AC to the 2's complement of BR. 
Taking the 2's complement of BR has the effect of changing a positive number to negative, and vice versa. 
We have to check an overflow during this operation because the two numbers added may have the same 
sign. It should be noted that if an overflow occurs, there is an erroneous result in the AC register. 
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If we compare this algorithm with its signed-magnitude part, we note that it is much simpler to add and 
subtract numbers if we keep negative numbers in signed 2's complement representation. Therefore most 
computers adopt this representation over the more familiar signed-magnitude. 
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Student Activity 4.1 

Before reading the next section, answer the following questions. 

1. Perform the arithmetic operations with binary numbers given below and with negative numbers in 
signed 2’s complement representation. Use seven bits to accommodate each number together with its 
sign.  

a. (+ 15 ) + ( + 14) 

b. (- 15) + (- 14) 

c. (- 15) + ( + 14 ) 

2. Describe the hardware algorithm for addition with an example. 

If your answers are correct, then proceed to the next section. 

Top 
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Multiplication of two fixed-point binary numbers in signed magnitude representation is done with paper 
and pencil by a process of successive shift and add operations. This process is best illustrated with a 
numerical example: 

23 10111  Multiplicand 
19   x 10011  Multiplier 
 10111 
         10111 
    00000 
 00000   

      10111 
 437     110110101 Product 

This process looks at successive bits of the multiplier, least significant bit first. If the multiplier bit is 1, the 
multiplicand is copied as it is; otherwise, we copy zeros. Now we shift numbers copied down one position 
to the left from the previous numbers. Finally, the numbers are added and their sum produces the product. 

��������	 
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When multiplication is implemented in a digital computer, we change the process slightly. Here, instead of 
providing registers to store and add simultaneously as many binary numbers as there are bits in the 
multiplier, it is convenient to provide an adder for the summation of only two binary numbers, and 
successively accumulate the partial products in a register. Second, instead of shifting the multiplicand to 
left, the partial product is shifted to the right, which results in leaving the partial product and the 
multiplicand in the required relative positions. Now, when the corresponding bit of the multiplier is 0, there 
is no need to add all zeros to the partial product since it will not alter its value. 

The hardware for multiplication consists of the equipment given in Figure 4.5. The multiplier is stored in 
the register and its sign in Qs. The sequence counter SC is initially set bits in the multiplier. After forming 
each partial product the counter is decremented. When the content of the counter reaches zero, the product 
is complete and we stop the process. 
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Figure 4.6 is a flowchart of the hardware multiplication algorithm. In the beginning, the multiplicand is in 
B and the multiplier in Q. Their corresponding signs are in Bs and Qs respectively. We compare the signs of 
both A and Q and set to corresponding sign of the product since a double-length product will be stored in 
registers A and Q. Registers A and E are cleared and the sequence counter SC is set to the number of bits of 
the multiplier. Since an operand must be stored with its sign, one bit of the word will be occupied by the 
sign and the magnitude will consist of n-1 bits. 

Now, the low order bit of the multiplier in Qn is tested. If it is 1, the multiplicand (B) is added to present 
partial product (A), 0 otherwise. Register EAQ is then shifted once to the right to form the new partial 
product. The sequence counter is decremented by 1 and its new value checked. If it is not equal to zero, the 
process is repeated and a new partial product is formed. When SC = 0 we stops the process. 
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If the numbers are represented in signed 2’s complement then we can multiply them by using Booth 
algorithm. In fact the strings of 0's in the multiplier need no addition but just shifting, and a string of l's in 
the multiplier from bit weight 2k to weight 2m can be treated as 2k+1 - 2m. For example, the binary number 
001111 (+15) has a string of 1's from 23 to 20(k = 3, m = 0). 
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The number can be represented as 2k+1 – 2m = 24- 20= 16 - 1 = 15. Therefore, the multiplication M x 14, 
where M is the multiplicand and 14 the multiplier may be computed as M x 24 - M x 21. That is, the product 
can be obtained by shifting the binary multiplicand M four times to the left and subtracting M shifted left 
once. 

Booth algorithm needs examination of the multiplier bits and shifting of the partial product. Prior to the 
shifting, the multiplicand added to the partial product, subtracted from the partial product, or left unchanged 
by the following rules: 

1. The multiplicand is subtracted from the partial product when we get the first least significant 1 in a 
string of 1's in the multiplier. 

2. The multiplicand is added to the partial product when we get the first Q (provided that there was a 
previous 1) in a string of 0's in the multiplier. 

3. The partial product does not change when the multiplier bit is the same as the previous multiplier bit. 

The algorithm applies to both positive and negative multipliers in 2's complement representation. This is 
because a negative multiplier ends with a string of l's and the last operation will be a subtraction of the 
appropriate weight. For example, a multiplier equal to -14 is represented in 2's complement as 110010 and 
is treated as -24 + 22 - 21 = -14. 

The hardware implementation of Booth algorithm requires the register configuration shown in Figure 
4.7(a). Qn represents the least significant bit of the multiplier in register QR. An extra flip-flop Qn+1 is 
appended to QR to provide a double bit inspection of the multiplier. The flowchart for Booth algorithm is 
shown in Figure 4.7(b). AC and the appended bit Qn+1 are initially set to 0 and the sequence counter SC is 
set to a number n equal to the number of bits in the multiplier. The two bits of the multiplier in Qn and Qn+1 

are inspected. If the two bits are 10, it means that the first 1 in a string of 1's has been encountered. This 
needs a subtraction of the multiplicand from the partial product in AC. If the two bits are equal to 01. It 
means that the first 0 in a string of 0's has been encountered. This needs the addition of the multiplicand to 
the partial product in AC. When the two bits are equal, the partial product does not change. An overflow 
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cannot occur because the addition and subtraction of the multiplicand follow each other. Hence, the two 
numbers that are added always have opposite sign, a condition that excludes an overflow. Next step is to 
shift right the partial product and the multiplier (including bit Qn+1). This is an arithmetic shift right (ashr) 
operation which shifts AC and QR to the right and leaves the sign bit in AC same The sequence counter 
decrements and the computational loop is repeated n times. 
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A numerical example of Booth algorithm is given in Table 4.3 for n = 5. It gives the multiplication of (-9) x 
(-13) = +117. Note that the multiplier in QR is negative and that the multiplicand in BR is also negative. 
The 10-bit product appears in AC. The final value of Qn+1 is the original sign bit of the multiplier and 
should not be taken as part of the product. 
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To check the bits of the multiplier one at a time and forming partial products is a sequential operation 
requiring a sequence of add and shift micro-operations. The multiplication of two binary numbers can be 
done with one micro-operation by using combinational circuit that forms the product bits all at once. 

This is a fast way since all it takes is the time for the signals to propagate through the gates that form the 
multiplication array. However, an array multiplier requires a large number of gates, and so it is not an 
economical unit for the development of ICs. 

Now we see how an array multiplier is implemented with a combinational circuit. Consider the 
multiplication of two 2-bit numbers as shown in Fig. 4.8. The multiplicand bits are b1 and b0, the multiplier 
bits are a1 and a0, and the product is c3 c2 c1 c0. The first partial product is obtained by multiplying a0 by 
b1b0. The multiplication of two bits gives a 1 if both bits are 1; otherwise, it produces a 0. This is identical 
to an AND operation and can we implement it with an AND gate. As shown in the diagram, the first partial 
product is formed by means of two AND gates. The second partial product is formed by multiplying a1 by 
b1b0 and is shifted one position to the left. The two partial products are added with two half-adder (HA) 
circuits. Usually, there are more bits in the partial products and it will be necessary to use full-adders to 
produce the sum. Note that the least significant bit of the product does not have to go through an adder 
since it is formed by the output of the first AND gate. 

A combinational circuit binary multiplier with more bits can be constructed in a similar fashion. A bit of the 
multiplier is ANDed with each bit of the multiplicand in as many levels as there are bits in the multiplier. 
The binary output in each level AND gates is added in parallel with the partial product of the previous level 
to form a new partial product. The last level produces the product. For j multiplier bits and k multiplicand 
bits we need j * k AND gates and (j – 1) k-bit adders to produce a product of j + k bits. 
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As a second example, consider a multiplier circuit that multiplies a binary number of four bits with a 
number of three bits. Let the multiplicand be represented by b3b2b1b0 and the multiplier by a2a1a0. Since k=4 
and j=3, we need 12 AND gates and two 4-bit adders to produce a product of seven bits. The logic diagram 
of the multiplier is shown in Figure 4.9. 
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Student Activity 4.2   

Before reading the next section, answer the following questions. 

1. Multiply the following numbers using Booth Multiplication algorithm (show all steps). 

a. + 14 * – 13 

b. - 14 * + 13 

use  5-bit registers 

2. Design a 2-bit multiplier by 3 bit array multiplier. 

If your answers are correct, then proceed to the next section. 

Top 
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Division of two fixed-point binary numbers in signed magnitude representation is performed with paper and 
pencil by a process of successive compare, shift and subtract operations. Binary division is much simpler 
than decimal division because here the quotient digits are either 0 or 1 and there is no need to estimate how 

c6 c5 c4 c3 c2 c1 c0 
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many times the dividend or partial remainder fits into the divisor. The division process is described in 
Figure 4.10. The divisor B has five bits and the dividend A has ten. 
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The devisor is compared with the five most significant bits of the dividend. Since the 5-bit number is 
smaller than B, we again repeat the same process. Now the 6-bit number is greater than B, so we place a 1 
for the quotient bit in the sixth position above the dividend. Now we shift the divisor once to the right and 
subtract it from the dividend. The difference is known as a partial remainder because the division could 
have stopped here to obtain a quotient of 1 and a remainder equal to the partial remainder. Comparing a 
partial remainder with the divisor continues the process. If the partial remainder is greater than or equal to 
the divisor, the quotient bit is equal to 1. The divisor is then shifted right and subtracted from the partial 
remainder. If the partial remainder is smaller than the divisor, the quotient bit is 0 and no subtraction is 
needed. The divisor is shifted once to the right in any case. Obviously the result gives both a quotient and a 
remainder. 
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In hardware implementation for signed-magnitude data in a digital computer, it is convenient to change the 
process slightly. Instead of shifting the divisor to the right, two dividends, or partial remainders, are shifted 
to the left, thus leaving the two numbers in the required relative position. Subtraction is achieved by adding 
A to the 2's complement of B. End carry gives the information about the relative magnitudes. 

The hardware required is identical to that of multiplication. Register EAQ is now shifted to the left with 0 
inserted into Qn and the previous value of E is lost. The example is given in Figure 4.10 to clear the 
proposed division process. The divisor is stored in the B register and the double-length dividend is stored in 
registers A and Q. The dividend is shifted to the left and the divisor is subtracted by adding its 2's 
complement value. E keeps the information about the relative magnitude. A quotient bit 1 is inserted into 
Qn and the partial remainder is shifted to the left to repeat the process when E = 1. If E = 0, it signifies that 
A < B so the quotient in Qn remains a 0 (inserted during the shift). To restore the partial remainder in A the 
value of B is then added to its previous value. The partial remainder is shifted to the left and the process is 
repeated again until we get all five quotient-bits. Note that while the partial remainder is shifted left, the 
quotient bits are shifted also and after five shifts, the quotient is in Q and A has the final remainder. 
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Before showing the algorithm in flowchart form, we have to consider the sign of the result and a possible 
overflow condition. The sign of the quotient is obtained from the signs of the dividend and the divisor. If 
the two signs are same, the sign of the quotient is plus. If they are not identical, the sign is minus. The sign 
of the remainder is the same as that of the dividend.  
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An overflow may occur in the division operation, which may be easy to handle if we are using paper and 
pencil but is not easy when are using hardware. This is because the length of registers is finite and will not 
hold a number that exceeds the standard length. To see this, let us consider a system that has 5-bit registers. 
We use one register to hold the divisor and two registers to hold the dividend. From the example of Figure 
4.12, the quotient will consist of six bits if the five most significant bits of the dividend constitute a number 
greater than the divisor. The quotient is to be stored in a standard 5-bit register, so the overflow bit will 
require one more flip-flop for storing the sixth bit. This divide-overflow condition must be avoided in 
normal computer operations because the entire quotient will be too long for transfer into a memory unit that 
has words of standard length, that is, the same as the length of registers. Provisions to ensure that this 
condition is detected must be included in either the hardware or the software of the computer, or in a 
combination of the two. 

When the dividend is twice as long as the divisor, we can understand the condition for overflow as follows: 

A divide-overflow occurs if the high-order half bits of the dividend makes a number greater than or equal to 
the divisor. Another problem associated with division is the fact that a division by zero must be avoided. 
The divide-overflow condition takes care of this condition as well. This occurs because any dividend will 
be greater than or equal to a divisor, which is equal to zero. Overflow condition is usually detected when a 
special flip-flop is set. We will call it a divide-overflow flip-flop and label it DVF. 
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The hardware divide algorithm is given in Figure 4.12. A and Q contain the dividend and B has the divisor. 
The sign of the result is transferred into Q. A constant is set into the sequence counter SC to specify the 
number of bits in the quotient. As in multiplication, we assume that operands are transferred to registers 
from a memory unit that has words of n bits. Since an operand must be stored with its sign, one bit of the 
word will be occupied by the sign and the magnitude will have n-1 bits. 

We can check a divide-overflow condition by subtracting the divisor (B) from half of the bits of the 
dividend stored (A). If A<B, the divide-overflow occur and the operation is terminated. If A ≥ B, no divide 
overflow occurs and so the value of the dividend is restored by adding B to A. 

The division of the magnitudes begins by shifting the dividend in AQ to the left with the high-order bit 
shifted into E. If the bit shifted into E is 1, we know that EA>B because EA consists of 1 followed by n-1 
bits while B consists of only n-1 bits. In this case, B must be subtracted from EA and 1 inserted into Qn for 
the quotient bit. Since in register A, the high-order bit of the dividend (which is in E) is missing, its value is 
EA – 2n-1. Adding to this value the 2’s complement of B results in: 

(EA – 2n-1) + (2n-1–B) = EA – B 

If we want E to remain a 1, the carry from this addition is not transferred to E. If the shift-left operation 
inserts a 0 into E, we subtract the divisor by adding its 2’s complement value and the carry is transferred 
into E. If E=1, it shows that A< B, therefore Qn is set. If E = 0, it signifies that A < B and the original 
number is restored by B + A. In the latter case we leave a 0 in Qn. 

We repeat this process with register A holding the partial remainder. After n-1 loops, the quotient 
magnitude is stored in register Q and the remainder is found in register A. The quotient sign is in Qs and 
the sign of the remainder is in As. 
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The hardware method just seen is known as the restoring method. This name is given because adding the 
divisor to the negative difference restores the partial remainder. Two other methods are there for dividing 
numbers - the comparison method and the non-restoring method. In the comparison method A and B are 
compared prior to the subtraction operation. Then if A > B, B is subtracted from A. If A < B nothing is 

END 
(Divide overflow)  

 

 

 

 

 

  

END 
(Quotient is in Q 

remainder is in A) 
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done. The partial remainder is shifted left and the numbers are compared again. The comparison can be 
determined prior to the subtraction by inspecting the end-carry out of the parallel-adder prior to its transfer 
to register E. 

In the non-restoring method, B is not added if the difference is negative and, the negative difference is 
shifted left and then B is added. Let us see why this is possible. Consider the case when A < B. From the 
flowchart in Fig. 4.12 we find that the operations performed are A – B + B; that is B is subtracted and then 
added to restore A. In next loop, this number is multiplied by 2 and B is subtracted again. This method 
leaves A – B as it is. The next time around the loop, the number is shifted left and B added to give 2 (A – 
B) + B = 2A – B, which is the same as before. Thus, in the non-resorting method, B is subtracted if the 
previous value of Qn is 1, but B is added if the previous value of Qn is a 0 and not restoring if the partial 
remainder is required. This process saves the step of adding the divisor if A is less than B, but it needs 
special control logic to remember the previous result. The first time the dividend is shifted, B must be 
subtracted. Also, if the last bit of the quotient is 0, the partial remainder must be restored to obtain the 
correct final remainder 

Student Activity 4.3 

Before you proceed to the next section, answer the following questions. 

1. Divide 0110000010 by 10001. 

2. Describe the flow-chart of division algorithm. 

If your answers are correct, then proceed to the next section. 

Top 
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In many high-level programming languages we have a facility for specifying floating-point numbers. The 
most common way is by a real declaration statement. High level programming languages must have a 
provision for handling floating-point arithmetic operations. The operations are generally built in the internal 
hardware. If no hardware is available, the compiler must be designed with a package of floating-point 
software subroutine. Although the hardware method is more expensive, it is much more efficient than the 
software method. Therefore, floating- point hardware is included in most computers and is omitted only in 
very small ones. 

"�������������������

There are two part of a floating-point number in a computer - a mantissa m and an exponent e. The two 
parts represent a number generated from multiplying m times a radix r raised to the value of e. Thus 

     m x re 

The mantissa may be a fraction or an integer. The position of the radix point and the value of the radix r are 
not included in the registers. For example, assume a fraction representation and a radix 10. The decimal 
number 537.25 is represented in a register with m = 53725 and e = 3 and is interpreted to represent the 
floating-point number 

    .53725 x 103 

A floating-point number is said to be normalized if the most significant digit of the mantissa in nonzero. So 
the mantissa contains the maximum possible number of significant digits. We cannot normalize a zero 
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because it does not have a nonzero digit. It is represented in floating-point by all 0’s in the mantissa and 
exponent. 

Floating-point representation increases the range of numbers for a given register. Consider a computer with 
48-bit words. Since one bit must be reserved for the sign, the range of fixed-point integer numbers will be + 
(247 – 1), which is approximately + 1014. The 48 bits can be used to represent a floating-point number with 
36 bits for the mantissa and 12 bits for the exponent. Assuming fraction representation for the mantissa and 
taking the two sign bits into consideration, the range of numbers that can be represented is  

     + (1 – 2-35) x 22047 

This number is derived from a fraction that contains 35 1’s, an exponent of 11 bits (excluding its sign), and 
because 211–1 = 2047. The largest number that can be accommodated is approximately 10615. The mantissa 
that can accommodated is 35 bits (excluding the sign) and if considered as an integer it can store a number 
as large as (235 –1). This is approximately equal to 1010, which is equivalent to a decimal number of 10 
digits. 

Computers with shorter word lengths use two or more words to represent a floating-point number. An 8-bit 
microcomputer uses four words to represent one floating-point number. One word of 8 bits are reserved for 
the exponent and the 24 bits of the other three words are used in the mantissa. 

Arithmetic operations with floating-point numbers are more complicated than with fixed-point numbers. 
Their execution also takes longer time and requires more complex hardware. Adding or subtracting two 
numbers requires first an alignment of the radix point since the exponent parts must be made equal before 
adding or subtracting the mantissas. We do this alignment by shifting one mantissa while its exponent is 
adjusted until it becomes equal to the other exponent. Consider the sum of the following floating-point 
numbers: 

     .5372400 x 102 

             + .1580000 x 10-1   

It is necessary to make two exponents be equal before the mantissas can be added. We can either shift the 
first number three positions to the left, or shift the second number three positions to the right. When we 
store the mantissas in registers, shifting to the left causes a loss of most significant digits. Shifting to the 
right causes a loss of least significant digits. The second method is preferable because it only reduces the 
accuracy, while the first method may cause an error. The usual alignment procedure is to shift the mantissa 
that has the smaller exponent to the right by a number of places equal to the difference between the 
exponents. Now, the mantissas can be added. 

 

     . 5372400 x 102 
              +. 0001580 x 102 
     . 5373980 x 102 

When two normalized mantissas are added, the sum may contain an overflow digit. An overflow can be 
corrected easily by shifting the sum once to the right and incrementing the exponent. When two numbers 
are subtracted, the result may contain most significant zeros as shown in the following example: 

     .56780 x 105 
                - .56430 x 105 

.00350 x 105  

An underflow occurs if a floating-point number that has a 0 in the most significant position of the mantissa. 
To normalize a number that contains an underflow, we shift the mantissa to the left and decrement the 
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exponent until a nonzero digit appears in the first position. Here, it is necessary to shift left twice to obtain 
.35000 x 103. In most computers a normalization procedure is performed after each operation to ensure that 
all results are in a normalized form. 

Floating-point multiplication and division need not do an alignment of the mantissas. Multiplying the two 
mantissas and adding the exponents can form the product. Dividing the mantissas and subtracting the 
exponents perform division. 

The operations done with the mantissas are the same as in fixed-point numbers, so the two can share the 
same registers and circuits. The operations performed with the exponents are compared and incremented 
(for aligning the mantissas), added and subtracted (for multiplication) and division), and decremented (to 
normalize the result). We can represent the exponent in any one of the three representations - signed-
magnitude, signed 2’s complement or signed 1’s complement. 

A is a fourth representation also, known as a biased exponent. In this representation, the sign bit is removed 
from beginning to form a separate entity. The bias is a positive number that is added to each exponent as 
the floating-point number is formed, so that internally all exponents are positive. The following example 
may clarify this type of representation. Consider an exponent that ranges from –50 to 49. Internally, it is 
represented by two digits (without a sign) by adding to it a bias of 50. The exponent register contains the 
number e + 50, where e is the actual exponent. This way, the exponents are represented in registers as 
positive numbers in the range of 00 to 99. Positive exponents in registers have the range of numbers from 
99 to 50. The subtraction pf 50 gives the positive values from 49 to 0. Negative exponents are represented 
in registers in the range of –1 to –50. 

Biased exponents have the advantage that they contain only positive numbers. Now it becomes simpler to 
compare their relative magnitude without bothering about their signs. Another advantage is that the smallest 
possible biased exponent contains all zeros. The floating-point representation of zero is then a zero mantissa 
and the smallest possible exponent. 
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The register configuration for floating-point operations is shown in figure 4.13. As a rule, the same registers 
and adder used for fixed-point arithmetic are used for processing the mantissas. The difference lies in the 
way the exponents are handled. 

The register organization for floating-point operations is shown in Fig. 4.13. Three registers are there, BR, 
AC, and QR. Each register is subdivided into two parts. The mantissa part has the same uppercase letter 
symbols as in fixed-point representation. The exponent part may use corresponding lower-case letter 
symbol. 
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Assuming that each floating-point number has a mantissa in signed-magnitude representation and a biased 

exponent. Thus the AC has a mantissa whose sign is in As, and a magnitude that is in A. The diagram 

shows the most significant bit of A, labeled by A1. The bit in his position must be a 1 to normalize the 

number. Note that the symbol AC represents the entire register, that is, the concatenation of As, A and a. 

In the similar way, register BR is subdivided into Bs, B, and b and QR into Qs, Q and q. A parallel-adder 

adds the two mantissas and loads the sum into A and the carry into E. A separate parallel adder can be used 

for the exponents. The exponents do not have a district sign bit because they are biased but are represented 

as a biased positive quantity. It is assumed that the floating-point number are so large that the chance of an 

exponent overflow is very remote and so the exponent overflow will be neglected. The exponents are also 

connected to a magnitude comparator that provides three binary outputs to indicate their relative magnitude.  

The number in the mantissa will be taken as a fraction, so they binary point is assumed to reside to the left 

of the magnitude part. Integer representation for floating point causes certain scaling problems during 

multiplication and division. To avoid these problems, we adopt a fraction representation. 

The numbers in the registers should initially be normalized. After each arithmetic operation, the result will 

be normalized. Thus all floating-point operands are always normalized. 

�
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During addition or subtraction, the two floating-point operands are kept in AC and BR. The sum or 

difference is formed in the AC. The algorithm can be divided into four consecutive parts: 

1.  Check for zeros. 

2.  Align the mantissas. 

3.  Add or subtract the mantissas 

4.  Normalize the result 

A floating-point number cannot be normalized, if it is 0. If this number is used for computation, the result 

may also be zero. Instead of checking for zeros during the normalization process we check for zeros at the 

beginning and terminate the process if necessary. The alignment of the mantissas must be carried out prior 

to their operation. After the mantissas are added or subtracted, the result may be un-normalized. The 

normalization procedure ensures that the result is normalized before it is transferred to memory. 
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For adding or subtracting two floating-point binary numbers, if BR is equal to zero, the operation is 

stopped, with the value in the AC being the result. If AC = 0, we transfer the content of BR into AC and 

also complement its sign we have to subtract the numbers. If neither number is equal it to zero, we proceed 

to align the mantissas. 

The magnitude comparator attached to exponents a and b gives three outputs, which show their relative 

magnitudes. If the two exponents are equal, we go to perform the arithmetic operation. If the exponents are 

not equal, the mantissa having the smaller exponent is shifted to the right and its exponent incremented. 

This process is repeated until two exponents are equal. 

The addition and subtraction of the two mantissas is similar to the fixed-point addition and subtraction 

algorithm presented in Fig. 4.14. The magnitude part is added or subtracted depends on the operation and 

the signs of the two mantissas. If an overflow occurs when the magnitudes are added, it is transferred into 

flip-flop E. If E = 1, the bit is transferred into A1 and all other bits of A are shifted right. The exponent must 

be incremented so that it can maintain the correct number. No underflow may occur in this case this is 

because the original mantissa that was not shifted during the alignment was already in a normalized 

position. 

If the magnitudes were subtracted, there may be zero or may have an underflow in the result. If the 

mantissa is equal to zero the entire floating-point number in the AC is cleared to zero. Otherwise, the 

mantissa must have at least one bit that is equal to 1. The mantissa has an underflow if the most significant 

bit in position A1, is 0. In that case, the mantissa is shifted left and the exponent decremented. The bit in A1 

is checked again and the process is repeated until A1 = 1. When A1 = 1, the mantissa is normalized and the 

operation is completed. 
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The multiplication of two floating-point numbers requires multiplying the mantissas and adding the 
exponents. There is no need of comparison of exponents or alignment of mantissas. The multiplication of 
the mantissas is done in the same way as in fixed-point to provide a double-precision product. The double-
precision answer is used in fixed–point numbers to increase the accuracy of the product. In floating-point, 
the range of a single–precision combined with the exponent is usually accurate enough. So the half most 
significant bits of the mantissa product and the exponent are taken together to form a single-precision 
floating-point product. 

We divide the multiplication algorithm into four parts:  
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1.  Check for zeros. 

2.  Addition of the exponents 

3.  Multiplication of the mantissas 

4.  Normalization of the product 

We can carry out steps 2 and 3 simultaneously if we have separate adders available for the mantissas and 
exponents respectively. 

Floating point multiplication is given in Figure 4.15. The two operands are checked whether they contain a 
zero. If either operand is zero, then product is zero and AC is cleared to 0. If neither of the operands is 
equal to zero, the process continues with the exponent addition. 

The exponent of the multiplier is in q and the adder is between exponents a and b. We need to transfer the 
exponents from q and a, add the two exponents and transfer the sum into a. Since both exponents are biased 
by the addition of a contract, the exponents’ sum will have double this bias. We obtain the correct biased 
exponents for the product by subtracting the bias number from the sum. 
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The division algorithm has five parts: 

1. Check for zero.  

2. Initialize registers and evaluate the sign 

3. Align the dividend 

4. Subtract the exponents 

5. Divided the mantissas 

The flowchart for floating-point division is given in Fig. 4.16. The two operands are checked for zero. If the 
division is zero, it shows an attempt to divide by zero, which is illegal. So the operation is terminated with 
an error message. An alternative procedure would be set the quotient in QR to the most positive (if the 
divided is negative). If the dividend in AC is zero, the quotation in QR is made zero and the operation 
terminates. 

If the operands are not zero, we determine the sign of the quotient and store it in Qs. The sign of the 
dividend in As, is left unchanged to be the sign of the remainder. The Q register is cleared and the sequence 
counter SC is set to a number equal to the number of bits in the quotient. 

The proper dividend alignment requires that the fraction division test. The carry in E tells their relative 
magnitude. The dividend fraction is restored to its original value by adding the divisor. If A < B, we need to 
shift A once to the right and increment the dividend exponent. This alignments ensure that A < B, since 
both operands are normalized. 

Now, the divisor exponent is subtracted from the dividend exponent. Since both exponents were originally 
biased, the subtraction operation gives the difference without the bias. The bias is often added and the result 
transferred into q because the quotient is stored in QR. 
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Student Activity 4.4  
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Before reading the next section, answer the following questions. 

1. Why floating-point number operations are more complicated than fixed-point number operations? 

2. What is the advantage obtained exponent? 

3. Describe addition algorithm for floating-point numbers with an example. 

If your answers are correct, then proceed to the next section. 

Top 
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The user of a computer input data in decimal numbers and receives output in decimal form. But a CPU with 
an ALU can perform arithmetic micro-operations only on binary data. To perform arithmetic operations 
with decimal data, it is necessary to convert the input decimal numbers to binary, to perform all calculations 
with binary numbers, and to convert the results into decimal. This may be an efficient method in 
applications requiring a large number of calculations and a relatively smaller amount of input and output 
data. When the application calls for a large amount of input-output and a relatively smaller number of 
arithmetic calculations, it becomes convenient to do the internal arithmetic directly with the decimal 
numbers. Computers that can do decimal arithmetic must store the decimal data in binary coded form. The 
decimal numbers are then applied to a decimal arithmetic unit, which can execute decimal arithmetic micro-
operations. 

Electronic calculators invariably use an internal decimal arithmetic unit since inputs and outputs are 
frequent. There does not seem to be a reason for converting the keyboard input numbers to binary and again 
converting the displayed results to decimal, this is because this process needs special circuits and also takes 
a longer time to execute. Many computers have hardware for arithmetic calculations with both binary and 
decimal data.  

Users can specify by programmed instructions whether they want the computer to does calculations with 
binary or decimal data. 

A decimal arithmetic unit is a digital function that does decimal micro-operations. It can add or subtract 
decimal numbers. The unit needs coded decimal numbers and produces results in the same adopted binary 
code. A single-stage decimal arithmetic unit has of nine binary input variables and five binary output 
variables, since a minimum of four bits is required to represent each coded decimal digit. Each stage must 
have four   inputs for the addend digit, four inputs for the addend digit, and an input-carry. The outputs 
need four terminals for the sum digit and one for the output-carry. Of course, there is a wide range of 
possible circuit configurations dependent on the code used to represent the decimal digits. 
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Now let us see the arithmetic addition of two decimal digits in BCD, with a possible carry from a previous 
stage. Since each input digit does not exceed 9, the output sum cannot be greater than 9 + 9 + 1 = 19, the 1 
in the sum being an input-carry. Assume that we apply two BCD digits to a 4-bit binary adder. The adder 
will form the sum in binary and produce a result that may range from 0 to 19. These binary numbers are 
listed in Table 4.4 and are labeled by symbols K, Z8, Z4, Z2, and Z1. K is the carry and the subscripts under 
the letter Z represent the weights 8, 4, 2, and 1 that can be assigned to the four its in the BCD code. The 
first column in the table lists the binary sums as they appear in the outputs of a 4-bit binary adder. The 
output sum of two decimal numbers must be represented in BCD and should appear in the form listed in the 
second column of the table. The problem is to find a simple rule by which the binary column of the table. 
The problem is to find a simple rule so that the binary number in the first column can be converted to the 
correct BCD digit representation of the number in the second column. 



COMPUTER ARITHMETIC AND INPUT-OUTPUT ORGANISATION 137

It is apparent that when the binary sum is equal to or less than 1001, no conversion is needed. When the 
binary sum is greater than 1001, we need to add of binary 6 (0110) to the binary sum to find the correct 
BCD representation and to produces output-carry as required. 
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One way of adding decimal numbers in BCD is to use one 4-bit binary adder and perform the arithmetic 
operation one digit at a time. The low-order pair of BCD digits is first added to produce a binary sum if the 
result is equal or greater than 1010, it is corrected by adding 0110 to the binary sum. The second operation 
produces an output-carry for the next pair of significant digits. The next higher-order pair of digits, together 
with the input-carry, is then added to produce their binary sum. If this result is equal to or greater than 
1010, it is corrected by adding 0110. The procedure is repeated until all decimal digits are added. 

The logic circuit that detects the necessary correction can be derived from the table entries. It is obvious 
that a correction is needed when the binary sum has an output carry K = 1. The other six combinations from 
1010 to 1111 that need a correction have a 1 in position Z8. To differentiate them from binary 1000 and 
1001, which also have a 1 in position Z8, we specify further that either Z4 or Z2 must have a 1. The 
condition for a correction and an output-carry can be expressed by the Boolean function 

    C = K + Z8 Z4 + Z8 Z2 

When C = 1, we need to add 0110 to the binary sum and provide an output-carry for the next stage. 

A BCD adder is circuit that adds two BCD digits in parallel and generates a sum digit also in BCD. ABCD 
adder must include the correction logic in its internal construction. To add 0110 to the binary sum, we use a 
second 4-bit binary adder. The two decimal digits, together with the input-carry, are first added in the top 4-
bit binary adder to produce the binary sum. When the output-carry is equal to 0, nothing is added to the 
binary sum through the bottom 4-bit binary adder. The output-carry generated from the bottom binary adder 
may be ignored, since it supplies information already available in the output-carry terminal. 
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Subtraction of two decimal numbers needs a subtractor circuit that is different from a BCD adder. We 
perform the subtraction by taking the 9’s or 10’s complement of the subtrahend and adding it to the 
minuend. Since the BCD is not a self-complementing code, we cannot obtain the 9’s complement by 
complementing each bit in the code. It must be formed using a circuit that subtracts each BCD digit from 9. 

The 9’s complement of a decimal digit represented in BCD may be obtained by complementing the bits in 
the coded representation of the digit but we have to include. There are two possible correction methods. In 
the first method, binary 1010 (decimal 10) is added to each complemented digit then we discard the carry 
after each addition. In the second method, binary 0110 (decimal 6) is added before the digit is 
complemented. As a numerical illustration, the 9’s complement of BCD 0111(decimal 7) is computed by 
first complementing each bit to obtain 1000. Adding binary 1010 and discarding the carry, we obtain 0010 
(decimal 2). By the second method, we add 0110 to 0111 to obtain 1101. Complementing each bit, we 
obtain the required result of 0010. Complementing each bit of 4-bit binary number N is identical to the 
subtraction of the number from 1111 (decimal 15). Adding the binary equivalent of decimal 10 gives 15 – 
N + 10 = 9 + 16. But 16 signifies the carry that is discarded, so the result is 9 – N as required. Adding the 
binary equivalent of decimal 6 and then complementing gives 15 – (N + 6) = 9 – N as required.  

We can also obtain the 9’s complement of a BCD digit through a combinational circuit. When this circuit is 
combined to a BCD adder, we get a BCD adder/subtractor. Let the subtrahend (or addend) digit be denoted 
by the four binary variables B8, B4, B2, and B1. Let M be a mode bit that controls the add/subtract operation.  
When M = 0, the two digits are added; when M = 1, the digits are subtracted. Let the binary variables x8, x4, 
x2, and x1 be the outputs of the 9’s complement circuit. By an examination of the truth table for the circuit, 
it may be observed that B1 should always be complemented; B2 is always the same in the 9’s complement 
as in the original digit; x4 is 1 when the exclusive OR of B2 and B4 is 1; and x8 is 1 when B8B4B2 = 000. 
The Boolean functions for the 9’s complement circuit are  

 x1 = B1 M’ + B’1 M 
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 x2 = B2 

 x4 = B4M’ + (B’4B2 + B4B’2)M 

 x8 = B8M’ + B’8B4’B’2M 

From these equations we see that x = B when M = 0. When M = 1, the x equals to the 9’s complement of B. 

One stage of a decimal arithmetic unit that can be used to add or subtract two BCD digits is given in Fig. 
4.18. It has of a BCD adder and a 9’s complementer. The mode M controls the operation of the unit. With 
M = 0, the S outputs form the sum of A and B. With M = 1, the S outputs form the sum of A plus the 9’s 
complement of B. For numbers with n decimal digits we need n such stages. The output carries Ci+1 from 
one stage. to subtract the two decimal numbers let M = 1 and apply a 1 to the input carry C1 of the first 
stage. The outputs will form the sum of A plus the 10’s complement of B, which is equivalent to a 
subtraction operation if the carry-out of the last stage is discarded. 
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The algorithms for arithmetic operations with decimal data are same as the algorithms for the binary data. 
In fact, except for a slight modification in the multiplication and division algorithms, we can use the same. 
Flowchart for both types of data provided that we interpret the micro-operation symbols properly. Decimal 
numbers in BCD are stored in computer registers in groups of four bits. Each 4-bit group represents a 
decimal digit and must be taken as a unit when performing decimal micro-operations.  

We are going to use the same symbols for binary and decimal arithmetic micro-operations but give them a 
different meaning. As shown in Table 4.5, a bar over the register letter symbol denotes the 9’s complement 
of the decimal number. Adding 1 to the 9’s complement gives the 10’s complement. Thus, for decimal 
numbers, the symbol A ←� A + B +1 denotes a transfer of the decimal sum formed by adding the 
original content A to the 10’s complement of B. The use of identical symbols for the 9’s complement and 
the 1’s complement may be confusing if both types of data are employed in the same systems. If this is the 
case, it may be better to use a different symbol for the 9’s complement.  

Incrementing or decrementing of a register is similar for binary and decimal except for the number of states 
that the register is the same for binary and binary counter goes through 16 states, from 0000 to 1111, when 
incremented. A decimal counter goes through 10 states from 0000 to 1001 and back to 0000, since 9 is the 
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last count. Similarly, a binary counter goes from 1111 to 0000 when decremented. A decimal counter goes 
from 1001 to 0000. 

We precede a decimal shift right or left by the letter d to indicate a shift over the four bits that hold the 
decimal digits. As an example illustration consider a register A holding decimal 7860 in BCD. The bit 
pattern of the 12 flip-flops is 

   0111 1000 0110 0000 

The micro-operation dshr A shifts the decimal number one digit to the right to give 0786. The shift is over 
the four bits and changes the content of the register. 

   0000 0111 1000 0110 
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The algorithm for addition and subtraction of binary signed-magnitude numbers can also be for decimal 
signed-magnitude numbers provided that we interpret the micro-operation symbols in the proper manner. 
Similarly, the algorithm for binary signed 2’s complement numbers can be used for decimal signed-10’s 
complement numbers. The binary data must use a binary adder and a complementer. The decimal data must 
use a decimal arithmetic unit capable of adding two BCD numbers and formatting the 9’s complement of 
the subtrahend  

We can add decimal data in three different way as shown in the following figure. The parallel method uses 
a decimal arithmetic unit with as many BCD adders as there are digits in the number. The sum is computed 
in parallel and needs only one micro-operation. In the digit-serial bit parallel method, the digits are applied 
to a single BCD adder serially, while the bits of each coded digit are transferred in parallel. Shifting the 
decimal numbers through the BCD adder at a time forms the sum. For k decimal digits, this configuration 
requires k micro-operations, one for each decimal shift. In the all-serial adder, the bits are shifted one at a 
time through a full-adder. The binary sum formed after four shifts must be corrected into a valid BCD digit. 
This correction consists of checking the binary sum. If it is greater than or equal to 1010, the binary sum is 
corrected by adding to it 0110 and generating a carry for the next pair of digits.        

The parallel method is fast but needs a large number of adders. The digit-serial bit parallel method needs 
only one BCD adder, which is shared by all the digits. It is slower than the parallel method because of the 
time need to shift the digits. The all-serial method requires a minimum amount of equipment but is very 
slow. 
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It is similar to binary except for the way the partial products are formed. A decimal multiplier has digits 
from 0 to 9, whereas a binary multiplier has only 0 and 1. In binary, the multiplicand is added to the partial 
product. This operation can be done by adding the multiplicand to the partial product a number of times 
equal to the value of the multiplier digit. 

Fig. 4.20 shows the registers organization for the decimal multiplication. We are assuming here four–digit 
numbers, with each digit occupying four bits, for a total of 16 bits for each number. There are three 
registers, A, B and Q each having a corresponding sign flap-flop As, B s, and Q s. 

Registers A and B have four more bits designed by Ae, and Be, that give an extension of one more digit to 
the register. The BCD arithmetic unit adds the five digits in parallel and places the sum in the five digit A 
register. The end-carry goes to flip flop E. The purpose of digit, A is to accommodate an overflow while 
adding the multiplicand to the partial product during multiplication. The purpose of digit Be, is to form the 
9’s complement of the divisor when subtracted from the parallel remainder during the division operation. 
The least significant digit in register Q is denoted QL. This digit can be incremented or decremented. 
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A decimal operand has 17 bits. One bit (the sign) is transferred to Bs and the magnitude of the operand is 
placed in the lower 16 bits of B. Both Be and Ae are cleared to zero initially. The result of the operation is 
also 17 bits long and does not use the Ae part of the A register. 

Fig. 4.21 shows the decimal multiplication algorithm. Initially, the entire A register and Be are cleared and 
the sequence counter SC is set to a number k equal to the number of digits in the multiplier. The low-order 
digit of the multiplier in QL is checked. If it is not 0, the multiplicand in B is added to the partial product in 
A once and QL is decremented. QL is checked again and the process is repeated until it becomes 0. In this 
way, the multiplicand in B is added to the partial product a number of times equal to the multiplier digit. 
Any temporary overflow digit will reside in Ae and can range in value from 0 to 9. 

Next, the partial product and the multiplier are shifted once to the right. This places zero in Ae and transfers 
the next multiplier quotient into QL. The process is repeated k times to make a double-length product in AQ. 

�
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Decimal division is same as that of binary division expect that the quotient digits may have any of the 10 
values from 0 to 9. In the restoring division method, the divisor is subtracted from the dividend or partial 
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remainder as many times as necessary until a negative remainder results. Adding the divisor then restores 
the correct remainder. The digit in the quotient reflects the number of subtractions up to but excluding the 
one that caused the negative difference. 

Fig. 4.22 shows the decimal division algorithm. It is similar to the algorithm with binary data except how 
the quotient bits are formed. The dividend (or partial remainder) is shifted to the left, with its most 
significant digit placed in Ae. The divisor is then subtracted by adding its 10’s complement value. Since Be 

is initially 0, its complement value is 9. The carry in E determines the relative magnitude of A and B. If E = 
0, it signifies that A < B. In this case the divisor is added to restore the partial remainder and QL stays at 0 
(inserted there during the shift). If E = 1, it signifies that A > B. The quotient digit in QL is incremented 
once and the divisor subtracted again. This process is repeated until the subtraction becomes negative 
difference, which is recognized by E being 0. Then, the quotient digit is not incremented but the divisor is 
added to restore the positive remainder. In this way, the quotient digit is made equal to the number of times 
that the partial remainder “goes” into the divisor. 

Then we shift, the partial remainder and the quotient bits once to the left and repeat the process k times to 
form k quotient digits. The remainder is then found in register A and the quotient is in register Q. The value 
of E is neglected. 
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Student Activity 4.5   

Before reading the next section, answer the following questions. 

1. Perform Operations dshr  A and dshl A where the content register A is 
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 0111 1000 0110 0000  

2. Show the block diagram of BCD Adder. Hence show the block diagram of adding  decimal numbers 
using BCD address. 

If your answers are correct, then proceed to the next section. 

Top 
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A computer must have a system to get information from the outside world and must be able to the 
communicate results to the external world. Programs and data should be entered into computer memory for 
processing and results obtained from computations must be recorded or displayed for the user. The most 
familiar method of entering information into a computer is using a typewriter like keyboard that allows a 
person to enter alphanumeric information directly. Every time a key is depressed, the terminal sends a 
binary coded character to the computer. When input information is transferred to the processor via a 
keyboard, the processor will be idle most of the time while waiting for the information to arrive. To use a 
computer efficiently, a large amount of programs and data must be prepared in advance and transmitted into 
a storage medium. The information in the disk is then transferred into computer memory at a rapid rate. 
Results of programs are also transferred into a high-speed storage, which can be transferred later to output 
device for results. 

Devices are said to be connected online that are under the direct control of the computer. These devices are 
designed to read information into or out of the memory unit when the CPU gives a command. Input or 
output devices connected to the computer are also called peripherals. Among the most common peripherals 
are keyboards, display units and printers. Peripherals that provide auxiliary storage for the system are 
magnetic disks.  

Other input and output devices are digital incremental plotters, optical and magnetic character readers, 
analog-to-digital converters etc. Not all input comes from people, and not all output is intended for people. 
Computers are used to control various processes in real time, such as machine tooling, assembly line 
procedures, and chemical and industrial processes. For such applications, a method must be provided for 
sensing status conditions in the process and sending control signals to the process being controlled. 

Top 
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Input-output interface gives a method for transferring information between internal memory and I/O 
devices. Peripherals connected to a computer require special communication links for interfacing them with 
the central processing unit. The purpose of the communication link is to resolve the differences that exist 
between the central computer and each peripheral. 

The major differences are: 

1. Peripherals are electromechanical and electromagnetic devices and their manner of operation is 
different from the operation of the CPU and memory, which are electronic devices.  Therefore a 
conversion of signal values may be required 

2. The data transfer rate of peripherals is usually slower than the transfer rate of the CPU. 

3. Data codes and formats in peripherals differ from the word format in the CPU and memory. 

4. The operating modes of peripherals are different from each other. 
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A communication link between the processor and several peripherals is represented the following figure 
4.23. The I/O bus is made of data lines, address lines and control lines. The magnetic disk, printer and 
terminal are used in any general-purpose computer. The magnetic tape is used in computers for backup 
storage. Each peripheral device associated with it by interface unit. Each interface decodes the address and 
control received from the I/O bus, interprets them for the peripheral and provides signals for the peripheral 
controller. It also synchronizes the data flow and supervises the transfer between peripheral and processor. 
Each peripheral has its own controller that operates the particular electromechanical device. For example, 
the printer controller controls the paper motion, the print timing and the selection of printing characters. A 
controller may be housed separately or may be physically integrated with the peripheral. The I/O bus from 
the processor is attached to all peripheral interfaces. To communicate with a particular device, the processor 
places a device address on the address lines. Each interface attached to the I/O bus contains an address 
decoder that monitors the address lines. When the interface detects its own address, it activates the path 
between the bus lines and the device that it controls. All peripherals whose address does not correspond to 
the address in the bus are disabled by their interface. 
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The address is made available in the address lines and the processor provides a function code in the control 
lines. The interface selected responds to the function code and proceeds to execute it. The function code is 
referred to as an I/O command and is in essence an instruction that is executed in the interface and is 
attached in the peripheral unit. The interpretation of the command depends on the peripheral that the 
processor is addressing. There are four types of commands that an interface may receive. They are 
classified as control, status, data output and data input. 

We issue a control command to activate the peripheral. The particular control command issued depends on 
the peripheral. Each peripheral receives its own distinguished sequence of control commands, depending on 
its mode of operation. 

We use a status command to test various status conditions in the interface and the peripheral. For example, 
the computer may wish to check the status of the peripheral before a transfer is initiated. During the 
transfer, one or more errors may occur which are detected by the interface.  

A data output command causes the interface to respond by transferring data from the bus into one of its 
registers. Consider an example with a tape unit. The computer starts the tape moving by issuing a control 
command. Now the processor monitors the status of the tape by means of a status command. 

By giving the data input command the interface receives an item of data from the peripheral and places it in 
its buffer register. The processor checks if data are available by means of a status command and then issues 
a data input command. The interface places the data on the data lines, and the processor accepts data. 
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To communicate with I/O, the processor must communicate with the memory unit. The memory bus 
contains data, address and read/write control lines. There are three ways to use computer buses to 
communicate with memory and I/O: 

1. Use two separate buses, one for the memory and the other for I/O. 

2. Use one common bus for both memory and I/O but have separate control lines for each. 

3. Use one common bus for memory and I/O with common control lines. 

In the first method, the computer has independent sets of data, address and control buses, one for accessing 
memory and the other for I/O. This is done in computers having a separate I/O processor (IOP) in addition 
to the central processing unit (CPU). The memory communicates with both the CPU and the IOP using a 
memory bus. The IOP also communicates with the input and output devices through a separate I/O bus with 
its own address, data and control lines. The purpose of the IOP is to provide an independent pathway for the 
transfer of information between external devices and internal memory.  

Top 
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One common bus may be employed to transfer information between memory or I/O and the CPU. Memory 
transfer and I/O transfer differs in that they use separate read and write lines. The CPU specifies whether 
the address on the address lines is for a memory word or for an interface register by enabling one of two 
possible read or write lines. The I/O read and I/O write control lines are enabled during an I/O transfer. The 
memory read and memory write control lines are enabled during a memory transfer. This configuration 
isolates all I/O interface addresses from the addresses assigned to memory and is referred to as the isolated 
I/O method for assigning addresses in a common bus. 

Top 
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Fig. 4.24 shows an example of an I/O interface unit is shown in block diagram. It has two data registers 
called ports, a control register, a status register, bus buffers, and timing and control circuits. The interface 
communicates with the CPU through the data bus. The chip select and register select inputs determine the 
address assigned to the interface. The I/O read and write are two control lines that specify an input or 
output, respectively. The four registers communicate directly with the I/O device attached to the interface. 

The input-output data to and from the device can be transferred into either port A or port B. The interface 
may operate with an output device or with an input device, or with a device that requires both input and 
output. If the interface is connected to a printer, it will only output data, and if it services a character reader, 
it will only input data. A magnetic disk unit is used to transfer data in both directions but not at the same 
time, so the interface can use bi-directional lines. A command is passed to the I/O device by sending a word 
to the appropriate interface register. In a system like this, the function code in the I/O bus is not needed 
because control is sent to the control register, status information is received from the status register, and 
data are transferred to and from ports A and B registers. Thus the transfer of data, control, and status 
information is always via the common data bus. The distinction between data, control, or status information 
is determined from the particular interface register with which the CPU communicates. 

The control register gets control information from the CPU. By loading appropriate bits into the control 
register, the interface and the I/O device attached to it can be placed in a variety of operating modes. For 
example, port A may be defined as an input port and port B as an output port, A magnetic tape unit may be 
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instructed to rewind the tape or to start the tape moving in the forward direction. The bits in the status 
register are used for status conditions and for recording errors that may occur during the data transfer. For 
example, a status bit may indicate that port-A has received a new data item from the I/O device.  

 
����������
�,-��"������:;* ��������������

The interface registers uses bi-directional data bus to communicate with the CPU. The address bus selects 
the interface unit through the chip select and the two register select inputs. A circuit must be provided 
externally (usually, a decoder) to detect the address assigned to the interface registers. This circuit enables 
the chip select (CS) input to select the address bus. The two register select-inputs RSl and RSO are usually 
connected to the two least significant lines of the address bus. Those two inputs select on of the four 
registers in the interface as specified in the table accompanying the diagram. The content of the selected 
register is transfer into the CPU via the data bus when the I/O read signal is ended. The CPU transfers 
binary information into the selected register via the data bus when the I/O write input is enabled. 

Student Activity 4.6 

Before reading the next section, answer the following questions. 

1. Give an example of I/O interface unit 

2. Write short notes on the following 

a. I / O command  

b. Isolated I/O and Memory mapped I/ O 

If your answers are correct, then proceed to the next section. 

Top 
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The internal operations in a digital system are synchronized using a common pulse generator. Clock pulses 
are used by all registers within a unit and all data transfers among internal registers occur simultaneously 
during the occurrence of a clock pulse. Two units, such as a CPU and an I/O interface, are independent of 
each other. If the registers in the interface a common clock with the clock registers, the transfer between the 
two units is said to be synchronous. In most cases, the internal timing in each unit is independent from the 
other in that each uses its own private clock for internal registers. Hence, the two units are said to be 
asynchronous to each other. This approach is widely used in most computer systems. 
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The strobe control method uses a single control line to time each transfer. We can activate the strobe by 
either the source or the destination unit. Figure 4.25(a) shows a source-initiated transfer.  

The data bus is used t carry the binary information from source unit to the destination unit. Usually, the bus 
has multiple lines to transfer an entire byte or word. The strobe is a single line that informs the destination 
unit when a valid data word is available in the bus.              
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It is clear from Fig. 4.25(b), that the source unit first places the data on the data bus. After a brief delay to 
ensure that the data settle to a steady value, the source activates the strobe pulse. The information on the 
data bus and the strobe signal do not change in the active state for a sufficient time period to allow the 
destination unit to receive the data. Often, the destination unit uses the falling edge of the strobe pulse to 
transfer the contents of the data bus into one of its internal registers. The source removes the data from the 
bus a brief period after it disables its strobe pulse. Actually, the source does not have to change the 
information in the data bus. The fact that the strobe signal is disabled indicates that the data bus does not 
have valid data. New valid data will be available only after the strobe is enabled again. 

Figure 4.26 describe a data transfer initiated by the destination unit. In this case the destination unit 
activates the strobe pulse, informing the source to provide the data. The source unit responds by putting the 
requested binary information on the data bus. The data should be valid and remain in the bus long enough 
for the destination unit to accept it. We can use the falling edge of the strobe pulse again to trigger a 
destination register. The destination unit then disables the strobe. The source removes the data from the bus 
after a predetermined time interval.      
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The strobe method has a disadvantage that the source unit that initiates the transfer has no method of 
knowing whether the destination unit has actually received the data item that was placed in the bus. 
Similarly, a destination unit that initiates the transfer has no way of knowing whether the source unit has 
actually placed the data on the bus. The handshake method solves this problem by introducing a second 
control signal that provides a reply to the unit that initiates the transfer. The principle of the two-wire 
handshaking method of data transfer is as follows. One control line is in the same direction as the data flow 
in the bus from the source to the destination. It is used by the source unit to inform the destination unit 
whether there are valid data in the bus. The other control line is in the other direction from the destination 
to the source. It is used by the destination unit to inform the source whether it can accept data. The 
sequence of control during the transfer depends on the unit that initiates the transfer. 

Figure 4.26 shows the data transfer procedure when source begins it. The two handshaking-lines are data-
valid, which is generated by the source unit, and data-accepted, generated by the destination unit. The 
timing-diagram describes the exchange of signals between the two units. The sequence of events listed in 
part (c) shows the four possible states that the system can be at any given time. The source unit initiates the 
transfer by placing the data on the bus and enabling its data-valid signal. The data-accepted signal is 
activated by the destination unit after it accepts the data from the bus. The source unit then disables its data-
valid signal, which invalidates the data on the bus. The destination unit then disables its data accepted 
signal and the system goes into its initial state. The source does not send the next data item until after the 
destination unit shows its readiness to accept new data by disabling its data accepted signal. So arbitrary 
delays are allowed from one state to the next, which permits each unit to respond at its own data transfer 
rate. However, the rate of transfer is determined by the slowest unit. 
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The destination-initiated transfer using handshaking-lines is shown in Figure 4.27. 
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We can transfer the data between two units in parallel or serial. In parallel data transmission, each bit has its 
own path and the total message is transmitted at the same time. In serial data transmission, each bit is sent 
in sequence one at a time. This method requires the use of one pair of conductors or one conductor and a 
common ground. Parallel transmission is faster but requires many wires. So we use it for short distances 
and where speed is important. Serial transmission is slower but is less expensive. 

Serial transmission can be synchronous or asynchronous. In synchronous transmission, the two units share 
a common clock frequency and bits are transmitted continuously at the rate dictated by the clock pulses. A 
serial asynchronous data transmission technique used in many interactive terminals employs special bits 
that are inserted at both ends of the character code. With this technique, each character consists of three 
parts: a start bit, the character bits, and stop bits. The convention is that the transmitter rests at the 12-state 
when no characters are transmitted. The first bit, called the start bit, is always a 0 and is used to indicate the 
beginning of a character. The last bit, called the stop bit is always a 1. An example of this format is shown 
in Fig. 4.28. 

Receiver can detect a transmitted character from knowledge of the transmission rules: 

1. When a character is not being sent, the line is in the state 1. 

2. The initiation of a character transmission is detected from the start bit, which is always 0. 

3. The character bits always follow the start bit. 

4. After the last bit of the character is transmitted, a stop bit is detected when the line returns to the I-
state for at least one bit time.  
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Fig 4.29 shows the block diagram of an asynchronous communication interface is shown in Fig. 4.29. It 
acts as both a transmitter and a receiver. The interface is initialized for a particular mode of transfer by 
means of a control byte that is loaded into its control register. The transmitter register accepts a data byte 
from the CPU through the data bus. This byte is transferred to a shift register for serial transmission. The 
receiver portion receives serial information into an- other shift register, and when a complete data byte is 
accumulated, it is transferred to the receiver register. The CPU can select the receiver register to read the 
byte through the data bus. The bits in the status register are used for input and output flags and for 
recording certain errors that may occur during the transmission. The CPU can read the status register to 
check the status of the flag bits and to determine if any errors have occurred. The chip select and the read 
and write control lines communicate with the CPU. The chip select (CS) input is used to select the interface 
through the address bus. The register select (RS) is associated with the read (RD) and write (WR) controls. 
Two registers are write-only and two are read-only. The register selected is a function of the RS value and 
the RD and WR status, as listed in the table accompanying the diagram. 
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Student Activity 4.7 

Before reading the next section, answer the following questions. 

1. Describe strobe control in Asynchronous Data transfer. 

2. What is Handshaking? What advantage it has over strobe control? 

If your answers are correct, then proceed to the next section. 

Top 
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For later processing, binary information received from an external device is usually stored in memory. 
Information transferred from the central computer into an external device initiates in the memory unit. The 
CPU only executes the I/O instructions and may accept the data temporarily, but the ultimate source or 
destination is the memory unit. Data transfer between the central computer and I/O devices may be handled 
in a variety of modes. Some modes use the CPU as an intermediate path; others transfer the data directly to 
and from the memory unit. Data transfer to and from peripherals may be done in either of three possible 
modes: 

1.  Programmed I/O 

2. Interrupt-initiated I/O 

3. Direct memory access (DMA) 
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In this method, the I/O device does not have direct access to memory. A transfer has I/O device to memory 
needs the execution of several instruction, input CPU, including an input instruction to transfer the data 
from the device CPU and a store instruction to transfer the data from the CPU to memory instruction may 
be needed to verify that the data are available from the source and to count the numbers of words 
transferred. 

Fig. 4.30 shows data transfer from an I/O device through an interface into the CPU. The device transfers 
bytes of data one at a time, as they are available. When a byte of data is available, the device places it in the 
I/O bus and enables its data valid line. The interface accepts the byte into its data register and enables the 
data accepted line. The interface sets a bit in the status register that we will refer to as a "flag" bit. The 
device can now disable the data valid line, but it will not transfer another byte until the data accepted line is 
disabled. This is according to the handshaking procedure established in Fig. 4.26. 

A program is written to check the flag in the status register to determine if a byte has been placed in the 
data register by the I/O device. This can be done by reading the status register into a CPU register and 
checking the value of the flag bit. If the flag is equal to 1, the CPU reads the data from the data register. The 
flag-bit is then cleared to 0 by either the CPU or by the interface, depending on how the interface circuits 
are designed. Once the flag is cleared, the interface disables the data accepted line and the device can then 
transfer the next data byte. A flowchart of the program is shown in Fig. 4.31 It is assumed that the device is 
sending a sequence of bytes that must be stored in memory. The transfer of each byte needs three 
instructions: 

1.   Read the status register. 

2.   Check the status of the flag bit and branch to step I if not set or to step if set. 

3.   Read the data register. 

A CPU register read each byte and then transferred to memory with a store instruction. I/O programming 
task is to transfer a block of words from an I/O device and store them in a memory buffer.  
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This method is used in small low-speed computers or in systems that are dedicated to monitor a device 
continuously. The difference in information transfer rate between the CPU and the I/O device makes this 
type of transfer inefficient. Another way of constantly monitoring the flag is to let the interface inform the 
computer when it is ready to transfer data. This mode of transfer uses the interrupt facility. While the CPU 
is running a program, it does not check the flag. However, when the flag is set, the computer is 
momentarily interrupted from proceeding with the current program and is informed of the fact that the flag 
has been set. The CPU deviates from what it is doing to take care of the input or output transfer.  

The CPU responds to the interrupt signal by storing the return address from the program counter into a 
memory stack and then control branches to a service routine that processes the required I/O transfer. The 
way that the processor chooses the branch address of the service routine varies from one unit to another. In 
principle, there are two methods for accomplishing this. One is called vectored interrupt and the other, non-
vectored interrupt. In a non-vectored interrupt, the branch address is assigned to a fixed location in 
memory. Vectored interrupt, the source that interrupts supplies the branch information to the computer. 
This information is called the interrupt vector. In some computers the interrupt vector is the first address of 
the I/O service routine. In other computers the interrupt vector is an address that points to a location in 
memory where the beginning address of the I/O service routine is stored.  

Student Activity 4.8 

Before reading the next section, answer the following questions. 

1. What are the different modes of data transfer to and from peripherals? 
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2. Draw the flowchart for CPU program to input data and explain it. 

If your answers are correct, then proceed to the next section. 

Top 
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A priority interrupt establishes a priority to decide which condition is to be serviced first when two or more 
requests arrive simultaneously. The system may also determine which conditions are permitted to interrupt 
the computer while another interrupt is being serviced. Higher-priority interrupt levels are assigned to 
requests, which if delayed or interrupted, could have serious consequences. Devices with high- speed 
transfers are given high priority, and slow devices receive low priority. When two devices interrupt the 
computer at the same time, the computer services the device, with the higher priority first. Establishing the 
priority of simultaneous interrupts can be done by software or hardware. We can use a polling procedure to 
identify the highest-priority. There is one common branch address for all interrupts. The program that takes 
care of interrupts begins at the branch address and polls the interrupt sources in sequence. The order in 
which they are tested determines the priority of each interrupt. We test the highest-priority source first, and 
if its interrupt signal is on, control branches to a service routine for this source. Otherwise, the next-lower-
priority source is tested, and so on. Thus the initial service routine interrupts consists of a program that tests 
the interrupt sources in sequence and branches to one of many possible service routines. The particular 
service routine reached belongs to the highest-priority device among all devices that interrupted the 
computer.  
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The daisy-chaining method has a serial connection of all devices that request an interrupt. The device with 
the highest priority is kept in the first position, followed by lower-priority devices and so on. This method 
of connection is shown in Fig.4.32. The interrupt request line is common to all devices and forms a wired 
logic connection. If any device has its interrupt signal in the low-level state, the interrupt line goes to the 
low-level state and enables the interrupt input in the CPU. When no interrupts are pending, the interrupt 
line stays in the high-level state and as a result CPU does not recognize any interrupt. This is equivalent to a 
negative logic OR operation. The CPU responds to an interrupt request by enabling the interrupt 
acknowledge line. This signal is received by device 1 at its PI (priority in) input. The acknowledge signal 
passes on to the next device through the PO (priority out) output only if device 1 is not requesting an 
interrupt. If device I has a pending interrupt, it blocks the acknowledge signal from the next device by 
placing a 0 in the PO output. It then proceeds to insert its own interrupt vector address (VAD) into the data 
bus for the CPU to use during the interrupt cycle. 

A device with PI=0 input generates a 0 in its PO output to inform the next-lower-priority device that the 
acknowledge signal has been blocked. A device that makes a request for an interrupt and has a I in its Pi 
input will intercept the acknowledge signal by placing a 0 in its PO output. If the device does not have 
pending interrupts, it transmits the acknowledge signal to the next device by placing a 1 in its PO output. 
Thus the device with PI = 1 and PO = 0 is the one with the highest priority that is requesting an interrupt, 
and this device places its VAD on the data bus. The daisy chain arrangement gives the highest priority to 
the device that receives the interrupt acknowledge signal from the CPU. The farther the device is from the 
first position, the lower is its priority. 
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Figure 4.33 shows the internal logic that must be included within each device when connected in the daisy-
chaining scheme. The device sets its RF flip-flop when it wants to interrupt the CPU. The output of the RF 
flip-flop goes through an open-collector inverter (a circuit that provides the wired logic for the common 
interrupt line). If PI = 0, both PO and the enable line to VAD are equal to 0, irrespective of the value of RF. 
If PI = 1 and RF= 0, then PO = 1 and the vector address is disabled. This condition passes the acknowledge 
signal to the next device through PO. The device is active when PI = 1 and RF = 1. This condition places a 
0 in PO and enables the vector address for the data bus. It is assumed that each device has its own distinct 
vector address. The RF flip-flop is reset after a sufficient delay to ensure that the CPU has received the 
vector address. 

'�������'����#������
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The method uses a register whose bits are set separately by the interrupt signal from each device. Now we 
establish the priority according to the position of the bits in the register. In addition to the interrupt register, 
the circuit may include a mask register whose purpose is to control the status of each interrupt request. The 
mask register can be programmed to disable lower-priority interrupts while a higher-priority device is being 
serviced. It can also provide a facility that allows a high-priority device to interrupt the while a lower-
priority device is being serviced. 
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Fig. 4.34 shows the priority logic for a system of four interrupt sources. It has an interrupt register. The bits 
of this register are external conditions and cleared by program instructions. The magnetic disk, being a 
high-speed device, is given the highest priority. The printer has the next priority, followed by a character 
reader and a keyboard. The mask register has the same number of bits as the interrupt register. By means of 
program instructions, it is possible to set or reset any bit in the mask register. Each interrupt bit and its 
corresponding mask bit are applied to an AND gate to produce the four inputs to a priority encoder. In this 
way an interrupt is recognized only if its corresponding mask bit is set to 1 by the program. The priority 
encoder generates two bits of the vector address, which is transferred to the CPU. 

Another output from the encoder sets an interrupt status flip-flop IST when an interrupt that is not masked 
occurs. The interrupt enable flip-flop IEN can be set or cleared by the program to provide an overall control 
over the interrupt system. The outputs of 1ST AND with IEN provide a common interrupt signal for the 
CPU. The interrupt acknowledge INTACK signal form the CPU enables the bus buffers in the output 
register and a vector address VAD is placed into the data bus. We will now explain the priority encoder 
circuit and then discuss the interaction between the priority interrupt controller and the CPU. 
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This circuit implements the priority function. The logic is that if two or more inputs arrive at the same time, 
the input having the highest priority will take precedence. The truth table of a four-input priority encoder is 
given in the Table 4.6. The x’s in the table designate don’t-care conditions. Input I0 has the highest priority. 

�
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The output is used to form part of the vector address for each interrupt source. The other bits of the vector 
address can be assigned any value. For example, the vector address can be formed by appending six zeros 
to the x and y outputs of the encoder. With the choice the interrupt vectors for the four I/O devices are 
assigned binary 0, 1, 2 and 3. 
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The interrupt makes flip-flop IEN so that can be set or cleared by program instructions. When IEN is 
cleared, the interrupt request coming from 1ST is neglected by the CPU. The program-controlled IEN bit 
allows the programmer to choose whether to use the interrupt facility. If an instruction to clear IEN has 
been inserted in the program, it means that the user does not want his program to be interrupted. An 
instruction to set IEN indicates that the interrupt facility will be used while the current program is running. 
Most computers include internal hardware that clears IEN to 0 every time an interrupt is acknowledged by 
the processor. 

CPU checks IEN and the interrupt signal from IST at the end of each instruction cycle the. If either 0, 
control continues with the next instruction. If both IEN and IST are equal to 1, the CPU goes to an interrupt 
cycle. During the interrupt cycle the CPU performs the following sequence of micro-operations: 

SP ← SP – 1    Decrement stack pointer 

M [SP] ←  PC     Push PC into stack 

INTACK ←1 Enable interrupt acknowledge 

PC ←VAD Transfer vector address to PC 

IEN ← 0 Disable further interrupts 

Go to fetch next instruction 

The return address is pushed from PC into the stack. It then acknowledges the interrupt by enabling the 
INTACK line. The priority interrupt unit responds by placing a unique interrupt vector into the CPU data 
bus. The CPU transfers the vector address into PC and clears IEN prior to going to the next fetch phase. 
The instruction read from memory during the next fetch phase will be the one located at the vector address. 
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A priority interrupt system uses both hardware and software techniques. Now we discuss the software 
routines for this. The computer must also have software routines for servicing the interrupt requests and for 
controlling the interrupt hardware registers. Figure 4.35 shows the programs that must reside in memory for 
handling the interrupt system. Each device has its own service program that can be read through a jump 
(JMP) instruction stored at the assigned vector address. The symbolic name of each routine represents the 
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starting address of the service program. The stack shown in the diagram is used for storing the return 
address after each interruption. 
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Now we take an example to illustrate it. Let the keyboard sets interrupt bit while the CPU is executing the 
instruction in location 749 of main program. At the end of the instruction cycle, the computer goes to 
interrupt cycle. It stores the return address 750 in the stack and then accepts the vector address 00000011 
from the bus and transfers it to PC. The instruction in location 3 is executed next, resulting in transfer of 
control to the KBD routine.  Now suppose that the disk sets its interrupt bit when the CPU is executing the 
instruction at address 255 in the KBD program. Address 256 is pushed into the stack and control is 
transferred to the DISK service program. The last instruction in each routine is a return from interrupt 
instruction. When the disk service program is completed, the return instruction pops the stack and places 
256 into PC. This returns control to the KBD routine to continue servicing the keyboard. At the end of the 
KBD program, the last instruction pops the stack and returns control to the main program at address 750. 
Thus, a higher-prior device can interrupt a lower-priority device. It is assumed that the time spent in 
servicing the high-priority interrupt is short compared to the transfer rate of the low-priority device so that 
no loss of information takes place. 
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We should remember that the interrupt enable IEN is cleared at the end of an interrupt cycle. This flip-flop 
must be set again to enable higher-priority interrupt requests, but not before lower-priority interrupts are 
disabled. The initial sequence of each interrupt service routine must have instructions to control the 
interrupt hardware in the following manner: 

1.   Clear lower-level mask register bits. 

2.   Clear interrupt status bit 1ST. 

3.  Save contents of processor registers. 

4.  Set interrupt enable bit IEN. 

5.  Proceed with service routine. 
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The final sequence in each interrupt service routine must have instructions to control the interrupt hardware 
in the following manner: 

1. Clear interrupt enable bit IEN. 

2. Restore contents of processor registers. 

3. Clear the bit in the interrupt register belonging to the source that has been serviced. 

4. Set lower-level priority bits in the mask register. 

5. Restore return address into PC and set IEN. 
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We can transfer data direct to and from memory without the need of the CPU. The transfer of data between 
a fast storage device such as magnetic disk and memory is often limited by the speed of the CPU. 
Removing the CPU from the path and letting the peripheral device manager the memory buses directly 
would improve the speed of transfer. This transfer technique is called direct memory access (DMA). During 
DMA transfer, the CPU is idle and has no control of the memory buses. A DMA controller takes over the 
buses to manage the transfer directly between the I/O device and memory. 

The CPU may be in an idle state in a variety of ways. One common method extensively used in 
microprocessors is to disable the buses through special control signals. Figure 4.36 shows two control 
signals in the CPU that facilitate the DMA transfer. The bus-request-input (BR) is used by the DMA 
controller to request the CPU to relinquish control of the buses. When this input is active, the CPU 
terminates the execution of the current instruction and places the address bus, the data bus, and the read and 
write lines into a high-impedance state. The high-impedance state behaves like an open circuit, which 
means that the output is disconnected and does not have logic significance. The CPU activates the bus-
grant-output (BG) to inform the external DMA that the buses are in the high-impedance state. The DMA 
that originated the bus request can now take control of the buses to conduct memory transfers without 
processor intervention. When the DMA terminate the transfer, it disables the bus request line. The CPU 
disables the bus grant, takes control of the buses, and returns to its normal operation. 

DMA communicates directly with the memory, when it takes control of the bus system,. We can transfer in 
several ways. In DMA burst transfer, a block sequence consisting of a number of memory words is 
transferred in a continuous burst while the DMA controller is master of the memory buses. This mode of 
transfer is needed for fast devices such as magnetic disks where data transmission cannot be stopped or 
slowed down until an entire block is transferred. An alternative technique called cycle stealing allows the 
DMA controller to transfer one data word at a time, after which it must return control of the buses to the 
CPU. The CPU merely delays its operation for one memory cycle to allow the direct memory I/O transfer 
to "steal" one memory cycle. 
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The DMA controller requires the usual circuits of an interface to communicate with the CPU and an I/O 

device. It also needs an address register, and count register, and a set of address lines. The address register 

and address line are used for direct communication with the memory. The word count register specifies the 

number of words that must be transferred. The data transfer may be done directly between the device and 

memory under control of the DMA. 
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Figure 4.37 shows a DMA controller. The unit can communicate with the CPU via the data bus and control 

lines. The registers in the DMA are selected by the CPU through the address bus by enabling the DS (DMA 

select) and RS (register select) inputs. The RD (read) and WR (write) inputs are bi-directional. When the 

BG (bus grant) input is 0, the CPU can communicate with the DMA registers through the data bus to read 

from or write to the DMA registers. When BG = 1, the CPU has relinquished the buses and the DMA can 

communicate directly with the memory by specifying an address in the address bus and activating the RD 

or WR control. The DMA communicates with the external peripheral through the request and acknowledge 

lines by using a prescribed handshaking procedure.  

The DMA controller consists of three registers namely an address register, a word count register, and a 

control register. The address register contains an address to specify the desired location in memory. The 

address bits go through bus buffers into the address bus. The address register is incremented after each 

word that is transferred to memory. The word count register holds the number of words to be transferred. 

This register is decremented by one after each word transfer and internally tested for zero. The control 

register specifies the mode of transfer.   All registers in the DMA appear to the CPU as I/O interface 

registers. Thus the CPU can read from or write into the DMA registers under program control via the data 

bus.        
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CPU first initializes the DMA. Then the DMA starts and continues to transfer data between memory and 
peripheral unit until an ending block is transferred. The initialization process is essentially a program 
consisting of I/O instructions that include the address for selecting particular DMA registers. The CPU 
initializes the DMA by sending the following information through the data bus: 

1.   The starting address of the memory block where data are available (for read) or where data are to be 
stored (for write) 

2.  The word count, which is the number of words in the memory block 

3.   Control to specify the mode of transfer such as read or write 

4.   A control to start the DMA transfer 

The starting address is stored in the address register. The word count is stored in the word count register, 
and the control information in the control register  
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Fig. 4.38 shows the position of the DMA controller among the other components in a computer system. The 
CPU communicates with the DMA through the address and data buses as with any interface unit. The DMA 
has its own address, which activates the DS and RS lines. The CPU initializes the DMA through the data 
bus. Once the DMA receives the start control command, it can start the transfer between the peripheral 
device and the memory. 

The DMA controller activates the BR line, when the peripheral device sends a DMA request, informing the 
CPU to relinquish the buses. The CPU responds with its BG line, informing the DMA that its buses are 
disabled. The DMA then puts the current value of its address register into the address bus, initiates the RD 
or WR signal, and sends a DMA acknowledge to the peripheral device. Note that the RD and WR lines in 
the DMA controller are bi-directional. The direction of transfer depends on the status of the BG line. When 
BG =0, the RD and WR are input lines allowing the CPU to communicate with the internal DMA registers. 
When BG = 1, the RD and WR are output lines from the DMA controller to the random-access memory to 
specify the read or write operation for the data. 

When the peripheral device gets a DMA acknowledge, it puts a word in the data bus (for write) or receives 
a word from the data bus (for read). Thus the DMA controls the read or write operations and supplies the 
address for the memory. The peripheral unit can then communicate with memory through the data bus for 
direct transfer between the two units while the CPU is momentarily disabled. 
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The DMA increments its address-register and decrements its word count-register, for each word that is 
transferred. If the word count does not reach zero, the DMA checks the request line coming from the 
peripheral. For high-speed device, the line will be active as soon as the previous transfer completed. A 
second transfer is then initiated, and the process continues until the entire block is transferred. If the 
peripheral speed is slower, the DMA request line may come somewhat later. In this case the DMA disables 
the bus request line so that the CPU can continue to execute its program. When the peripheral requests a 
transfer, the DMA requests the buses again.  

If the word count register reaches zero, the DMA stops any further transfer and removes its bus request. It 
also informs the CPU of the termination by means of an interrupt. When the CPU responds to the interrupt, 
it reads the content of the word count register. The zero value of this register indicates that all the words 
were transferred successfully. The CPU can read this register at any time to check the number of words 
already transferred. 

DMA transfer is very useful. It is used for fast transfer of information between magnetic disks and memory. 
It is also useful for updating the display of the terminal is kept in memory, which can be updated under 
program control.  

Student Activity 4.9 

Before reading the next section, answer the following questions. 

1. What is the need of Priority interrupt? 

2. Describe Daisy-Chaining method of priority interrupt. 
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3. Discuss the need of Direct Memory Access. 

If your answers are correct, then proceed to the next section. 

Top 
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A computer may incorporate one or more external processors and assign them the task of communicating 
directly with all I/O devices. An input-output processor (IOP) may be classified as a processor with direct 
memory access capability that communicates with I/O devices. In this configuration, the computer system 
can be divided into a memory unit, and a number of processors comprised of the CPU and one or more 
IOPs. Each IOP takes care of input and output tasks, relieving the CPU from the housekeeping chores 
involved in I/O transfers. 

The IOP is similar to a CPU except that it is designed to handle the details of I/O processing. Unlike the 
DMA controller that must be set up entirely by the CPU, the IOP can fetch and execute its own instructions. 
IOP instructions are specially designed to facilitate I/O transfers. In addition, the IOP can perform other 
processing tasks, such as arithmetic, logic, branching, and code translation. 

The block diagram of a computer with two processors is shown in Figure 4.39. The memory unit occupies a 
central position and can communicate with each processor by means of direct memory access. The CPU is 
responsible for processing data needed in the solution of computational tasks. The IOP provides a path for 
transfer of data between various peripheral deices and the memory unit. 
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The data formats of peripheral devices differ from memory and CPU data formats. The IOP must structure 
data words from many different sources. For example, it may be necessary to take four bytes from an input 
device and pack them into one 32-bit word before the transfer to memory. Data are gathered in the IOP at 
the device rate and bit capacity while the CPU is executing its own program. After the input data are 
assembled into a memory word, they are transferred from IOP directly into memory by "stealing" one 
memory cycle from the CPU. Similarly, an output word transferred from memory to the IOP is directed 
from the IOP to the output device at the device rate and bit capacity. 

The communication between the IOP and the devices attached to it is similar to the program control method 
of transfer.   The way by which the CPU and IOP communicate depends on the level of sophistication 
included in the system. In most computer systems, the CPU is the master while the IOP is a slave processor. 
The CPU is assigned the task of initiating all operations, but I/O instructions are execute in the IOP. CPU 
instructions provide operations to start an I/O transfer and also to test I/O status conditions needed for 
making decisions on various I/O activities. The IOP, in turn, typically asks for CPU attention by means of 
an interrupt. It also responds to CPU requests by placing a status word in a prescribed location in memory 
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to be examined later by a CPU program. When an I/O operation is desired, the CPU informs the IOP where 
to find the I/O program and then leaves the transfer details to the IOP. 
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There are many form of the communication between CPU and IOP. These are depending on the particular 
computer considered. In most cases the memory unit acts as a message center where each processor leaves 
information for the other. To appreciate the operation of a typical IOP, we will illustrate by a specific 
example the method by which the CPU and IOP communicate. This is a simplified example that omits 
many operating details in order to provide an overview of basic concepts. 

The sequence of operations may be carried out as shown in the flowchart of Fig. 4.40. The CPU sends an 
instruction to test the IOP path. The IOP responds by inserting a status word in memory for the CPU to 
check. The bits of the status word indicate the condition of the IOP and I/O device, such as IOP overload 
condition, device busy with another transfer, or device ready for I/O transfer. The CPU refers to the status 
word in memory to decide what to do next. If all is in order, the CPU sends the instruction to start I/O 
transfer. The memory address received with this instruction tells the IOP where to find its program. 
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The CPU can now continue with another program while the IOP is busy with the I/O program. Both 
programs refer to memory by means of DMA transfer. When the IOP terminates the execution of its 
program, it sends an interrupt request to the CPU. The CPU responds to the interrupt by issuing an 
instruction to read the status from the IOP. The IOP responds by placing the contents of its status report 
into a specified memory location. 
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The IOP takes care of all data transfers between several I/O units and the memory while the CPU is 
processing another program. The IOP and CPU are competing for the use of memory, so the number of 
devices that can be in operation is limited by the access time of the memory.  

�"� �123��*%���������

In the IBM 370, the I/O processor computer is known as a channel. A typical computer system 
configuration includes a number of channels with each channel attached to one or more I/O devices. There 
are three types of channels: multiplexer, selector, and block-multiplexer. The multiplexer channel can be 
connected to a number of slow- and medium-speed devices and is capable of operating with a number of 
I/O devices simultaneously. The selector channel is designed to handle one I/O operation at a time and is 
normally used to control one high-speed device.  

The CPU communicates directly with the channels through dedicated control lines and indirectly through 
reserved storage areas in memory. Figure 4.41 shows the word formats associated with the channel 
operation. The I/O instruction format has three fields: operation code, channel address, and device address. 
The computer system may have a number of channels, and each is assigned an address. Similarly, each 
channel may be connected to several devices and each device is assigned an address. The operation code 
specifies one of eight I/O instructions: start I/O, start I/O fast release, test I/O, clear I/O, halt I/O, halt 
device, test channel, and store channel identification. The addressed channel responds to each of the I/O 
instructions and executes it. It also sets one of four condition codes in a processor register called PSW 
(processor status word). The CPU can check the condition code in the PSW to determine the result of the 
I/O operation. The meaning of the four condition codes is different for each I/O instruction. But, in general, 
they specify whether the channel or the device is busy, whether or not it is operational, whether 
interruptions are pending, if the I/O operation had started successfully, and whether a status word was 
stored in memory by the channel. 

The format of the channel status word is shown in Fig. 4.41(b). It is always stored in location 64 in 
memory. The key field is a protection mechanism used to prevent unauthorized access by one user to 
information that belongs to another user or to the operating system. The address field in the status word 
gives the address of the last command word used by the channel. The count field gives the residual count 
when the transfer was terminated. The count field will show zero if the transfer was completed successfully. 
The status field identifies the conditions in the device and the channel and any errors that occurred during 
the transfer. 

The difference between the start I/O and start I/O fast release instructions is that the latter requires less CPU 
time for its execution. When the channel receives one of these two instructions, it refers to memory location 
72 force address of the first channel command word (CCW). The format of the channel command word is 
shown in Fig. 4.41(c). The data address field specifies first address of a memory buffer and the count field 
gives the number of involved in the transfer. The command field specifies an I/O operation flag bits provide 
additional information for the channel. The command and corresponds to an operation code that specifies 
one of six basic types of O operations: 

1.  Write. Transfer data from memory to 10 device. 

2.  Read. Transfer data from I/O device to memory. 

3.  Read backwards. Read magnetic tape with tape moving backward 

4.  Control. Used to initiate an operation not involving transfer of data, such as rewinding of tape or 
positioning a disk-access mechanism. 

5.  Sense.  Informs the channel to transfer its channel status were memory location 64. 
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6.  Transfer in channel. Used instead of a jump instruction. Here a word in missing address field specifies 
the address of the next command word to be executed by the channel. 
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An example of a channel program is shown in Table 4.7. It consists of three command words. The first 
causes a byte transfer into a magnetic tape from memory starting at address 4000. The next two command-
words perform a similar function with a different portion of memory and byte count. The six flags in each 
control word specify certain interrelations between count. The first flag is set to 1 in the first command 
word to specify "data chaining." It results in combining the 60 bytes from the first command word with the 
word with the 20 bytes of its successor into one record of 80 bytes. The 80 bytes are written on tape without 
any separation or gaps ever though two memory sections were used. The second flag is set to 1 in the 
second command word to specify "command chaining." It informs the channel that the next command word 
will use the same I/O device, in this case, the tape, the channel informs the tape unit to start inserting a 
record gap on the tape and proceeds to read the next command word from memory. The 40 bytes at the 
third command word are then written on tape as a separate record. When all the flags are equal to zero, it 
signifies the end of I/O operations for the particular I/O device. 
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A memory map showing all pertinent information for I/O processing is illustrated in Fig 4.42. The 
operation begins when the CPU program encounters a start I/O instruction. The IOP then goes to memory 
location 72 to obtain a channel address word. This word contains the starting address of the I/O channel 
program. The channel then proceeds to execute the program specified by the channel command words. The 
channel constructs a status word during the transfer and stores it in location 64. Upon interruption, the CPU 
can refer the memory location 64 for the status word. 
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Now we see the serial communication. A data communication processor is an I/O processor that distributes 
and collects data from many remote terminals connected through telephone and other communication lines. 
It is a specialized I/O processor designed to communicate directly with data communication networks. A 
communication network may consist of any of a wide variety of devices, such as printers, interactive 
display devices, digital sensors, or a remote computing facility. With the use of a data communication 
processor, the computer can service fragments of each network demand in an interspersed manner and thus 
have the apparent behavior of serving many users at once. In this way the computer is able to operate 
efficiently in a time-sharing environment.  
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The main difference between an I/O processor and a data communication processor is in the way the 
processor communicates with the I/O devices. An I/O processor communicates with the peripherals through 
a common I/O bus that is comprised of many data and control lines. All peripherals share the common bus 
and use it to transfer information to and from the I/O processor. A data communication processor 
communicates with each terminal through a single pair of wires. Both data and control information are 
transferred in a serial fashion with the result that the transfer rate is much slower. The task of the data 
communication processor is to transmit and collect digital information to and from each terminal, determine 
if the information is data or control and respond to all requests according to predetermined established 
procedures. The processor, obviously, must also communicate, with the CPU and memory in the same 
manner as any I/O processor. 

The way that remote terminals are connected to a data communication processor is via telephone lines or 
other public or private communication facilities. Since telephone lines were originally designed for voice 
communication and computers communicate in terms of digital signals, some form of conversion must be 
used. The converters are called data sets, acoustic couplers or modems (from "modulator-demodulator"). A 
modem converts digital signals into audio tones to be transmitted over telephone lines and also converts 
audio tones from the line to digital signals for machine use.  

Synchronous transmission does not use start-stop bits to frame characters and therefore makes more 
efficient use of the communication link. High-speed devices use synchronous transmission to realize this 
efficiency. The modems used in synchronous transmission have internal clocks that are set to the frequency 
that bits are being transmitted in the communication line. For proper operation, it is required that the clocks 
in the transmitter and receiver modems remain synchronized at all times. The communication line, 
however, contains only the data bits from which the clock information must be extracted. Frequency 
synchronization is achieved by the receiving modem from the signal transitions that occur in the received 
data. Any frequency shift that may occur between the transmitter and receiver clocks is continuously 
adjusted by maintaining the receiver clock 'at the frequency of the incoming bit stream. The modem 
transfers the received data together with the clock to the interface unit. 

Contrary to asynchronous transmission, where each character can be sent separately with its own start and 
stop bits, synchronous transmission must send a continuous message in order to maintain synchronism. The 
message consists of a group of bits transmitted sequentially as a block of data. The entire block is 
transmitted with special control characters at the beginning and end of the block. The control characters at 
the beginning of the block supply the information needed to separate the incoming bits into individual 
characters. 

In synchronous transmission, where an entire block of characters is transmitted, each character has a parity 
bit for the receiver to check. After the entire block is sent, the transmitter sends one more character as a 
parity over the length of the message. This character is called a longitudinal redundancy check (LRC) and is 
the accumulation of the exclusive-OR of all transmitted characters. The receiving station calculates the 
LRC as it receives characters and compares it with the transmitted LRC. The calculated and received LRC 
should be equal for error-free messages. If the receiver finds an error in the transmitted block, it informs the 
sender to retransmit the same block once again. Another method used for checking errors in transmission is 
the cyclic redundancy check (CRC). This is a polynomial code obtained from the message bits by passing 
them through a feedback shift register containing a number of exclusive-OR gates. This type of code is 
suitable for detecting burst errors occurring in the communication channel. 

Data can be transmitted between two points in three different modes - simplex, half-duplex, and full-
duplex. A simplex line carries information in one direction only. This mode is seldom used in data 
communication because the receiver cannot communicate with the transmitter to indicate the occurrence of 
errors. Examples of simplex transmission are radio and television broadcasting. 

A half-duplex transmission system is one that is capable of transmitting in both directions but data can be 
transmitted in only one direction at a time. A pair of wires is needed for this mode.  
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A full-duplex transmission can send and receive data in both directions simultaneously. This can be 
achieved by means of a four-wire link, with a different pair of wires dedicated to each direction of 
transmission. 

The communication lines, modems, and other equipment used in the transmission of information between 
two or more stations is called a data link. The orderly transfer of information in a data link is accomplished 
by means of a protocol. A data link control protocol is a set of rules that are followed by interconnecting 
computers and terminals to ensure the orderly transfer of information. The purpose of a data link protocol is 
to establish and terminate a connection between two stations, to identify the sender and receiver, to ensure 
that all messages are passed correctly without errors, and to handle all control functions involved in a 
sequence of data transfers. Protocols are divided into two major categories according to the message-
framing, technique used. These are character-oriented protocol and bit-oriented protocol. 
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The character-oriented protocol is based on a character set. The code most commonly used is ASCII 
(American Standard Code for Information Interchange). It is a 7-bit code with an eighth bit used for parity. 
The code has 128 characters, of which 95 are graphic characters and 33 are control characters. The graphic 
characters include the upper- and lowercase letters, the ten numerals, and a variety of special symbols. A 
list of the ASCII characters can be found in Table 4.8. The control characters are used for the purpose of 
routing data, arranging the test in a desired format, and for the layout of the printed page. The characters 
that control the transmission are called communication control characters. These characters are listed in 
Table 4.8. Each character has a 7-bit code and is referred to by a three-letter symbol. The role of each 
character in the control of data transmission is stated briefly in the function column of the table. 

The SYN character serves as synchronizing agent between the transmitter and receiver. When the 7-bit 
ASCII code is used with an odd-parity bit in the most significant position, the assigned SYN character has 
the 8-bit code 00010110 which has the property that, upon circular shifting, it repeats itself only after a full 
8-bit cycle. When the transmitter starts sending 8-bit characters, it sends a few characters first and then 
sends the actual message. The initial continuous string of bits accepted by the receiver is checked for a 
SYN character. In other words, with each clock pulse, the receiver checks the last eight bits received. If 
they do not match the bits of the SYN character, the receiver accepts the next bit, rejects the previous high-
order bit, and again checks the last eight bits received for a SYN character. This is repeated after each clock 
pulse and bit received until a SYN character is recognized. Once a SYN character is detected, the receiver 
has framed a character. From here on the receiver counts every eight bits and accepts them as a single 
character. Usually, the receiver checks two consecutive SYN characters to remove any doubt that the first 
did not occur as a result of a noise signal on the line. Moreover, when the transmitter is idle and does not 
have any message characters to send, it sends a continuous string of SYN characters. The receiver 
recognizes these characters as a condition for synchronizing the line and goes into a synchronous idle state. 
In this state, the two units maintain bit and character synchronism even though no meaningful information 
is communicated. 
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We transmit messages through the data link with an established format consisting of a header field, a text 
field, and an error-checking field. A typical message format for a character-oriented protocol is shown in 
Fig. 4.43. The two SYN characters assure proper synchronization at the start of the message. Following the 
SYN characters is the header, which starts with an SOH (start of heading) character. The header consists of 
address and control information. The STX character terminates the header and signifies the beginning of the 
text transmission. The text portion of the message is variable in length and may contain any ASCII 
characters except the communication control characters. The text field is terminated with the ETX 
character. The last field is a block check character (BCC) used for error checking. It is usually either a 
longitudinal redundancy check (LRC) or a cyclic redundancy check (CRC). The receiver accepts the 
message and calculates its own BCC. If the BCC transmitted does not agree with the BCC calculated by the 
receiver, the receiver responds with a negative acknowledge (NAK) character. The message is then 
retransmitted and checked again. Retransmission will be typically attempted several times before it is 
assumed that the line is faulty. When the transmitted BCC matches the one calculated by the receiver, the 
response is a positive acknowledgment using the ACK character. 
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Let us illustrate by a specific example the method by which a terminal and the processor communicate. The 
communication with the memory unit and CPU is similar to any I/O processor. 
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A typical message that might be sent from a terminal to the processor is listed in Table 4.9. A look at this 
message reveals that there are a number of control characters used for message formation. Each character, 
including the control characters, is transmitted serially as an 8-bit binary code which consist of the 7-bit 
ASCII code plus an odd parity bit in the eighth most significant position. The two SYN characters are used 
to synchronize the receiver am transmitter. The heading starts with the SOH character and continues with 
two characters that specify the address of the terminal. In this particular example the address is T4, but in 
general it can have any set of two or more graphic characters. The STX character terminates the heading 
and signifies the beginning of the text transmission. The text data of concern here is "request balance of 
account number 1234." The individual characters for this message are not listed in the table because they 
will take too much space. It must be realized however, that each character in the message has an 8-bit code 
and that each bit is transmitted serially. The ETX control character signifies the termination of the text 
characters. The next character following ETX is a longitudinal redundancy check (LRC). Each bit in this 
character is a parity bit calculated from all the bits in the same column in the code section of the table.  
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The data communication processor receives this message and proceeds to analyze it. It recognizes terminal 
T4 and stores the text associated with the message. While receiving the characters, the processor checks the 
parity of each character and also computes the longitudinal parity. The computed LRC is compared with the 
LRC character received. If the two match, a positive acknowledgement (ACK) a sent back to the terminal. 
If a mismatch exists, a negative acknowledgment (NAK) is returned to the terminal, which would initiate a 
retransmission of the same block. If the processor finds the message without errors, it transfers the message 
into memory and interrupts the CPU. When the CPU acknowledges the interrupt, it analyzes the message 
and prepares a text message for responding to the request. The CPU sends an instruction to the data 
communication processor to send the message to the terminal. 
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A typical response from processor to terminal is listed in Table 4.9. After two SYN characters, the 
processor acknowledges the previous message with an ACK character. The line continues to idle with SYN 
character waiting for the response to come. The message received from the CPU is arranged in the proper 
format by the processor by inserting the required control characters before and after the text. The message 
has the heading SOH and the address of the terminal T4. The text message informs the terminal that the 
balance is $100. An LRC character is computed and sent to the terminal. If the terminal responds with a 
NAK character, the processor retransmits the message. 
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This protocol does not use characters in its control field and is independent of any particular code. It allows 
the transmission of serial bit stream of any length without the implication of character boundaries. 
Messages are organized in a specific format called a frame. In addition to the information field, a frame 
contains address, control, and error-checking fields The frame boundaries are determined from a special 8-
bit number called a flag Examples of bit-oriented protocols are SDLC (synchronous data link control) used 
by IBM, HDLC (high-level data link control) adopted by the International Standards Organization, and 
ADCCP (advanced data communication control procedure) adopted by the American National Standards 
Institute. 

Any data communication link involves at least two participating stations The station that has responsibility 
for the data link and issues the commands to control the link is called the primary station. The other station 
is a secondary station. Bit-oriented protocols assume the presence of one primary station and one or more 
secondary stations. All communication on the data link is from the primary station to one or more 
secondary stations, or from a secondary station to the primary station.                                          

The frame format for the bit-oriented protocol is shown in Fig. 4.44. A frame starts with-the 8-bit flag 
01111110 followed by an address and control sequence. The information field is not restricted in format or 
content and can be of any length. The frame check field is a CRC (cyclic redundancy check sequence used 
for detecting errors in transmission. The ending flag indicate; to the receiving station that the 16 bits just 
received constitute the CRC bits The ending frame can be followed by another frame, another flag, or a 
sequence of consecutive Vs. When two frames follow each other, the intervening flag is simultaneously the 
ending flag of the first frame and the beginning flag of the next frame. If no information is exchanged, the 
transmitter sends a series of flags to keep the line in the active state. The line is said to be in the idle state 
with the occurrence of 15 or more consecutive l's. Frames with certain control messages are sent without an 
information field. A frame must have a minimum of 32 bits between two flags to accommodate the address, 
control, and frame check fields. The maximum length depends on the condition of the communication 
channel and its ability to transmit long messages error-free. 

To prevent a flag from occurring in the middle of a frame, the bit-oriented protocol uses a method called 
zero insertion. It requires a 0 be inserted by the transmitting station after any succession of five continuous 
l's. The receiver always removes a 0 that follows a succession of five l's. Thus the bit pattern 0111111 is 
transmitted as 01111101 and restored by the receiver to it original value by removal of the 0 following the 
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five l's. As a consequence, no pattern of 01111110 is ever transmitted between the beginning and ending 
flags. 
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Following the flag is the address field, which is used by the primary station to designate the secondary 
station address. An address field of eight bits can specify up to 256 addresses. Some bit-oriented protocols 
permit the use of an extended address field. To do this, the least significant bit of an address byte is set too 
if another address byte follows. A 1 in the least significant bit of a byte is use to recognize the last address 
byte. 

Following the address field is the control field. The control field comes in three different formats, as shown 
in Fig. 4.45. The information transfer format is used for ordinary data transmission. Each frame transmitted 
in this format contains send and receive counts. A station that transmits sequence frames counts and 
numbers each frame. This count is given by the send count Ns. A station receiving sequenced frames counts 
each error-free frame that receives. This count is given by the receive count Nr. The Nr count advance when 
a frame is checked and found to be without errors. The receiver confirms accepted numbered information 
frames by returning its Nr count to the transmitting station. 
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The P/F bit is used by the primary station to poll a secondary station to request that it 'initiate transmission. 
It is used by the secondary station to indicate the final transmitted frame. Thus the P/F field is called P 
(poll) when the primary station is transmitting but is designated as F (final) when a secondary station is 
transmitting. Each frame sent to the secondary station from the primary station has a P bit set to 0. When 
the primary station is finished and ready for the secondary station to respond, the P bit is set to 1. The 
secondary station then responds with a number of frames in which the F bit is set to 0. When the secondary 
station sends the last frame, it sets the F bit to 1. Therefore, the P/F bit is used to determine when data 
transmission from a station is finished. 

The supervisory format of the control field is recognized from the first two bits being 1 and 0. The next two 
bits indicate the type of command.  The frames of the supervisory format do not carry an information field. 
They are used to assist in the transfer of information in that they confirm the acceptance of preceding 
frames carrying information, convey ready or busy conditions, and report frame numbering errors. 
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Student Activity 4.10 

Before reading the next section, answer the following questions. 

1. What is the need of I/O processor? Give block diagram of CPU with I/O processor. 

2. Describe CPU with IOP communication. 

3. What is serial communication? Describe Character-Oriented protocol. 

If your answers are correct, then proceed to the next section. 

Top 
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A multiprocessor system has two or more CPUs. It is an interconnection of two or more CPUs with 
memory and input-output equipment. The term "processor" in multiprocessor can mean either a central 
processing unit (CPU) or an input-output processor (IOP). However, a system with a single CPU and one or 
more lOPs is usually not included in the definition of a multiprocessor system unless the IOP has 
computational facilities comparable to a CPU. As it is most commonly defined, a multiprocessor system 
implies the existence of multiple CPUs, although usually there will be one or more lOPs as well. As 
mentioned earlier multiprocessors are classified as multiple instruction stream, multiple data stream 
(MIMD) systems. 

There are some similarities between multiprocessor and multicomputer systems since both support 
concurrent operations. However, there exists an important distinction between a system with multiple 
computers and a system with multiple processors. Computers are interconnected with each other by means 
of communication lines to form a computer network. The network consists of several autonomous 
computers that may or may not communicate with each other.     A multiprocessor system is controlled by 
one operating system that provides interaction between processors and all the components of the system 
cooperate in the solution of a problem. 

Multiprocessing improves the reliability of the system so that a failure or error in one part has a limited 
effect on the rest of the system. If a fault cause one processor to fail, a second processor can be assigned to 
perform the functions of the disabled processor. The system as a whole can continue to function correctly 
with perhaps some loss in efficiency. 

The benefit derived from a multiprocessor organization is an improved system performance. The system 
derives its high performance from the fact that computations can proceed in parallel in one of two ways. 

1.  Multiple independent jobs can be made to operate in parallel. 

2. A single job can be partitioned into multiple parallel tasks. 

An overall function can be partitioned into a number of tasks that each processor can handle individually. 
System tasks may be allocated to special purpose processors whose design is optimized to perform certain 
types of processing efficiently. An example is a computer system where one processor performs the 
computations for an industrial process control while other monitor and control the various parameters, such 
as temperature and flow rate. 

Multiprocessors are classified by the way their memory is organized. A multiprocessor system with 
common shared memory is classified as a shared-memory or tightly coupled multiprocessor. This does not 
preclude each processor from having its own local memory. In fact, most commercial tightly coupled 
multiprocessors provide a cache memory with each CPU. In addition, there is a global common memory 
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that all CPUs can access. Information can therefore be shared among the CPUs by placing it in the common 
global memory.  

An alternative model of microprocessor is the distributed-memory or loosely coupled system. Each 
processor element in a loosely coupled system has its own private local memory. The processors are tied 
together by a switching scheme designed to route information from one processor to another through a 
message-passing scheme. The processors relay program and data to other processors in packets. A packet 
consists of an address, the data content, and some error detection code. The packets are addressed to a 
specific processor or taken by the first available processor, depending on the communication system used. 
Loosely coupled systems are most efficient when the interaction between tasks is minimal, whereas tightly 
coupled systems can tolerate a higher degree of interaction between tasks. 

Top 
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CPUs, TOPs connect' to input-output device, and a memory unit form a multiprocessor system, they may be 
partitioned into a number of separate modules. The interconnection between the components can have 
different physical configurations, depending on the number of transfer paths that are available between the 
processors and memory in a shared memory system or among the processing elements in a loosely coupled 
system. There are several physical forms available for establishing an interconnection network. Some of 
these schemes are presented in this section: 

1.   Time-shared common bus 

2.   Multiport memory 

3.   Crossbar switch 

4.  Multistage switching network 

5.   Hypercube system 
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A common-bus multiprocessor system consists of a number of processors connected through a common 
path to a memory unit. A time-shared common bus for five processors is shown in Fig. 4.46. Only one 
processor can communicate with the memory or another processor at any given time. Transfer operations 
are conducted by the processor that is in control of the bus at the time. Any other processor wishing to 
initiate a transfer must first determine the availability status of the bus, and only after the bus becomes 
available can the processor address the destination unit to initiate the transfer. A command is issued to 
inform the destination unit what operation is to be performed. The receiving unit recognizes its address in 
the bus and responds to the control signals from the sender, after which the transfer is initiated. The system 
may exhibit transfer conflicts since one common bus is shared by all processors. These conflicts must be 
resolved by incorporating a bus controller that establishes priorities among the requesting units. 
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A single common-bus system is restricted to one transfer at a time. This means that when one processor is 
communicating with the memory, all other processors are either busy with internal operations or must be 
idle waiting for the bus. As a consequence, the total overall transfer rate within the system is limited by the 
speed of the single path. The processors in the system can be kept busy more often through the 
implementation of two or more independent buses to permit multiple simultaneous bus transfers. However, 
this increases the system cost and complexity. 

A more economical implementation of a dual bus structure is depicted in Fig. 4.47. Here we have a number 
of local buses each connected to its own local memory and to one or more processors. Each local bus may 
be connected to a CPU, an IOP, or any combination of processors. A system bus controller links each local 
bus to a common system bus. The I/O devices connected to the local IOP, as well as the local memory, are 
available to the local processor. The memory connected to the common system-bus is shared by all 
processors. If an IOP is connected directly to the system bus, the I/O devices attached to it may be made 
available to all processors. Only one processor can communicate with the shared memory and other 
common resources through the system bus of any time. 
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A multiport memory system employs separate buses between each memory module and each CPU. This is 
shown in Fig. 4.48 for four CPUs and four memory modules (MMs). Each processor bus is connected to 
each memory module. A processor bus consists of the address, data, and control lines required to 
communicate with memory. The memory module is said to have four ports and each port accommodates 



COMPUTER ARITHMETIC AND INPUT-OUTPUT ORGANISATION 179

one of the buses. The module must have internal control logic to determine which port will have access to 
memory at any given time. Memory access conflicts are resolved by assigning fixed priorities to each 
memory port. The priority for memory access associated with each processor may be established by the 
physical port position that its bus occupies in each module. Thus CPU1 will have priority over CPU2, 
CPU2 will have priority over CPU3, and CPU4 will have the lowest priority. The advantage of the 
multiport memory organization is the high transfer rate that can be achieved because of the multiple paths 
between processors and memory. The disadvantage is that it requires expensive memory control logic and a 
large number of cables and connectors. As a consequence, this interconnection structure is usually 
appropriate for systems with a small number of processors. 
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The crossbar switch organization consists of a number of crosspoints that are placed at intersections 
between processor buses and memory module paths. Figure 4.49 shows a crossbar switch interconnection 
between four CPUs and four memory modules. The small square in each crosspoint is a switch that 
determines the path from a processor to a memory module. Each switch point has control logic to set up the 
transfer path between a processor and memory. It examines the address that is placed in the bus to 
determine whether its particular module is being addressed. It also resolves multiple requests for access to 
the same memory module on a predetermined priority basis. 
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The basic component of a multistage network is a two-input, two-output interchange switch. As shown in 
Fig 4.50 the 2 x 2 switch has two inputs, labeled A and B, and two outputs, labeled 0 and 1. There are 
control signals (not shown) associated with the switch that establish the interconnection between the input 
and output terminals. The switch has the capability of connecting input A to either of the outputs. Terminal 
B of the switch behaves in a similar fashion. The switch also has the capability to arbitrate between 
conflicting requests. If inputs A and B both request the same output terminal, only one of them will be 
connected; the other will be blocked. 
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Using the 2 x 2 switch as a building block, it is possible to build a multistage network to control the 
communication between a number of sources and destinations. To see how this is done, consider the binary 
tree shown in Fig. 4.51. The two processors P1 and P2 are connected through switches to eight memory 
modules marked in binary from 000 through 111. The path from a source to a destination is determined 
from the binary bits of the destination number. The first bit of the destination number determines the switch 
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output in the first level. The second bit specifies the output of the switch in the second level, and the third 
bit specifies the output of the switch in the third level. For example, to connect P1 to memory 101, it is 
necessary to form a path from P1 to output 1 in the first-level switch, output 0 in the second-level switch, 
and output 1 in the third-level switch. It is clear that either P1 or P2 can be connected to any one of the eight 
memories. Certain request patterns, however, cannot be satisfied simultaneously. For example, if P1 is 
connected to one of the destinations 011 through, P2 can be connected to only one of the destinations 100 
through 111. 

 
��������(	
�.���)��������!��-������!���

Many different topologies have been proposed for multistage switching networks to control processor-
memory communication in a tightly coupled multiprocessor system or to control the communication 
between the processing elements in a loosely coupled system. One such topology is the omega-switching 
network shown in Fig. 4.52. In this configuration, there is exactly one path from each source to any 
particular destination. Some request patterns, however, cannot be connected simultaneously. For example, 
any two sources cannot be connected simultaneously to destinations 000 and 001. 
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A particular request is initiated in the switching network by the source, which sends a 3-bit pattern 
representing the destination number. As the binary pattern moves through the network, each level examines 
a different bit to determine the 2 x 2 switch setting. Level 1 inspects the most significant bit, level 2 
inspects the middle bit, and level 3 inspects the least significant bit. When the request arrives on either input 
of the 2 x 2 switch, it is routed to the upper output if the specified bit is 0 or to the lower output if the bit is 
1. 
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The hypercube or binary n-cube multiprocessor structure is a loosely coupled system composed of N = 2n 
processors interconnected in an n-dimensional binary cube. Each processor forms a node of the cube. 
Although it is customary to refer to each node as having a processor, in effect it contains not only a CPU 
but also local memory and I/O interface. Each processor has direct communication paths to n other 
neighbor processors. These paths correspond to the edges of the cube. There are 2" distinct n-bit binary 
addresses that can be assigned to the processors. Each processor address differs from that of each of its n 
neighbors by exactly one bit position. 

Figure 4.53 shows the hypercube structure for n = 1,2, and 3. A one-cube structure has n = 1 and 2n = 2. It 
contains two processors interconnected by a single path. A two-cube structure has n = 2 and 2n = 4. It 
contains four nodes interconnected as a square. A three-cube structure has eight nodes interconnected as a 
cube. An n-cube structure has 2n nodes with a processor residing in each node. Each node is assigned a 
binary address in such a way that the addresses of two neighbors differ in exactly one bit position. For 
example, the three neighbors of the node with address 100 in a three-cube structure are 000, 110, and 101. 
Each of these binary numbers differs from address 100 by one bit value. 

Routing messages through an n-cube structure may take from one to n links from a source node to a 
destination node. For example, in a three-cube structure, node 000 can communicate directly with node 
001. It must cross at least two links to communicate with 011 (from 000 to 001 to 011 or from 000 to 010 to 
011). It is necessary to go through at least three links to communicate from node 000 to node 111. 
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Student Activity 4.11 

Before reading the next section, answer the following questions. 

1. What are the characteristics of multiprocessor systems? 

2. Name different schemes for inter connection network in multiprocessors. 

3. Describe omega-switching network. 

If your answers are correct, then proceed to the next section. 
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Computer systems contain a number of buses at various levels to facilitate the transfer of information 
between components. The CPU contains a number of internal buses for transferring information between 
processor registers and ALU. A memory bus consists of lines for transferring data, address, and read/write 
information. An I/O bus is used to transfer information to and from input and output devices. A bus that 
connects major components in a multi-processor system, such as CPUs, lOPs, and memory, is called a 
system bus.  The physical circuits of a system bus are contained in a number of identical printed circuit 
boards. Each board in the system belongs to a particular module. The board consists of circuits connected in 
parallel through connectors. Each pin of each circuit connector is connected by a wire to the corresponding 
pin of all other connectors in other boards. Thus any board can be plugged into a slot in the back-pane that 
forms the system bus. 

The processors in a shared memory multiprocessor system request access to common memory or other 
common resources through the system bus. If n other processor is currently utilizing the bus, the requesting 
processor may be granted access immediately. However, the requesting processor must wait if another 
processor is currently utilizing the system bus. Furthermore, other processors may request the system bus at 
the same time. Arbitration must then be performed to resolve this multiple contention for the shared 
resources. The arbitration logic would be part of the system bus controller placed between the local bus and 
the system bus as shown in Fig. 4.47. 
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A typical system bus consists of approximately 100 signal lines. These lines are divided into three 
functional groups: data, address, and control. In addition, there are power distribution lines that supply 
power to the components. For example, the IEEE standard 796 multibus system has 16 data lines, 24 
address lines, 26 control lines, and 20 power lines, for a total of 86 lines. 

The data lines provide a path for the transfer of data between processors and common memory. The number 
of data lines is usually a multiple of 8, with 16 and 32 being most common. The address lines are used to 
identify a memory address or any other source or destination, such as input or output ports. The number of 
address lines determines the maximum possible memory capacity in the system. For example, an address of 
24 lines can access up to 2" (16 mega) words of memory. The data and address lines are terminated with 
three-state buffers. The address buffers are unidirectional from processor to memory. The data lines are bi-
directional, allowing the transfer of data in either direction. 

Data transfers over the system bus may be synchronous or asynchronous. In a synchronous bus, each data 
item is transferred during a time slice known in advance to both source and destination units; 
synchronization is achieved by driving both units from a common clock source. An alternative procedure is 
to have separate clocks of approximately the same frequency in each unit. Synchronization signals are 
transmitted periodically in order to keep all clocks asynchronous bus in the system in step with each other. 
In an asynchronous bus, each data item being transferred is accompanied by handshaking control signals to 
indicate when the data are transferred from the source and received by the destination. 

The control lines provide signals for controlling the information transfer between units. Timing signals 
indicate the validity of data and address information. Command signals specify operations to be performed. 
Typical control lines include transfer signals such as memory read and write, acknowledge of a transfer, 
interrupt requests, bus control signals such as bus request and bus grant, and signals for arbitration 
procedures. 

Table 4.11 lists the 86 lines that are available in the IEEE standard 796 multibus. It includes 16 data lines 
and 24 address lines. All signals in the multibus are active or enabled in the low-level state. The data 
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transfer control signals include memory read and write as well as I/O read and write. Consequently, the 
address lines can be used to address separate memory and I/O spaces. The memory or I/O responds with a 
transfer acknowledge signal when the transfer is completed. Each processor attached to the multibus has up 
to eight interrupt request outputs and one interrupt-acknowledge-input line. They are usually applied to a 
priority interrupt controller similar to the one described in Fig. 4.41. The miscellaneous control signals 
provide timing and initialization capabilities. In particular, the bus lock signal is essential for 
multiprocessor applications. This processor-activated signal serves to prevent other processors from getting 
hold of the bus while executing a test and set instruction. This instruction is needed for proper processor 
synchronization. 

The six bus arbitration signals are used for inter-processor arbitration. These signals will be explained later 
after a discussion of the serial and parallel arbitration procedures. 
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Arbitration procedures service all processor requests on the basis of established priorities. A hardware bus 
priority resolving technique can be established by means of a serial or parallel connection of the units 
requesting control the system bus. The serial priority resolving technique is obtained from daisy-chain 
connection of bus arbitration circuits similar to the priority interrupt logic  
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The processors connected to the system bus are assigned priority according to their position along the 
priority control line. The device closest to the priority line is assigned the highest priority. When multiple 
devices concurrently request the use of the bus, the device with the highest priority is granted access to it. 

Figure 4.54 shows the daisy-chain connection of four arbiters. It is assumed that each processor has its own 
bus arbiter logic with priority-in and priority-out lines. The priority out (PO) of each arbiter is connected to 
the priority in (PI) of the next-lower-priority arbiter. The PI of the highest-priority unit is maintained at a 
logic value 1. The highest-priority unit in the system will always receive access to the system bus when it 
requests it. The PO output for a particular arbiter is equal to 1 if its PI input is equal to 1 and the processor 
associated with the arbiter logic is not requesting control of the bus. This is the way that priority is passed 
to the next unit in the chain. If the processor requests control of the bus and the corresponding arbiter finds 
its PI input equal to 1, it sets its PO output to 0. Lower-priority arbiters receive a 0 in PI and generate a 0 in 
PO. Thus the processor whose arbiter has a PI = 1 and PO = 0 is the one that is given control of the system 
bus. 

A processor may be in the middle of a bus operation when a higher priority processor requests the bus. The 
lower-priority processor must complete its bus operation before it relinquishes control of the bus. The bus 
busy line shown in Fig. 4.54 provides a mechanism for an orderly transfer of control. The busy line comes 
from open-collector circuits in each unit and provides a wired-OR logic connection. When an arbiter 
receives control of the bus (because its PI = 1 and PO = 0) it examines the busy line. If the line is inactive, 
it means that no other processor is using the bus. The arbiter activates the busy line and its processor takes 
control of the bus. However, if the arbiter finds the busy line active, it means that another processor is 
currently using the bus. The arbiter keeps examining the busy line while the lower-priority processor that 
lost control of the bus completes its operation. When the bus busy line returns to its inactive state, the 
higher-priority arbiter enables the busy line, and its corresponding processor can then conduct the required 
bus transfers. 
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The parallel bus arbitration technique uses an external priority encoder and decoder as shown in Fig. 4.55 
Each bus arbiter in the parallel scheme has a bus request output line and a bus acknowledge input line. Each 
arbiter enables the request line when its processor is requesting access to the system bus. The processor 
takes control of the bus if its acknowledge input line is enabled. The bus busy line provides an orderly 
transfer of control, as in the daisy-chaining case. 
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Figure 4.55 shows the request lines from four arbiters going into a 4 x 2 priority encoder. The output of the 
encoder generates a 2-bit code, which represents the highest-priority unit among those requesting the bus. 
The 2-bit code from the encoder output drives a 2x4 decoder which enables the proper acknowledge line to 
grant bus access to the highest-priority unit. 
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The two bus arbitration procedures just described use a static priority algorithm since the priority of each 
device is fixed by the way it is connected to the bus. In contrast, a dynamic priority algorithm gives the 
system the capability for changing the priority of the devices while the system is in operation. We now 
discuss a few arbitration procedures that use dynamic priority algorithms. 

The time slice algorithm allocates a fixed-length time slice of bus time that is offered sequentially to each 
processor, in round-robin fashion. The service given to each system component with this scheme is 
independent of its location along the bus. No preference is given to any particular device since each is 
allotted the same amount of time to communicate with the bus. 

In a bus system that uses polling, the bus-grant signal is replaced by a set of lines called poll lines, which 
are connected to all units. These lines are used by the bus controller to define an address for each device 
connected to the bus. The bus controller sequences through the addresses in a prescribed manner. When a 
processor that requires access recognizes its address, it activates the bus busy-line and then accesses the 
bus. After a number of bus cycles, the polling process continues by choosing a different processor. The 
polling sequence is normally programmable, and as a result, the selection priority can be altered under 
program control. 

The least recently used (LRU) algorithm gives the highest priority to the requesting device that has not used 
the bus for the longest interval. The priorities are adjusted after a number of bus cycles according to the 
LRU algorithm. With this procedure, no processor is favored over any other since the priorities are 
dynamically changed to give every device an opportunity to access the bus. 

In the first-come, first-serve scheme, requests are served in the order received. To implement this 
algorithm, the bus controller establishes a queue arranged according to the time that the bus requests arrive. 
Each processor must wait for its turn to use the bus on a first-in, first-out (FIFO) basis. The rotating daisy-
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chain procedure is a dynamic extension of the daisy-chain algorithm. In this scheme there is no central bus 
controller, and the priority line is connected from the priority-out of the last device back to the priority-in of 
the first device in a closed loop. This is similar to the connections shown in Fig. 4.54 except that the PO 
output of arbiter 4 is connected to the PI input of arbiter 1. Whichever device has access to the bus serves as 
a bus controller for the following arbitration. Each arbiter priority for a given bus cycle is determined by its 
position along the bus priority line from the arbiter whose processor is currently controlling the bus. Once 
an arbiter releases the bus, it has the lowest priority. 
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The various processors in a multiprocessor system must be provided with a facility for communicating with 
each other. A communication path can be established through common input-output channels. In a shared 
memory multiprocessor system, the most common procedure is to set aside a portion of memory that is 
accessible to all processors. The primary use of the common memory is to act as a message center similar to 
a mailbox, where each processor can leave messages for other processors and pick up messages intended 
for it. 

The sending processor structures a request, a message, or a procedure, and places it in the memory mailbox. 
Status bits residing in common memory are generally used to indicate the condition of the mailbox, whether 
it has meaningful information, and for which processor it is intended. The receiving processor can check the 
mailbox periodically to determine if there are valid messages for it. The response time of this procedure can 
be time consuming since a processor will recognize a request only when polling messages. A more efficient 
procedure is for the sending processor to alert the receiving processor directly by means of an interrupt 
signal. This can be accomplished through a software-initiated interprocessor interrupt by means of an 
instruction in the program of one processor which when executed produces an external interrupt condition 
in a second processor. This alerts the interrupted processor of the fact that a new message has been inserted 
by the interrupting processor. 

In addition to shared memory, a multiprocessor system may have other shared resources. For example, a 
magnetic disk storage unit connected to an IOP may be available to all CPUs. This provides a facility for 
sharing of system programs stored in the disk.  

To prevent conflicting use of shared resources by several processors there must be a provision for assigning 
resources to processors. This task is given to the operating system. There are three organizations that have 
been used in the design of operating system for multiprocessors: master-slave configuration, separate 
operating system, and distributed operating system. 

In a master-slave mode, one processor, designated the master, always executes the operating system 
functions. The remaining processors, denoted as slaves, do not perform operating system functions. If a 
slave processor needs an operating system service, it must request it by interrupting the master and waiting 
until the current program can be interrupted. 

In the separate operating system organization, each processor can execute the operating system routines it 
needs. This organization is more suitable for loosely coupled systems where every processor may have its 
own copy of the entire operating system. 

In the distributed operating system organization, the operating system routines are distributed among the 
available processors. However, each particular operating system function is assigned to only one processor 
at a time. This type of organization is also referred to as a floating operating system since the routines float 
from one processor to another and the execution of the routines may be assigned to different processors at 
different times. 

Top 
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The instruction set of a multiprocessor contains basic instructions that are used to implement 
communication and synchronization between cooperating processes. Communication refers to the exchange 
of data between different processes. For example, parameters passed to a procedure in a different processor 
constitute interprocessor communication. Synchronization refers to the special case where the data used to 
communicate between processors is control information. Synchronization is needed to enforce the correct 
sequence of processes and to ensure mutually exclusive access to shared writable data. 

Multiprocessor systems usually include various mechanisms to deal with the synchronization of resources. 
Low-level primitives are implemented directly by the hardware. These primitives are the basic mechanisms 
that enforce mutual exclusion for more complex mechanisms implemented in software. A number of 
hardware mechanisms for mutual exclusion have been developed. One of the most popular methods is 
through the use of a binary semaphore. 
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A binary variable called a semaphore is often used to indicate whether or not a processor is executing a 
critical section. A semaphore is a software-controlled flag that is stored in a memory location that all 
processors can access. When the semaphore is equal to 1, it means that a processor is executing a critical 
program, so that the shared memory is not available to other processors. When the semaphore is equal to 0, 
the shared memory is available to any requesting processor. Processors that share the same memory 
segment agree by convention not to use the memory segment unless the semaphore is equal to 0, indicating 
that memory is available. They also agree to set the semaphore to 1 when they are executing a critical 
section and to clear it to 0 when they are finished. 

A semaphore can be initialized by means of a test and set instruction in conjunction with a hardware lock 
mechanism. A hardware lock is a processor- generated signal that serves to prevent other processors from 
using the system bus as long as the signal is active. The test-and-set instruction tests and sets a semaphore 
and activates the lock mechanism during the time that the instruction is being executed. This prevents other 
processors from changing the semaphore between the time that the processor is testing it and the time that it 
is setting it.  Assume that the semaphore is a bit in the least significant position of a memory word whose 
address is symbolized by SEM. Let the mnemonic TSL designate the "test and set while locked" operation. 
The instruction 

TSL   SEM 

will be executed in two memory cycles (the first to read and the second to write) without interference as 
follows: 

R ← M[SEM] Test semaphore 

M [SEM] ← 1 Set semaphore 

The semaphore is tested by transferring its value to a processor register R and then it is set to 1. The value 
in R determines what to do next. If the processor finds that R = 1, it knows that the semaphore was 
originally set (the fact that it is set again does not change the semaphore value). That means another 
processor is executing a critical section, so the processor that checked the semaphore does not access the 
shared memory. R = 0 means that the common memory (or the shared resource that the semaphore 
represents) is available. The semaphore is set to 1 to prevent other processors from accessing memory. The 
processor can now execute the critical section. The last instruction in the program must clear location SEM 
to zero to release the share resource to other processors. 

Top 
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We know that the primary advantage of cache is its ability to reduce the average access time in 
uniprocessor systems. When the processor finds a word in cache during a read operation, the main memory 
is not involved in the transfer. If the operation is to write, there are two commonly used procedures to 
update memory. In the write-through policy, both cache and main memory are updated with every write 
operation. In the write-back policy, only the cache is updated and the location is marked so that it can be 
copied later into main memory. In a shared memory multiprocessor system, all the processors share a 
common memory. In addition, each processor may have a local memory, part or all of which may be a 
cache. The compelling reason for having separate caches for each processor is to reduce the average access 
time in each processor .The same information may reside in a number of copies in some caches and main 
memory. To ensure the ability of the system to execute memory operations correctly, the multiple copies 
must be kept identical. This requirement imposes a cache coherence problem. A memory scheme is 
coherent if the value returned on a load instruction is always the value given by the latest store instruction 
with the same address. Without a proper solution to the cache coherence problem, caching cannot be used 
in bus-oriented multiprocessor with two or more processors.  
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Cache-coherence problems occur in multiprocessors with private caches because of the need to share 
writable data. Read-only data can safely be replicated without cache coherence enforcement mechanism to 
illustrate the problem, consider the three-processor configuration with private caches shown in Fig. 4.56. 
Sometime during the operation an element X from main memory is loaded into the three processors, P1, P2, 
and P3. As a consequence, it is also copied into the private caches of the three processors. For simplicity, 
we assume that X contains the value of 52. The load on X to the three processors results in consistent 
copies in the caches and main memory. 
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If one of the processors performs a store to X, the copies of X in the caches become inconsistent. A load by 
the other processors will not return the latest value. Depending on the memory update policy used in the 
cache, the main memory may also be inconsistent with respect to the cache. This is shown in Fig. 4.57. A 
store to X (of the value of 120) into the cache of processor P] updates memory to the new value in a write-
through policy. A write through policy maintains consistency between memory and the originating cache, 
but the other two caches are inconsistent since they still hold the old value. In a write-back policy, main 
memory is not updated at the time of the store. The copies, in the other two caches and main-memory, are 
inconsistent. Memory is updated eventually when the modified data in the cache are copied back into 
memory. 
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Another configuration that may cause consistency problems is a direct memory access (DMA) activity in 
conjunction with an IOP connected to the system bus. In the case of input, the DMA may modify locations 
in main memory that also reside in cache without updating the cache. During a DMA output, memory 
locations may be read before they are updated from the cache when using a write-back policy. I/O-based 
memory incoherence can be overcome by making the IOP a participant in the cache coherent solution that 
is adopted in the system. 
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There are various schemes to solve the cache coherence problem in shared memory multiprocessors. We 
discuss some of these schemes briefly here.  

A simple scheme is to disallow private caches for each processor and have a shared cache memory 
associated with main memory. Every data access is made to the shared cache. This method violates the 
principle of closeness of CPU to cache and increases the average memory access time. In effect, this 
scheme solves the problem by avoiding it. 

For performance considerations it is desirable to attach a private cache to each processor. One scheme that 
has been used allows only non-shared and read-only to be stored in caches. Such items are called cacheable. 
Shared writable data are non-cachable. The compiler must tag data as either cachable or non-cachable, and 
the system hardware makes sure that only cachable data are stored in caches. The non-cachable data remain 
in main memory. This method restricts the type of data stored in caches and introduces an extra software 
overhead that may degrade performance. 

A scheme that allows writable data to exist in at least one cache is a method that employs a centralized 
global table in its compiler. The status of memory blocks is stored in the central global table. Each block is 
identified as read-only (RO) or read-write (RW). All caches can have copies of blocks identified as RO. 
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Only one cache can have a copy of an RW block. Thus if the data are updated in the cache with an RW 
block, the other caches are not affected because they do not have a copy of this block. The cache coherence 
problem can be solved by means of a combination of software and hardware or by means of hardware-only 
schemes. The two methods mentioned previously use software-based procedures that require the ability to 
tag information in order to disable caching of shared writable data. Hardware-only solutions are handled by 
the hardware automatically and have the advantage of higher speed and program transparency. In the 
hardware solution, the cache controller is speedily designed to allow it to monitor all bus requests from 
CPUs and IOPs. All caches attached to the bus constantly monitor the network for possible write 
operations. Depending on the method used, they must then either update or invalidate their own cache 
copies when a match is detected. The bus controller that monitors this action is referred to snoopy cache as 
a snoopy cache controller. This is basically a hardware unit designed to maintain a bus-watching 
mechanism over all the caches attached to the bus. 

Various schemes have been proposed to solve the cache coherence problem by means of snoopy cache 
protocol. The simplest method is to adopt a write-through policy and use the following procedure. All the 
snoopy controllers watch the bus for memory store operations. When a word in a cache is updated by 
writing into it, the corresponding location in main memory is also updated. The local snoopy controllers in 
all other caches check their memory to determine if they have a copy of the word that has been overwritten. 
If a copy exists in a remote cache, that location is marked invalid. Because all caches snoop on all bus 
writes, whenever a word is written, the net effect is to update it in the original cache and main memory and 
remove it from all other caches.  If at some future time a processor accesses the invalid item from its cache, 
the response is equivalent to a cache miss, and the updated item is transferred from main memory. In this 
way, inconsistent versions are prevented. 

Student Activity 4.12 

Before reading the next section, answer the following questions. 

1. Distinguished between synchronous and asynchronous bus system. 

2. How inter processor synchronization is achieved?  

3. What are the conditions for cache coherence? 

If your answers are correct, then proceed to the next section. 
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� The four basic arithmetic operations are addition, subtraction, multiplication and division. 

� Multiplication of two fixed-point binary numbers in signed magnitude representation is done with 
paper and pencil by a process of successive shift and add operations. 

� Booth algorithm gives a procedure for multiplying binary integers in signed-2's complement 
representation. 

� Division of two fixed-point binary numbers in signed magnitude representation is done with paper and 
pencil by a process of successive compare, shift and subtract operations. 

� The division operation may result in a quotient with an overflow. 

� Representation for floating point numbers is known as the IEEE 754 floating point standard. 

� The IEEE 754 standard has two main representations: 

� � single precision  
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� � double precision 

� Devices that are under the direct control of the computer are said to be connected online. 

� Input-output interface provides a method for transferring information between internal storage and 
external I/O devices. 

� The I/O bus consists of data lines, address lines and control lines. 

� There are three ways that computer buses can be used to communicate with memory and I/O: 

  Use two separate buses, one for the memory and the other for I/O 

� � Use one common bus for both memory and I/O but have separate control lines for each 

� � Use one common bus for memory and I/O with common control lines 

� In serial transmission mode, data are transferred bit by bit basis. It hardly matters what type of device 
and what medium we are using more than one bit are transferred at a time and this type of transfer is 
known as parallel communication. 

� Every I/O activity is initiated by I/O instruction written in the code. 

� An interrupt generated internally by CPU is sometimes termed as trap. 

� Tightly Coupled System: In this the tasks and/ or processors communicate in a highly synchronized 
fashion. It communicates through a common shared memory system. 

� Medium granuality is Tens to few thousands of pieces processors typically running the same code. 

� Synchronization is communication of control information between processors to enforce the correct 
sequence of processes and to ensure mutually exclusive access to shared writable data. 
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1. A __________ system is an inter connection of two or more CPUs with memory and input-output 
equipment. 

2. The advantage of biased exponents is that they contain only _________ numbers. 
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1. computer 

2. positive 
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1. There are many different topologies for multistorage switching networks to control processor 
communication. One of them is omega switching network. 

2. A priority interrupt system is a communication of branch and loop techniques. 
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1. True 
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2. False  
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1. There are some similarities between multi processor and ________________ system since both 
support concurrent operations. 

2. The _________ needs the usual circuits of an interface to communicate with the CPU and I/O device. 
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1. Show the step-by-step multiplication process using booth algorithm, when the following binary 
numbers are multiplied. Assume 5 – bit registers to hold signed numbers. 

a. + 10 x + 14 

b. + 10 x  – 14 

2. Derive an algorithm for evaluating the square root of a binary fixed-point number. 

3. Why should the sign of the remainder after a division be the same as the sign of the dividend? 

4. Show that there can be no mantissa overflow after a multiplication operation. 

5. Show the hardware to be used for the addition and subtraction 

6. List four peripheral devices that produce an acceptable output for a person to understand 

7. What is the difference between isolated I/O and memory mapped I/O? What are the advantages and 
disadvantages of each? 

8. Give at least six status conditions for the setting of individual bits in the status register of an 
asynchronous communication interface. 

9. What programming steps are required to check when a source interrupts the computer while it is still 
being serviced by a previous interrupt request from the same source? 

10. Why does DMA have priority over the CPU when both request a memory transfer? 

11. What is the advantage of using interrupt – initiated data transfer over transfer under program control 
without an interrupt? 
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